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# vllm/benchmarks/datasets/datasets.py

# SampleRequest.prompt BIERIW Y B REZ list[int],

# R EFEI token id F|F(EZ OpenAl completions DB prompt FE&
@dataclass

class SampleRequest:

Represents a single inference request for benchmarking.

prompt: str | list[str] | list[int] | list[dict]

prompt_len: int

expected_output_len: int = 0

multi_modal_data: MultiModalDataDict | dict | list[dict] | None = None
lora_request: LoRARequest | None = None

request_id: str | None = None

timestamp: float | None = None

chat_messages: list[dict[str, Any]] | None = None

request_overrides: dict | None = None

# TimedTraceDataset.sample() &89 % #eksh
# ZHIR% prompt = tokenizer.decode(prompt_ids)” BAEFR &,
# ARZ3% “tokenizer.encode(prompt)” EFHRIELEKESENK (decode FEE) ;
# IAELT decode/encode, EEE token id 5| R R ARSI,
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prompt_ids = self._expand_prompt(
entry.get(self.label_hash_ids, []), input_length, tokenizer
)
# 3R WAKRFERAA tokenizer.decode()

prompt_len = len(prompt_ids)

samples.append(



SampleRequest(
prompt=prompt_ids,
prompt_len=prompt_len,
expected_output_len=new_output_len,
lora_request=None,
multi_modal_data=None,
request_id=request_id_prefix + str(ind),
timestamp=timestamp,

)
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if args.dataset_name == "timed_trace":
if args.backend not in ("vlim", "openai"):
raise ValueError(
"timed_trace dataset passes pre-tokenized prompts (list[int])"
" and requires a completions backend (‘vlim' or 'openai')."
)
# timed_trace carries per-request timestamps;
# ignore EOS so generation runs to the trace's specified output length,
# and default to using those timestamps for scheduling unless the user
# opted out.
args.ignore_eos = True
if args.self_timed is None:
args.self_timed = True
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