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« vlim/lora/punica_wrapper/punica_xpu.py (3= LoRA; 2% source; 2 core-logic;
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# vllm/lora/punica_wrapper/punica_xpu.py ( X#HEX )

def _apply_expand(
self,
y: torch.Tensor,
x: torch.Tensor,
w_t_all: torch.Tensor,
y_offset: int,
y_slice_size: int,
add_inputs: bool,

token_lora_indices = self._get_token_lora_indices(x)
# 7 TP all-gather /&, x.size(1) TREE T max_lora_rank * tp_size,
# M lora_b {XfE A max_lora_rank 7o &, XPU C++ AZEX
# inputs.size(1) == lora_b.size(-1), FEARTFHF3E N AELEKE,
rank = w_t_all.size(-1)
if x.size(1) != rank:
x = x[:, :rank].contiguous()
bgmv_expand_slice(
x, w_t_all, y, token_lora_indices, y_offset, y_slice_size, add_inputs

)

def add_lora_linear(self, ...):



# FOHT = 2R SMIRIEN buffer, 3R] B AR SR ZE LURD FF 44
assert buffer is None, (
"To minimize overhead, the buffer should be created by "
".add_lora_linear() instead of being passed in."
)
r = lora_b_stacked[0].size(-1)
buffer = torch.zeros(
(len(output_slices), x.size(0), r),
dtype=x.dtype,
device=x.device,
)
# M kwargs F 3 H add_inputs, REEREA True
add_inputs = kwargs.pop("add_inputs", True)
self.add_shrink(buffer, x, lora_a_stacked, scale)
self.add_expand(
y, buffer, lora_b_stacked, output_slices,
add_inputs=add_inputs, **kwargs,

)
viim/lora/ops/xpu_ops/lora_ops.py

BIRE bgmv EFMEERAA XPU C++ kernel B3 iY PyTorch B E X EF1M, X
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# vllm/lora/ops/xpu_ops/lora_ops.py ( XEFE )

#3AMBE EXEF, 1F torch.compile / cudagraph REFEiRE

# mutates_args $8BRIZE-F LMK output_tensor, fa

# fake_impl ATEFERME, E#ERE None BRAL SZFR kernel,

direct_register_custom_op(
op_name="xpu_bgmv_shrink",
op_func=_bgmv_shrink_impl,
mutates_args=["output_tensor"],
fake_impl=_bgmv_shrink_fake,

)

direct_register_custom_op(
op_name="xpu_bgmv_expand",
op_func=_bgmv_expand_impl,
mutates_args=["output_tensor"],
fake_impl=_bgmv_expand_fake,

)

direct_register_custom_op(
op_name="xpu_bgmv_expand_slice",
op_func=_bgmv_expand_slice_impl,
mutates_args=["output_tensor"],
fake_impl=_bgmv_expand_slice_fake,

# EE API 33 torch.ops.viim.xpu_bgmv_* 8/, RIFFEOHE
def bgmv_shrink(inputs, lora_a_weights, output_tensor, lora_indices_tensor, scaling=1.0):



torch.ops.vlim.xpu_bgmv_shrink(

inputs, lora_a_weights, output_tensor, lora_indices_tensor, scaling

)

def bgmv_expand(inputs, lora_b_weights, output_tensor, lora_indices_tensor, add_inputs=True):
torch.ops.vlim.xpu_bgmv_expand(

inputs, lora_b_weights, output_tensor, lora_indices_tensor, add_inputs

)

def bgmv_expand_slice(...):
torch.ops.vlim.xpu_bgmv_expand_slice(...)
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