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# vlim/config/vlim.py - DBO all2all GinE & &
if self.parallel_config.use_ubatching:
a2a_backend = self.parallel_config.all2all_backend
# RS R Y deepep_low_latency #u deepep_high_throughput
# IAEFIG nixl_ep, EAECHERIFRF prepare/finalize
assert a2a_backend in [
"deepep_low_latency",
"deepep_high_throughput",



"nixl_ep", # FL

1. (
"Microbatching currently only supports the deepep_low_latency, "
"deepep_high_throughput, and nixl_ep all2all backends. "
f"{a2a_backend} is not supported. To fix use "
"—-all2all-backend=deepep_low_latency, "
"—-all2all-backend=deepep_high_throughput, or "
"—-all2all-backend=nixl_ep and install the matching kernels."

)

vlim/config/compilation.py
CUDA Graph &M TEH, #EFAP WA decode MM nixl_ep
# vllm/config/compilation.py - CUDA Graph &M izR
if (
all2all_backend == "deepep_high_throughput"

and data_parallel_size > 1
and self.cudagraph_mode != CUDAGraphMode . NONE

logger.info(
"DeepEP: Disabling CUDA Graphs since DeepEP high-throughput kernels "
"are optimized for prefill and are incompatible with CUDA Graphs. "
"In order to use CUDA Graphs for decode-optimized workloads, "
"use --all2all-backend with another option, such as "
"deepep_low_latency, nixl_ep, or allgather_reducescatter." # nixl_ep g

)
self.cudagraph_mode = CUDAGraphMode . NONE
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