PR #45200 &R LE

vlim-project/vlim
[Models] Fix MiMo v2.x QKV TP sharding + FP4 support
&FntE: 2026-06-15 15:13

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/45200

PATHRE

. —A)iE: BE MiMo v2.x TE TP#8 B89 QKV oK & FP4 X ¥#F
- EME: b PR ESER, REWT:
1. A RERRIT: _shard_fp8_gkv_proj AR fp8 SRRES KV LARRMAR, XA
REWN - ZH - BEMNET R, E—AEWK trade-off =~fl,
2. ELEEEY B & Fp8Config Hi@it store_dtype 4R E Mxfp4MoEMethod, BRT
WTERA ENAER EUEIMEAZFFREEN checkpoint,
3. EA R EERET ZNMEEMEEN LR, EEFSE,

Th RES EAL

LE] MiMo v2.5 Pro £ TP # 8 Br& ™ A3uskiit, EARE QKV HYHREL K BEEN
rank B3F—AN KV head, HIEIFRES Q/K/NV REHS, FBE, FP4 R (40
MiMo-V2.5-Pro-FP4-DFlash) B MoE EXRMREFER T MXFP4 =, {8 Fp8Config iR 3|
store_dtype FB, M ER T Fp8MoEMethod, S$3#IE1E, PR B & R AR RXFE AN
B, {E MiMo v2.x AFERELRRE TP fuE LELE T HIREIEFIETE,

SO AR

LI AR :

1. 88 QKV 9K (mimo_v2.py) - ¥ shard fp8 _gkv proj &%k, &IEERE QKV ARE
B TP 2 K. - % kv_heads_per rank == 1 (BF TP == num_kv_heads) B, E#:(#H
chunk oK, FEHEMNL, RIFEREE. - Y kv _heads per rank > 1 B, &¥YE] rank
ATH KV AREME float32, #& [FrA Q| A K| FTA V] IiFEH, HER
scaled_quantize EFEMNA fp8, EFEMNEXEN, EANR 128 THRREE K/V B R
EXE, TRFIEER, - 8K load_weights F8y _try_load_fp8_gkv_proj #ByA %, &
MEREREAMRERERA LRREHITAF

2. X3 MXFP4 MoE (fp8.py) - 7 Fp8Config. _init__ B store dtype 5%k, AT
X checkpoint P EMELE M store_dtype FE., - #E Fp8Config.from_config FMELE F
B ER store_dtype., - £ Fp8Config.get_quant_method ¥, *F RoutedExperts BB
store_dtype == 'mxfp4' B, RE Mxfp4MoEMethod M3iE Fp8MoEMethod,

It PR RESEEMNAXM, EFEEERRFEAT FaMNRIREEREITTNER, EALE
I}Ho



R

« vlim/model_executor/models/mimo_v2.py (1&3k #ARE: 35| source; HEA
data-contract: &5 _shard_fp8_gkv_proj, _try_load_fp8_gkv_proj) : &M E X
¥ shard_fp8_gkv_proj o _try load_fp8_gkv_proj REEFE QKV RREE TP #8 Bt
HIEFDF .

« vlim/model_executor/layers/quantization/fp8.py (13t E1t; 25| source; E&
data-contract) : ¥ B Fp8Config WU X3 MXFP4 BB, #1F FP4 checkpoint B
MoE B IEREIE/ %,

*PEF5: _shard_fp8_gkv_proj, _try load_fp8_gkv_proj, Fp8Config.init,
Fp8Config.from_config, Fp8Config.get_quant_method

KR F B]

vliim/model_executor/models/mimo_v2.py

BEE St #3E _shard_fp8_qgkv_proj #2 _try_load_fp8_gkv_proj kAtFE & QKV RE
E TP #8 WHHEHALH,

def _shard_fp8_gkv_proj(
w_full: torch.Tensor,
s_full: torch.Tensor,
num_heads: int,
num_kv_heads: int,
head_dim: int,
v_head_dim: int,
tp_rank: int,
tp_size: int,
block: int = 128,
) -> tuple[torch.Tensor, torch.Tensor]:
"""Shard the fp8 gkv_proj weights for ~“tp_rank™".

Checkpoint stores fused QKV as ~"num_kv_heads™ " contiguous groups
(one per KV head), each ordered " [Q | K | V]™".

Each TP rank owns ~“g = num_kv_heads / tp_size " of these groups,
and the forward expects them de-interleaved into a single Q, K, and V
block (""[all Q | all K | all V]™7).

When ~“g == 17" a plain chunk suffices (bit-exact, no re-quantization).
When ““g > 177 we cannot re-permute fp8 block scales because each scale
covers 128 rows and K (192 rows) straddles the K/V boundary. Instead we
dequantize the rank's groups to float32, reorder rows into the expected
layout, and re-quantize to fp8&.

assert tp_size <= num_kv_heads and num_kv_heads % tp_size == 0

kv_heads_per_rank = num_kv_heads // tp_size
if kv_heads_per_rank == 1:
# Bit-exact path: preserve original scales



w = w_full.chunk(tp_size, dim=0)[tp_rank]
s = s_full.chunk(tp_size, dim=0)[tp_rank]
return w, s

g_rows_per_group = (hum_heads // num_kv_heads) * head_dim
k_rows_per_group = head_dim

v_rows_per_group = v_head_dim

rows_per_group = g_rows_per_group + k_rows_per_group + vV_rows_per_group
scale_rows_per_group = s_full.shape[0] // num_kv_heads

as, ks, vs =[], 1I, [I
for g_idx in range(tp_rank * kv_heads_per_rank,
(tp_rank + 1) * kv_heads_per_rank):

row_start = g_idx * rows_per_group
scale_row_start = g_idx * scale_rows_per_group
# Dequantize this group's weights to fp32 for reordering
w_g = w_full[row_start:row_start + rows_per_group].to(torch.float32)
s_g = s_full[scale_row_start:scale_row_start + scale_rows_per_group]
# Extract Q, K, V slices from the dequantized group
gs.append(w_g[:q_rows_per_group])
ks.append(w_glg_rows_per_group:g_rows_per_group + k_rows_per_group])
vs.append(w_g[g_rows_per_group + k_rows_per_group:])

# Concatenate to form [all Q | all K | all V] and re-quantize
w_float = torch.cat(gs + ks + vs, dim=0)

# Use scaled_quantize to produce fp8 weights and block scales
w, s = scaled_quantize(w_float, block_size=block)

return w, s
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