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« —4)1E: FH nvfpd_doverb KV cache dtype, #HEEIREMME scale ‘RAEBNKEE

- BESME: EEEIE, ESAERWE: —& csrc/libtorch_stable/nvfp4 kv _cache _kernels.cu
iR £ 5| B scale ARSI, GRAEM e2m1 @ ANME IR Z194E, B SSE A EN#F
), XE¥ TEHFEE] BN TE kernel RITENARMNMREBETME;, — 2 review
ML algo BLEURSKA dtype BUIRITHRE, X vLM XEXERETELZHNMERAELER
X, ZHRFAE Blackwell B NVFP4 KV cache BXTREE UK, TiBN nvfp4_4doverbd
EBE AR THREE - TR,

THHES BAL

PR body BAF#FEH : "For each 16-element NVFP4 group, nvfp4_4overé evaluates scales
derived from max / 6 and max / 4, then stores the candidate with lower reconstruction
error." EEIZAERKE NVFP4 ¥3BGEMEAIRIR T, B3 store MMERHY scale mEFERMENIR
%, RBREARFARERA. mERTENETR AIME25 N 64.12% AR 64.71%, LCB
pass@1 M 52.42% #F 3| 53.74%, AEA KV cache BIREE - BEARBTIREE T $1387,

LI AR
R PR B9S2 4% 5 iR

1. SEMET dtype BIEBRES T E%E: viim/config/cache.py B9 KV_CACHE_DTYPE 3&in
nvfp4 4overb 347 docstring; viim/utils/torch_utils.py B
STR_DTYPE_TO_TORCH_DTYPE Be&t®| torch.uint8, ¥ is_quantized_kv_cache 5§
create_kv_caches_with_random_flash # == "nvfp4" &% A startswith("nvfp4");
vlim/v1/kv_cache_interface.py By get_kv_quant_mode EI#£B&KA startswith, {E#FHTIRE
AN KVQuantMode.NVFP4; viim/config/vliim.py B9
validate_nvfp4_kv_cache_with_mla RFR5E, RIE MLA =R IELIFIER 3T dtype.

2. FlashInfer backend #A: viim/v1/attention/backends/flashinfer.py &
FlashInferBackend.supported_kv_cache_dtypes &40 nvfp4 4over6;
get_kv_cache_shape. get_dtype for_flashinfer. supports_kv_cache_dtype.
get_qg_data_type 2ERMARZEHIKT KA startswith("nvfp4"). XEERITE FlashInferImpl
N cache dtype (RPBLE) 5 kv _cache dtype ({4 Flashlnfer ByEEER) AR
. APAE nvfp4 _4doverb BY, kv cache dtype &—V3—4LA "nvfps", BEA scale search
RBM store kernel, EZERERIZNIRIRE NVFP4 #EENT; do_kv_cache update Mk A



self.cache_dtype ¥ ZE Mz BELE B HE N,

3. CUDA kernel 523}, scale search: csrc/libtorch_stable/nvfp4 kv _cache_kernels.cu #t
# NVFP4KVScaleSearch #% (DEFAULT / FOUR_OVER_SIX) fEX
reshape_and_cache_nvfp4_kernel BEARSEK; #3E round to nearest e2m1 (FEHL
e2ml & NBB4SZH) . nvfpd _candidate scale (B vecMax / denominator it E &%
FP8 scale BREMZEIK) . nvfp4d reconstruction_error (FEA - REAMATRZ KFH fo,
B lane Y344) . cvt_warp fplé_to fpd 4doverb (37| ERAMERIEIFREENE) ,
host fl reshape_and_cache_nvfp4 dispatch 3#4m kv _cache dtype 5%k, #®FFEH X
S FRAMEMRMRA: csrc/libtorch_stable/cache _kernels.cu B4
reshape_and_cache_flash NOY¥& nvfp4 4doveré ¥ %3 NVFP4 k1R,

4. MERBLE: tests/utils_/test _torch_utils.py #3E test nvfp4 4overb_cache dtype, Z&iFE
CacheConfig(cache_dtype="nvfp4 4over6") 8 dtype BRET. EHIZES KV EMHER;
tests/kernels/attention/test_cache.py #3¥¢ test_nvfp4_4overb_selects_lower_error_sc
ale, #¥3& [6.0, 4.5 * 15] IBIRAT, BT dover6 REAM MSE T TBRIABRAR;
tests/kernels/attention/test_attention_selector.py *hZ& ¥ dtype BB Z.,

5. A% (EE)  RVMMNERIMUKELZE VLLM_NVFP4_KV_QUANT_ALGO fnfksz
kv_cache_quant_algo 280K EZBES, 2 reviewer TR BARITE AHTH
kv_cache_dtype, #BRIIE—FEIH/THNERER, RAIERA "Expose NVFP4 4-over-6 as
a cache dtype",

R

« csrc/libtorch_stable/nvfp4_kv_cache_kernels.cu (1R ELRAZ; 2B other; H£A
core-logic; &5 NVFP4KVScaleSearch, round_to_nearest_e2m1,
nvfp4_candidate_scale, nvfp4_reconstruction_error) : A =WSZEL S #3E
NVFP4KVScaleSearch #Ak 5%k, round_to_nearest_e2m1 RH4& A,
nvfp4_candidate_scale. nvfp4_reconstruction_error. cvt_warp_fpl16_to_fp4 _4overb
LTI, host MIZ kv_cache dtype 2 X LR E kernel,

« vlim/v1/attention/backends/flashinfer.py (13t ST & A1/E3%; 5| source; ER
core-logic; 5 FlashInferBackend.supported_kv_cache_dtypes,
FlashInferBackend.get_kv_cache_shape, FlashInferBackend.get_dtype_for_flashinfer,
FlashInferBackend.supports_kv_cache_dtype) : FlashInfer backend EE&42: JEMft
nvfp4_4doverb ¥, HERFEEMN cache dtype 514 Flashlnfer B fE dtype 28
, —)3—1LA nvips UEE FILERERZ,

« vlim/config/cache.py (183 ZHFEE; 23| source; ER core-logic; K5
KV_CACHE_DTYPE) : KV cache dtype & X8Rk & KV_CACHE_DTYPE Literal ##7
nvfp4_4overb FANTEIR WA, EATABEEREA A EKBAD,

« vlim/utils/torch_utils.py (3 KR T H: 5| source; £ core-logic; F&
STR_DTYPE_TO_TORCH_DTYPE, is_quantized_kv_cache,
create_kv_caches_with_random_flash) : dtype BRETS BRI ZH AL T B :
STR_DTYPE_TO_TORCH_DTYPE ¥ nvfp4_4over6 BRETA uint8,
is_quantized_kv_cache #u create_kv_caches_with_random_flash # startswith X5 &

EFTA NVFP4 ZA{KER —B&1Z,



tests/kernels/attention/test_cache.py (#£3k WAMR,; KB test; HER test-coverage;
&5 test_nvfp4_4doverb_selects_lower_error_scale, quantize_and_dequantize) : &
TR ¥y (6.0, 4.5%15] BIRIRL RIS 4overbd BEZEIRIR Z B/ scale, EIEIE
BH kernel #MHZEA K.

vlim/model_executor/layers/attention/attention.py (3R STFEAHE; 5| source; R
data-contract: &5 Attention.init, Attention.forward) : ¥ 3BRAEE: query ELH]
15 forward F ) kv_cache_dtype Wi MBS HIRIAL LA startswith, Bk
nvfp4_4over6 fikk FP8 query E1t,

csrc/libtorch_stable/cache_kernels.cu (#3k WA AT ; 258 other; R core-logic;
5 reshape_and_cache_flash) : ANO#¥ % : reshape_and_cache_flash ¥
nvfp4_4overé IREIA NVFP4 B&12, H4B kv_cache_dtype 1% nvfp4_dispatch FATi%E#F
kernel MR,
viim/config/vliim.py (13 EEEARL; 25| source; EH core-logic; &5
validate_nvfp4_kv_cache_with_mla) : BEERE: validate_nvfp4_kv_cache_with_mla &
BN startswith, 1RiE MLA 8! (0 DeepSeek) & R{E NVFP4 T(RERESW EFAIEL,
viim/v1/kv_cache_interface.py (3 Z&F8E 0 ; 5| source; EH core-logic; &5
get_kv_quant_mode) : KV BE/ERMMNT: get_kv_quant_mode X3 A startswith, &
nvfp4_4doveré IEFTEE| KVQuantMode NVFP4, E4FiA ET KVQuantMode B9 %
B &1 £ 3%
tests/utils_/test_torch_utils.py (3R BEEMIR; K5 test; KR test-coverage; 5
test_nvfp4_4over6_cache_dtype) : EEEEMIRA: I CacheConfig REHES
nvfp4_4doverb, FEIEFABRET torch.uint8. HIZANE KV cache. A
KVQuantMode.NVFP4,

. tests/kernels/attention/test_attention_selector.py ({3 ZEIFEMR; P test; KR
test-coverage) : AN dtype EIERBAEIRLEFEFPHNEZ, Biik nvfpd_4doverb FEHEF
MR R o

KBS cvt_warp_fpl16_to _fp4 4doverb, nvfpd_reconstruction_error,

nvfp4_candidate_scale, round_to_nearest_e?2m1, reshape_and_cache_nvfp4_kernel,
reshape_and_cache_nvfp4_dispatch, reshape_and_cache_flash, get_kv_qguant_mode,
is_quantized_kv_cache, validate_nvfp4 kv_cache_with_mla,
FlashInferBackend.supports_kv_cache_dtype, FlashInferImpl.do_kv_cache_update,
test_nvfp4_4overb_selects_lower_error_scale, test_nvfp4_4overé6_cache_dtype

KR Fr B]

csrc/libtorch_stable/nvfp4_kv_cache_kernels.cu

RSSEILX M #3E NVFP4KVScaleSearch #ARE#k. round_to_nearest_e2m1 R{AF&E A,
nvfp4_candidate_scale. nvfp4_reconstruction_error. cvt_warp_fp16_to fp4_4overb &
XPERE, host MIIZ kv_cache_dtype 2 X LZHIMLFRE kernel,

// 3 16 Jt&E NVFP4 HARUT 4-over-6 scale search:
/] FATIHE max/6 § max/4 FAAMERE scale, B RIMEERN
/] B - REMWERE, BFFHIRER/NNERERSKE ANET.



template <class Type, int CVT_FP4_NUM_THREADS_PER_SF»>
__device___ forceinline__ fp4_packed_t cvt_warp_fp16_to_fp4_4over6(
PackedVec<Type, CVT_FP4 _PACK16>& vec, float SFScaleVal, uint8_t* SFout) {
/] &—3%: RKBAANLIMERAE, X lane BBET A shuffle 134
auto localMax = __habs2(vec.elts[0]);
#pragma unroll
for (inti=1;i< CVT_FP4_ELTS_PER_THREAD / 2; i++) {
localMax = __hmax2(localMax, __habs2(vec.eltsli]));
}
if constexpr (CVT_FP4_NUM_THREADS_PER_SF == 2) {
localMax = __hmax2(__shfl_xor_sync(0Oxffffffffu, localMax, 1), localMax);
}

const float vecMax = float(__hmax(localMax.x, localMax.y));

/] =35 B max/6 § max/4 EFFAMELEL FP8 scale

uint8_t sf6, sf4;

float outputScaleb, outputScale4;

nvfp4_candidate_scale(SFScaleVal, vecMax, 6.0f, &sf6, &outputScalebd);
nvfp4d_candidate_scale(SFScaleVal, vecMax, 4.0f, &sf4, &outputScaled);

/I =% REEIRE REFHi) PEE MR,
/] SFout AZEBkE scale B (JE lane0 &i2)
const float err6 =
nvfp4_reconstruction_error<Type, CVT_FP4_NUM_THREADS_PER_SF>(
vec, outputScaleb);
const float err4 =
nvfp4_reconstruction_error<Type, CVT_FP4_NUM_THREADS_PER_SF>(
vec, outputScale4);
const bool use4 = err4 < erré;
const float outputScale = use4 ? outputScale4 : outputScaleb;
if (SFout) *SFout = use4 ? sf4 : sf6;

/] BV FHE scale BRERENITE (5ERIABEZEA pack_fpd)
float2 fp2Vals[CVT_FP4_ELTS_PER_THREAD / 2];
#pragma unroll
for (inti=0;i< CVT_FP4_ELTS_PER_THREAD / 2; i++) {
fp2Vals[i] = cast_to_float2(vec.eltsli]);
fp2Vals[i] .x *= outputScale;
fp2Valsl[i].y *= outputScale;
}
return pack_fp4(fp2Vals);
}

[ BEERETHE: NEMERMREMNESRBERKREFH 0,
/I AFEZAMES scale ZEMIFEMR, & 4-over-6 BIZGHIE,
template <class Type, int CVT_FP4_NUM_THREADS_PER_SF»>
__device___ forceinline__ float nvfp4_reconstruction_error(
PackedVec<Type, CVT_FP4_PACK16>& vec, float outputScale) {
float error = 0.0f;



const float dequantScale =
outputScale != 0.0f ? reciprocal_approximate_ftz(outputScale) : 0.0f;
#pragma unroll
for (inti=0;i < CVT_FP4_ELTS_PER_THREAD / 2; i++) {
float2 vals = cast_to_float2(vec.eltsl[i]);
if (outputScale == 0.0f) {
/] scale A 0 REA)FE, R EBRIGETFH
error += vals.x * vals.x + vals.y * vals.y;
} else {
/I B8 e2m1 £ ANEMEN, BRENKZE
float gx = round_to_nearest_e2m1(vals.x * outputScale);
float gy = round_to_nearest_e2m1(vals.y * outputScale);
float dx = gx * dequantScale - vals.x;
float dy = qy * dequantScale - vals.y;
error += dx * dx + dy * dy;
}
}
I/ XX lane F£E—A 16 TELHER, B lane 13HFixE
if constexpr (CVT_FP4_NUM_THREADS_PER_SF == 2) {
error += __shfl_xor_sync(Oxffffffffu, error, 1);
}

return error;

}

vlim/v1/attention/backends/flashinfer.py

FlashInfer backend EB&42: EM nvfpd _4doverbd Z#F, KA FBEEMN cache dtype 51&
%5 Flashinfer 8974 dtype 28, %&—V3—1LA nvipd DUEE FRILEREEIZ,

# FlashInferImpl ¥%& 4L+ B9 X8RIt
# AP EEN cache_dtype 5164 Flashinfer B9 fE dtype B4,
# nvfp4_doverb R E store MMEEHY scale 3IFHREL,
# Flashinfer #EREEZIEATE nvipd FRENT, TEIILKRIRZ,
if self.kv_cache_spec.kv_quant_mode != KVQuantMode.NONE:
self.cache_dtype = self.cache_config.cache_dtype
# & kv_cache_spec.dtype Z#f# dtype, 5 op dtype TTRER[E
# (uint8 vs fp8_e4m3) , FAAXEH cache_config &
self.is_kvcache_nvfp4 = self.cache_dtype.startswith("nvfp4")
if self.is_kvcache_nvfp4:
if (force_use_trtlim_attention() is False
or not supports_trtlim_attention(is_prefill=True)
or not supports_trtlim_attention(is_prefill=False)):
raise ValueError(
f'--kv-cache-dtype {self.cache_dtype} requires the "
"SM100 trtlim-gen FlashInfer path."
)
# scale search RE"a store kernel, EZERZE—#% nvfps
self.kv_cache_dtype = "nvfp4"
else:
self.kv_cache_dtype = FlashInferBackend.get_dtype_for_flashinfer(



self.cache_dtype

else:
self.cache_dtype = "auto"
self.is_kvcache_nvfp4 = False
assert self.kv_cache_spec.dtype == self.model_config.dtype
self.kv_cache_dtype = self.kv_cache_spec.dtype

tests/kernels/attention/test_cache.py

BT AR : A3 [6.0, 4.5%15] BUMRIRDFRIGIE 4overb BEEFFIR Z B /INW scale, HEIE
BH kernel #F#AZBEA XK.

@torch.inference_model()
def test_nvfp4 _4doverb_selects_lower_error_scale(
kv_cache_factory_flashinfer,
) -> None:
# (R Blackwell £354T NVFP4 i
if not current_platform.has_device_capability(100):
pytest.skip("NVFP4 requires compute capability >= 10.0 (Blackwell).")

device = CUDA_DEVICESIO0]
block_size, head_size = 16, 64
# MERIRS . —A 6.0 ik 15 4 4.5,
# BRIA max/6 = 1.0 &8 4.5 £IEMR 1.0, EHIREK;
# 4-over-6 FEBTEE max/4 = 1.5, BEEIFEE 4.5 UM,
source = torch.tensor(

[6.0] + [4.5] * 15,

dtype=torch.bfloat16,

device=device,
).repeat(1, 1, head_size // 16)
slot_mapping = torch.zeros(1, dtype=torch.long, device=device)
scale = torch.ones(1, dtype=torch.float32, device=device)

def quantize_and_dequantize(cache_dtype: str) -> torch.Tensor:
# F flashinfer T &% 7%, £HE reshape_and_cache_flash 42
key_caches, value_caches = kv_cache_factory_flashinfer(
1, block_size, 1, 1, head_size, cache_dtype,
source.dtype, device=device, cache_layout="NHD",
)
key _cache, value_cache = key_caches[0], value_caches|[0]
key _cache.zero ()
value_cache.zero_()
ops.reshape_and_cache_flash(
source, source, key_cache, value_cache,
slot_mapping, cache_dtype, scale, scale,
)
# #F 4 data 5 block_scales EREM, B EZRE
from tests.kernels.quantization.nvfp4_utils import (
dequant_nvfp4_kv_cache,



)

data, block_scales = nvfp4_split_data_scale(key_cache)
return dequant_nvfp4_kv_cache(

data.permute(0, 2, 1, 3),

block_scales.permute(0, 2, 1, 3),

scale.item(), head_size, block_size,
)[0, 0, 0]

default = quantize_and_dequantize("nvfp4")
four_over_six = quantize_and_dequantize("nvfp4_4over6")
source_f32 = source[0, 0].float()

# AZOWIE : 4-over-6 NEE MSE R T ERIA max/6 B2
default_mse = (default - source_f32).square().mean()
four_over_six_mse = (four_over_six - source_f32).square().mean()
assert four_over_six_mse < default_mse

AT K
BB ES (AT K] R [5F diypel] WHRMERIT, FHRLHEFEHR:

« mgoin &4 APPROVE HEAFEE K "I think we should fold this in as a new
kv_cache_dtype rather than as a separate 'algo' config", H &% —%iF 45 H PR #&
REFARER—IK (LFRA —kv-cache-dtype nvfp4_4doverd) , BEREH#R,

« pavanimajety B BAKREN: "We should uniformly use kv-cache-quant-algo or
kv-cache-dtype. IMO it makes sense to call it algo, because the NVFP4
representation is not changing.", #:% kv_cache_dtype TEABE X EXSERA P E
=)

™o

c fEEET TR kernel B BIE "NVFP4 representation dtype" 5 "scale-search

algorithm" 2B AR NS%k, WER kv_cache_dtype %3 nvfp4, (X

kv_cache_quant_algo 4% ; &A% mgoin ENA—UKEKA dtype HE, FETEH W

EFo

pavanimajety R E R HEIEE FAN T docstring SRIFARE 8, (FEESLEERIFHRET

ERA max/b6. 4-over-6 #FRFn K-only ZARBILHA,

Y37 algo BLE vs 31& A kv_cache_dtype (design): Im4A XA mgoin B E: EFIFEEL

E5 algo B3k, BAUKSIHFTH kv_cache_dtype = "nvfp4_4doveré", 3 "Expose

NVFP4 4-over-6 as a cache dtype" &,

algo 5 dtype 4% BEMIEM (design): mgoin B dtype H#EUB SR EFZML, XRE

%Z— A nvipd, BIRZESWH dtype & nvfpd_doverb A#; PR RARRBEF A

--kv-cache-dtype nvfp4_4overé,

IRERE R XA (documentation): MEEEREEIRRANE T docstring, TEAZRIA

max/6 B&12. 4-over-6 R (max/b6 5§ max/4 B#RFH ERIREFM) K K-only 1K,

« kernel X L E BB X k7] (question): fEE R ES NVFP4 &R dtype 5§ scale-search
EENB ARSI SEK, kernel 2 kv_cache_quant_algo &%, kv_cache_dtype 1&#
nvfp4; ZFEREITE S04 dtype 7 ZEB R,



« PR #3833 87 (documentation): /EEREREH PR fhk, mALREE—NH
--kv-cache-dtype nvfp4_4overé,

&5 2 H
« RFe:

1. FER&|: nvfpd_4doverb {XFE Blackwell (SM100 %L E) # FlashInfer trtlim-gen
#4129 A, supports_kv_cache_dtype F EAEAITHE, 1B3E NVIDIA F&5 SMI0 B
RBEEES, FTHIARFMRERE R 2% F,

2. MaEEER: BN 16 TELAETETIMTE —AIEE scale FEERE (&
__shfl_xor_sync Y34) , store kernel FFf§ EF, PR R4 E2E HEHATHE 5% (LCB
& 20.1k vs 21.0k tok/s) , K prefill R ERAE, EXRFTELAEZT CUDA
graph #IRIT N

3. FRBMEKE: S == "nvfpd" BA startswith("nvfp4"), o
is_quantized_kv_cache. get _kv_quant_mode. validate_nvfp4_kv_cache_with_mla,
EREXHIN nvfpd_* RIBHEMIEENEXZTESHRARER,; YR(ZiE, ERTEER
AP

4. V\A—IETIK: FlashIinferImpl 3B&|3E kv_cache_dtype BE R "nvfpd", (EfAKREIZ
FERXATIRN T IHZEEA S %K, BRIMX do_kv_cache_update £ cache_dtype £
BTIK, EEGEELEMEINERRTER,

5. MRBEEARM: MSE BIEREE [6.0, 4.5%15] £—M, KREEZMINAOMA T 4overo
A TRRIABZRAMER (Fig HEBEE max/b6 BERIRE/NE, RRL%, 1B kernel &
NEBNAFRALEIE) o - ®M: AP g Tika1T52K —kv-cache-dtype
nvfp4_dover6, EXREMEHFEA. FREZEMRNRIRTHREL 0.6~1.3 NELA
KRR (AIME25/ LCB) , RINEBEHEZZ T 5%: Bk nvfpd THRLFE,
BT HRRARK opt-in B8, AZM: {XF"™ NVIDIA Blackwell (SM100 &%) +
FlashInfer trtlim-gen B&42, ¥ X store kernel By %5 FlashInfer backend 89
dtype J3—1biZ 58, ZEREEIRE R, HIAM: A KV cache E10EMLT Tscale #EFXR
BE] X—#FR A | (store-time search) , LT B E L% scale (40 max/4.
K-only Z1K) ; PR By dtype/algo #% 2 #M 9K MohaeR M 7%t 50l - NEFRE
: {XFR Blackwell SM100 B&42 , store kernel ZHEIRZ) 5%, startswith IR ITEHL ST
, dtype I—EETRER , MR EBEEAR

KRR EE

« PR #49347 [Online quantization] Add online MXFP4 quantization support: [E/&
Blackwell E Mg EMRAHIZER (MXFP4 E&EM) , P& quantization BREEIMS
CUDA kernel 2JkE&42, 57K PR 8 dtype ¥ EBAERA T X,

« PR #49390 [Perf] Raise Blackwell CUDA graph capture default to 1024: [ A4
Blackwell (SM100) 1TAE%, NVFP4 KV cache {&#i trtlim-gen CUDA graph B&4%,
HWRERTMHESRE nvfpd_4doverb HI3RE| 3R BER I,

« PR #51417 [CI] Fix Batch Invariance (B200): B200 CI 3f35%E 8, 54 PR K#HH
Blackwell MIRFFFARR, A NVFP4 R XT B200 FRFAGFEE MEIRB



