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RIE PR #&3R: "In order to improve performance especially in CPU bound cases when
MTP is enabled UNIFORM_BATCH CG mode needs to be enabled in
rocm_aiter_mla_sparse.py. It has not been enabled mostly due to testing reasons and
lack of focus for MTP."
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ROCMAIiterMLASparseMetadataBuilder(AttentionMetadataBuilder[ROCMAiterMLASparseMetadat
al):
# B UNIFORM_BATCH CUDA Graph =, X3#F¥% token #4438, #F CPU LR IERE
_cudagraph_support: ClassVar[AttentionCGSupport] = AttentionCGSupport. UNIFORM_
BATCH

def _init_ (
self,
kv_cache_spec: AttentionSpec,
layer_names: list[str],
vlim_config: VlimConfig,
device: torch.device,

self.kv_cache_spec = kv_cache_spec

self.model_config = vlim_config.model_config

self.model_dtype = vlim_config.model_config.dtype

parallel_config = vlim_config.parallel_config

self.device = device

max_num_batched_tokens = vlim_config.scheduler_config.max_num_batched_tokens

# {%7% vlim_config X461k batch EHBME, *FF CUDA EIITA
self.vlim_config = vlim_config
self._init_reorder_batch_threshold(1, supports_spec_as_decode=True)

self.num_heads = self.model_config.get_num_attention_heads(parallel_config)
self.mla_dims = get_mla_dims(self.model_config)

self.topk_tokens = vlim_config.model_config.hf_config.index_topk
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BT BEIERE T1E, {EEETBFIAMIIRE| 'This PR has been confirmed to be
working again now that #47766 has landed.'



