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_dsv4_kv_cache_dtype,

def _dsv4 _kv_cache_dtype(
use_fp&8_ds_mla_layout: bool,
kv_cache_dtype: str,
cache_config: CacheConfig | None,
) -> tuple[str, torch.dtypel:
""Map " (layout, —-kv-cache-dtype) " to "~ (cache_dtype_str, torch_dtype) .

Both layouts are paged; they differ in the per-token block format. The
“fp8_ds_mla™" format is UEBMO block-scaled fp8 packed as ~“uint8 " (the
canonical ~fp8_ds_mla™" string is written back onto ~“cache_config ™ so the
page-size specs pick the 576B per-token slot). Plain-row backends store each
token's KV row in its element dtype: bf16 or per-tensor FP8 E4M3.
if use_fp8&_ds_mla_layout:
# fp8_ds_mla block format: UESMO block-scaled fp8 packed as uint8.
#BE . & "auto" BERNFEHA "fp8", FHALANFLMN startsWith("fp8") &,
if kv_cache_dtype == "auto":
kv_cache_dtype = "fp8"
# R KRB assert B A ELIFEY ValueError, RETHRIENTE S,
if not kv_cache_dtype.startswith("fp8"):
raise ValueError(
"DeepseekV4 fp8_ds_mla layout only supports fp8 "
f"kv-cache, got {kv_cache_dtype}. Please set "
"*—-kv-cache-dtype fp8~ or select a backend that supports "
"bfloat16 KV cache."
)
if kv_cache_dtype != "fp8_ds_mla":
if cache_config is not None:
cache_config.cache_dtype = "fp8_ds_mla"
kv_cache_dtype = "fp&_ds_mla"
logger.info_once("Using DeepSeek's fp& _ds_mla KV cache format.")
return kv_cache_dtype, torch.uint8

# Plain bf16 / per-tensor fp8 KV row (FlashlInfer).
if kv_cache_dtype.startswith("fp8"):



return kv_cache_dtype, torch.float8_e4m3fn
# auto / bfloat16 -> plain bf16 KV row.
return kv_cache_dtype, torch.bfloat16
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