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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/44977

HATHRE

« —A]3E: ROCm MLA FP8 H12Et& g/kv RMSNorm 5 per-token &1t

« WESME: BEVREILIZ PR, S5 RERNILE pass BIRIT. BRET T WRIERIF pass 18]
BIRKEAR B ——FIFH BEA pass BIASER NAEALEL B AR, fudEiAE RECE JRiGHE M,

o, XF availability guard BRE BT RAER X IF, W TFXKROHEERIELE, TUERE
&% PR L3RG ROCm FP8 MLA BR{ZEMEREIR A

THRES B

X MLA SEE 34T FP8 &1L, RocmAiterRMSNormQuantFusionPass &% g &Y
rms_norm—fp8 per-token quant 3724 rocm_aiter_rmsnorm_fused_dynamic_quant, &
%} g MABEZE RMSNorm, B3R MLADualRMSNormFusionPass BX#ERX RMSNorm =,
ILEL, X{EFF FP8 B2 T LAFEZ X RMSNorm & B REIKES . 1% PR 33 T B3 AP R AR
%t (q per-token quant + kv rms_norm) , ¥FHEBEEANENEESNZ, KE FP8 BIANEES
RE Ao

SLIVHFAR
% PR ST EAS R

1. % vlim/_aiter_ops.py FEMHFTE EXEF: R0
_fused_mla_dual_rms_norm_per_token_quant_impl (52Fri@A AITER 89
fused_gk_rmsnorm_per_token_quant R#%) . _fused_mla_dual_rms_norm_per_token_
quant_fake (fake SZILATF trace) LAKIAY direct_register_custom_op JEMA
torch.ops.vlim.fused_mla_dual_rms_norm_per_token_quant, [R B0
get_fused_mla_dual_rms_norm_per_token_quant_op HH %, ¥MEARLES
check_aiter_fused_gk_rmsnorm_per_token_quant TFTAMKRE, EHEZL commit £
AITER v0.1.16.post2 B &SR,

2. & vllm/compilation/passes/fusion/rocm_aiter_fusion.py $ g
MLADualRMSPerTokenQuantPattern 25: % %% & ViimPatternReplacement, & X
get_inputs 2 E R MLA FIREYEGKE, pattern BMHERER g Ml
rocm_aiter_rmsnorm_fused_dynamic_quant + kv fll viim_ir.rms_norm Y& £544,
replacement B A A FEMEY fused_mla_dual_rms_norm_per_token_quant op SZILER
&% H#. E MLADualRMSNormFusionPass 8 __init__ ¥, 4 AITER ##HZAZE, A
NE R epsilon 1B (1e-5. 1e-6) 3EMHZ pattern,



3. 1£ tests/compile/passes/test_fuse_mla_dual_rms_norm.py ® 0
MLADualRMSNormFp8PerTokenTestModel % test_fuse_mla_dual_rms_norm_fp8 _per_
token MR : AR FP8 B2 g norm+quant 2 kv norm, MNIRISIERL-E 64Tk & —
RERESRIEMHE 1e-2 RERN—EK

4. £ docs/design/fusions.md B E #1344, iEE FP8 attention TR &R, TE: 1%
BRE(X7E ROCm+AITER BARAER, BRIAEMMARE O1 KU LB /B. PR &RARS
RTINS HAMRE, K AITER BEERAZENZ,

R

« vlim/compilation/passes/fusion/rocm_aiter_fusion.py (13t Eh&tER: 25| source; 2
A core-logic; &5 MLADualRMSPerTokenQuantPattern, init, get_inputs, pattern) :
EX T #He9maE R, MLADuUalRMSPerTokenQuantPattern, 5231 FP8 B&42 T IR
RMSNorm+per-token ELEt& ILES &, & PR BT HBATE,

« vlim/_aiter_ops.py (3R AITER #0O; 2£%| source; EH core-logic; &5
_fused_mla_dual_rms_norm_per_token_quant_impl,
_fused_mla_dual_rms_norm_per_token_quant_fake,
get_fused_mla_dual_rms_norm_per_token_quant_op) : SEMEFTEY
fused_mla_dual_rms_norm_per_token_quant B Z X & ¥, BEZFREI. fake LI Ay
=g, EREHNNZIRAAD,

. tests/compile/passes/test_fuse_mla_dual_rms_norm.py (#3k Jlisk; K5 test; EH
test-coverage; 5 MLADualRMSNormFp8PerTokenTestModel, init, _dequant,
forward) : ##¥ MLADualRMSNormFp8PerTokenTestModel foxd RNk A F, IIERLE
fib R ORFRAOFAE—EME, HafR FP8 BBZREE& IEFAME,

« docs/design/fusions.md (#£3k X#%; K5 docs; ER documentation) : FH XA AL
¥ FP8 attention ZARMEEER, BFEIN. REBMEMERE N,

XS _fused_mla_dual_rms_norm_per_token_quant_impl,
_fused_mla_dual_rms_norm_per_token_quant_fake,
get_fused_mla_dual_rms_norm_per_token_quant_op,
MLADualRMSPerTokenQuantPattern.init, MLADualRMSPerTokenQuantPattern.get_input
s, MLADualRMSPerTokenQuantPattern.pattern,
MLADualRMSPerTokenQuantPattern.replacement

KPR R B
vlim/compilation/passes/fusion/rocm_aiter_fusion.py

EXT oS4 MLADualRMSPerTokenQuantPattern, 523, FP8 B2 T BIXX
RMSNorm+per-token EfLRt-& LA S B, £ PR MO EBEFIE,

class MLADualRMSPerTokenQuantPattern(
VlimPatternReplacement]
..., tuple[torch.Tensor, torch.Tensor, torch.Tensor, torch.Tensor]

]

# 5| AARDEMBISISEMN op FnAEREE ALK fused op



DYNAMIC_QUANT_OP = rocm_aiter_ops.get_rmsnorm_fused_dynamic_quant_op()
FUSED_OP = rocm_aiter_ops.get_fused_mla_dual_rms_norm_per_token_quant_op()

def __init__(self, epsilon: float) -> None:
self._epsilon = epsilon

def get_inputs(self) -> list[torch.Tensor]:
# #BA MLA JUeE RN : g_dim=256, kv_c_dim=128, k_pe_dim=64
g_dim, kv_c_dim, k_pe_dim = 256, 128, 64
return [
self.empty_bf16(5, g_dim + kv_c_dim + k_pe_dim), # projected
self.empty_bf16(g_dim), # g_weight
self.empty_bf16(kv_c_dim), # kv_weight

@property
def pattern(self) -> Callable]..., tuple[torch.Tensor, torch.Tensor, torch.Tensor, torch.Tensor]
IB

eps = self._epsilon

dynamic_quant_op = self. DYNAMIC_QUANT_OP

def pattern(projected, q_weight, kv_weight):
# ¥R gk BREE
g_dim = g_weight.shape[0]
kv_dim = projected.shapel[-1] - g_dim
kv_c_dim = kv_weight.shape[0]
k_pe_dim = kv_dim - kv_c_dim
g_c, kv_lora = projected.split([gq_dim, kv_dim], dim=-1)
kv_c, k_pe = kv_lora.split([kv_c_dim, k_pe_dim], dim=-1)
# g M: RMSNorm + FP8 per-token &1t
g_quant = dynamic_quant_op(x=qg_c, weight=g_weight,

epsilon=eps, quant_dtype=FP8_DTYPE)

# kv Ml: {X RMSNorm (bf16)
kv_normed = vlim.ir.ops.rms_norm(kv_c, kv_weight, eps)
return gq_quant[0], g_quant[1], kv_normed, k_pe

return _pattern

@property
def replacement(self) -> Callable]..., tuple[torch.Tensor, torch.Tensor, torch.Tensor, torch.
Tensor]]:

eps = self._epsilon

fused_op = self.FUSED_OP

def _replacement(projected, g_weight, kv_weight):
# 5 pattern HHRAMNIFLZE
g_dim = g_weight.shape|0]
kv_dim = projected.shape[-1] - g_dim
kv_c_dim = kv_weight.shape[0]



k_pe_dim = kv_dim - kv_c_dim

g_c, kv_lora = projected.split([g_dim, kv_dim], dim=-1)
kv_c, k_pe = kv_lora.split([kv_c_dim, k_pe_dim], dim=-1)
# £ fused op —XRITE g_norm+quant # kv_norm

at = fused_op(qg_c, g_weight, kv_c, kv_weight, eps, eps)
# 3RE (q_fp8, g_scale, kv_normed, k_pe)

return at[0], at[1], at[2], k_pe

return _replacement

vlim/_aiter_ops.py

0

SEMFTE fused_mla_dual_rms_norm_per_token_quant B E X & F, W&, fake
WMAnE s, ERMANAZARAD,

def _fused_mla_dual_rms_norm_per_token_quant_impl(
g: torch.Tensor,
d_weight: torch.Tensor,
kv: torch.Tensor,
kv_weight: torch.Tensor,
g_epsilon: float,
kv_epsilon: float,
) -> tuplef[torch.Tensor, torch.Tensor, torch.Tensor]:
# A AITER # fused_gk_rmsnorm_per_token_quant W%
from aiter.ops.fused_gk_rmsnorm_group_guant import fused_gk_rmsnorm_per_token_quant

mg, ng = g.shape

g_out = torch.empty((mqg, ng), dtype=FP8_DTYPE, device=q.device)
g_scale = torch.empty((mg, 1), dtype=torch.float32, device=q.device)
kv_normed = torch.empty(kv.shape, dtype=kv.dtype, device=kv.device)

fused_gk_rmsnorm_per_token_quant(
g_out_quantized=qg_out,
g_out_scale=g_scale,
a=q,
g_weight=g_weight,
g_epsilon=g_epsilon,
k_out=kv_normed,
k=kv,
k_weight=kv_weight,
k_epsilon=kv_epsilon,
gemma_norm=False,

)

return g_out, g_scale, kv_normed

#OEMAE B (LT register_ops_once A)

direct_register_custom_op(
op_name="fused_mla_dual_rms_norm_per_token_quant",
op_func=_fused_mla_dual_rms_norm_per_token_quant_impl,
mutates_args=|],



fake_impl=_fused_mla_dual_rms_norm_per_token_quant_fake,

)

@staticmethod

def get_fused_mla_dual_rms_norm_per_token_quant_op() -> OpOverload:
# JNREN L A VAIRER op, AT pattern replacement

return torch.ops.vlim.fused_mla_dual_rms_norm_per_token_quant.default
0 X AF4E
TP EERR=A:

1. Pass JFFi%it: Rohan138 Z & MLADualRMSNormFusionPass # %
RocmAiterRMSNormQuantFusionPass Z BRI, Mifn REREEIFA RMSNorm+quant 1%
Ko 18 xaguilar-amd BBLRIAF (norm+quant SeHAT, AHLERS kv norm EE) £

BHRBEZS, EA q MERET—HA—NMok op FIRE, #RT EE LEZE, ZEFRE

2o

2. RAERE: ZMNFEEEZRRBD Al ERBTRERE, xaguilar-amd EE=. = commit
PEPEE TR, REAT,

. JHAMSIE: titanaa 38 AITER BEEEZ| v0.1.16.post2, NBERIEE R ARGFH
REBRAEN AITER #ZE MR, xaguilar-amd E&E commit P RZE&HBRT
check_aiter_fused_gk_rmsnorm_per_token_quant ¥k &% A8%5F 1,

« Pass ordering: dual fusion after norm+quant (design): HRIIFHARE, FENRD PR
Y WERERE,

« Verbose comments should be condensed (style): ST B4 &, Rohan138 K/ approve,

« Remove availability guard after AITER pin (other): guard ¥ K%, REERLE AITER
FRA

PRS-
R REEE:

1. &H AITER B ERMZARA: ZEERI AITER By fused_gk_rmsnorm_per_token_qua
nt A%, #FHREK AITER £EK APl Sk MIZNE, EFEHRIF pass KK EFR AL,
BT PR RABRTISRE, TERBERER,

2. MERE: MEENMHESAETENMEENRFRIET 1e-2 #E, ERRBERHKK
ETARGEEERRE, 5FAEY per-token scale HIARIRERT,

3. FERE: ZRESREX ROCm, EMFERZHM, EFHREE CI F&EE ROCm
o

4. pass £ A T 01RE| fusion passes T REMRIEEAFEKR (#pr-merge-requests)
, BRI pass MAAX R T ANHNEL, FREEFE, - W ¥Wel: XREHR
ROCm+AITER B2 FP8 MLA ZEAKAMER (40 DeepSeek-V3. Kimi-K2) , M
BER: ARIBMIR, 7 Kimi-K2 MXFP4-AttnFP8 L &FEHIZALA 1-2%, TPOT &K
1-2%, LIEER T, MEERSNEITEERRREN—K, XHEMK: #mT VbE4F
e, EREBER/IMLEES, TAFATNNEETE, MEEsE O1 AU LELBA,



MFEARIT: ROCm FRE , AITER NAZIRE , ¥EEUR |, pass A AHAE

KRR EE

- LA EKEX PR



