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1. {&IE DeepseekV4FlashMLABackend.supported_kv_cache_dtypes (
vlim/models/deepseek_v4/sparse_mla.py) : MEZIFF|EZFHKR "bfloat16", EA
FlashMLA kernel =% #F bfloat16 KV cache, &8 "auto", "fp& ds_mla", a "fp8&",

2. 1B 1E DeepseekV4FlashInferMLASparseBackend (vlim/models/deepseek_v4/nvidia/flas
hinfer_sparse.py) : #3% supported_dtypes 8 supported_kv_cache_dtypes £ X &,
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FLASHINFER_MLA SPARSE_DSV4 fa FLASHMLA_SPARSE_DSV4 #y dtype fa KV

dtype 3|, 5RE5+ 8= BAAF—K.
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» docs/design/attention_backends.md (3% SC#4; 33| docs; A documentation) : B
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vlim/models/deepseek_v4/nvidia/flashinfer_sparse.py
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class DeepseekV4FlashInferMLASparseBackend(DeepseekV4FlashMLABackend):
"""Shares the FlashMLA V4 metadata/cache pipeline; swaps the attention impl."""

# B RN5 ARG T EIEL R fn KV cache BIFLR

# FlashInfer R % #F bf16 #MIA, X auto/bfloat16/fp8 KV cache 3\
supported_dtypes: ClassVar[list[torch.dtype]] = [torch.bfloat16]
supported_kv_cache_dtypes: ClassVar][list[CacheDType]] = ["auto", "bfloat16", "fp8"]

@staticmethod
def get_name() -> str:
return "FLASHINFER_MLA_SPARSE_DSV4"

vlim/models/deepseek_v4/sparse_mla.py

M DeepseekV4FlashMLABackend.supported_kv_cache_dtypes % & H# K& "bfloat16",
A FlashMLA kernel X% #F bfloat16 KV cache,

class DeepseekV4FlashMLABackend(AttentionBackend):
#...
supported_dtypes: ClassVar[list[torch.dtype]] = [torch.bfloat16]
supported_kv_cache_dtypes: ClassVarllist[CacheDType]] = [
"auto",
# "bfloat16", # removed: FlashMLA kernel does NOT support bfloat16 KV cache
"fp8_ds_mla",
"fp8", # alias for fp8_ds_mla
]
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