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vlim/model_executor/layers/quantization/compressed_tensors/compressed_t
ensors_moe/compressed_tensors_moe_wnalb.py

SHERATIESE, ®IKT Marlin ERZBEHSK—# oracle HEiFEiH

# &3 E8 CompressedTensorsWNA16MoEMethod #i&iZ 15
def __init__(self, weight_quant, input_quant, moe, layer_name=None):
super().__init__(moe)



self.weight_quant = weight_quant
self.input_quant = input_quant

# S—RBREMEM, Marlin 538RAKBZRLR
self.symmetric = weight_quant.symmetric
self.num_bits = weight_quant.num_bits
self.packed_factor = 32 // weight_quant.num_bits
self.strategy = weight_quant.strategy
self.group_size = weight_quant.group_size
self.actorder = weight_qguant.actorder

# RIBAL TS AR QuantKey, fi oracle &i/E3
self.quant_type = (
WNA16_SUPPORTED_TYPES_MAP[self.num_bits]
if self.symmetric
else WNA16_7ZP_SUPPORTED_TYPES_MAP([self.num_bits]
)
if self.num_bits ==
scale = kInt4Static32GroupScale if self.group_size == 32 else kInt4StaticGroupScale
elif self.num_bits ==
assert self.group_size == -1
scale = kInt8StaticGroupScale
else:
raise ValueError('CompressedTensorsWNA16MoEMethod only supports int4 and int8 now.

)
weight_key = QuantKey(self.quant_type, scale, symmetric=self.symmetric)

# actorder=group/dynamic Bf Marlin =2 tile padding, EFR&| G iHmEsE
is_actorder = (

self.strategy == QuantizationStrategy. GROUP

and self.actorder in (ActivationOrdering.GROUP, ActivationOrdering.DYNAMIC)

# —m oracle 3%&3%F WNA16 MoE /53% (Marlin / Flashinfer / Triton / emulation)
self.wnal6_backend, self.experts_cls = select_wnalé_moe_backend(
config=self.moe,
weight_key=weight_key,
quant_config=self.weight_quant,
may_have_zp=not self.symmetric,
may_have_bias=False,
allow_tile_padding=not is_actorder,
)
self.is_marlin = self.wna16_backend in (
WNA16MoEBackend.MARLIN,
WNA16MoEBackend. BATCHED_MARLIN,

)
self.is_transposed = self.wnalé6_backend != WNAT16MoEBackend.FLASHINFER_TRTLLM

if self.is_marlin:



assert check_moe_marlin_supports_config(
self.moe, self.group_size, allow_tile_padding=not is_actorder
)

self.input_dtype = get_marlin_input_dtype(layer_name)

else:
# 3E Marlin RAMRERA R : (XZFF group KB&E. To group actorder. SXHR
assert weight_quant.strategy == 'group'

assert weight_quant.actorder != 'group'
assert self.symmetric, 'Only symmetric quantization is supported for MoE'
self.input_dtype = torch.bfloat16

vliim/model_executor/layers/quantization/compressed_tensors/compressed_t
ensors_moe/compressed_tensors_moe.py

dispatcher faift, REH Marlin, BEFRESH—H%E, RE ROCm 454

# get_moe_method F WNA16 group/channel 2% (&3%/5)
if quant_config._is_wNal6_group_channel(weight_quant, input_quant):

# .. BRASMEREER ..

# R4 ROCm HIP WA (RDNA3 %) 46
if current_platform.is_rocm():
from . import rocm_moe_rdna
if rocm_moe_rdna.is_supported(weight_quant):
return rocm_moe_rdna.make_method(weight_quant, input_quant, layer.moe_config)
# gfxa50 45& flydsl &3
if (moe_backend == '"flydsl' and <gfx950 &£&>):
return CompressedTensorsW4A16FlydsIMoEMethod(weight_quant, input_quant, layer.
moe_config)
elif moe_backend == 'emulation’:
logger.info_once('Using CompressedTensorsWNA16MoEMethod (emulation backend
requested)')

# %i—#£ CompressedTensorsWNAT16MoEMethod, JEiRikiZR 4 oracle

from .compressed_tensors_moe_wnalé import CompressedTensorsWNA16MoEMethod
logger.info_once('Using CompressedTensorsWNA16MoEMethod')

return CompressedTensorsWNA16MoEMethod(weight_quant, input_quant, layer.moe_config)
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oracle 3N E 5\ group_size 5 allow_tile_padding %%, Marlin X FMLE TN, BAREH
NPz SR

# oracle ¥ Marlin X#FMEE (EN group_size FRA)
def _backend_incompatibility_reason(backend, moe_config, quant_config, may_have_zp, may_
have_bias, allow_tile_padding, group_size):
if backend in (WNA16MoEBackend.MARLIN, WNA16MoEBackend. BATCHED_MARLIN):
# MoeWNA16Config &4 Triton/Flashinfer B2&, &M Marlin
if isinstance(quant_config, MoeWNA16Config):
return 'Marlin not supported for this layer'
# H 4 QuantizationArgs / AWQ / GPTQ BLE BB R group_size RIS IX X 3



if not check_moe_marlin_supports_config(moe_config, group_size, allow_tile_padding):
return '"Marlin not supported for this layer'
# ... B4&/53 (Flashinfer. Triton. emulation) BIZREMERE ...
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