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o
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vlim/kernels/helion/ops/silu_and_mul_per_block_quant.py
Helion RAZMZ O, BameHE T, B ERFZHERIENIRA R,

# ZEOHEERNERE, BRERItH
_pick_cache: dict[tuple[int, int, int], CaseKey | None] = {}

def pick_config(args: tuple[Any, ...], config_keys: list[CaseKey]) -> CaseKey | None:
"R YA E B AT R A B TR EC B,

brie 1N

1. B ANEE PRI FEERH intermediate_size ((E&EKEHLE)

2. BEF I NIRENEE PRI EEAH group_size (thIEHLE) .

3. &FiZ intermediate_size #u group_size T EiAMEY num_tokens,
PFHR/ING num_tokens KRTFETFHAM num_tokens, MRIMAKRTFATAN
num_tokens, N E:RE|EH KB num_tokens,

if not config_keys:
return None

# M args PIREBFRE L
result, _, _, group_size, *_ = args

num_tokens, intermediate_size = result.shape

cache_key = (num_tokens, group_size, intermediate_size)
cached = _pick_cache.get(cache_key)
if cached is not None:

return cached



# % intermediate_size HEFp AR RIFIL W

sorted_by_inter = sorted(config_keys, key=lambda k: abs(k["'intermediate_size"] - intermediate_
size))

best_inter_key = sorted_by_inter[0]

best_inter_val = best_inter_key["intermediate_size"]

# IR 5 &£ intermediate_size TAMRINEE

candidates = [k for k in config_keys if k["intermediate_size"] == best_inter_val] if
any(k["intermediate_size"] == best_inter_key["intermediate_size"] for k in config_keys) else
[best_inter_key]

# FE(RSEE PR group_size HEF IR RIEITIY

sorted_by_group = sorted(candidates, key=lambda k: abs(k["group_size"] - group_size))
best_group_key = sorted_by_group[0]

best_group_val = best_group_key["group_size"]

# 3R 5 &(E group_size TEMEEWEE
candidates = [k for k in candidates if k["group_size"] == best_group_val] if any(k['group_size"]
== best_group_key["group_size"] for k in candidates) else [best_group_key]

# ERRIEEE B, %EF &/ num_tokens >= B num_tokens
larger_candidates = [k for k in candidates if k['"num_tokens"] >= num_tokens]
if larger_candidates:

selected = min(larger_candidates, key=lambda k: k["num_tokens"])
else:

# %A B AH num_tokens, EIBRB|EFAH

selected = max(candidates, key=lambda k: k["num_tokens"])

_pick_cache[cache_key] = selected
return selected

tests/kernels/helion/test_silu_and_mul_per_block_quant.py
INERAZIEFAM AR B AIR85E, BB RAEEMR,
# AR TR BN (£ FakeTensorMode T 81|2)

def _generate_fake_input(
num_tokens: int, intermediate_size: int, group_size: int
) -> tuple[Any, ...]:
with FakeTensorMode():
in_dtype: torch.dtype = torch.bfloat16
out_dtype: torch.dtype = current_platform.fp8_dtype()
scale_dtype: torch.dtype = torch.float32
input = torch.randn(
num_tokens, 2 * intermediate_size, device="cuda", dtype=in_dtype
)
result = torch.empty(
num_tokens, intermediate_size, device=input.device, dtype=out_dtype
)

scale = torch.empty(



(num_tokens, intermediate_size // group_size),
device=input.device,
dtype=scale_dtype,
)
scale_ub = torch.mean(input).to(scale_dtype)
args = (result, input, scale, group_size, scale_ub, False)
return args

class TestSiluAndMulPerBlockQuantConfigPicker:
def setup_method(self):
# BRNRREE SR, RIEMRME I
_pick_cache.clear()

def test_config_picker_exact_match(self):

config_keys = |
CaseKey({"intermediate_size": 2048, "group_size": 64, "num_tokens": 16}),
CaseKey({"intermediate_size": 4096, "group_size": 128, "num_tokens": 16}),

]

args = _generate_fake_input(16, 4096, 128)

selected_key = pick_config(args, config_keys)

# NFEFICELE — AN E

assert selected_key == CaseKey(
{"intermediate_size": 4096, "group_size": 128, "num_tokens": 16}

def test_config_picker_closest_match(self):

# RESHEIR, BERANTERT. 2485 token BAES| R+

# 3% closest A&

config_keys = |
CaseKey({"intermediate_size": 2048, "group_size": 64, "num_tokens": 16}),
#.. BEERE

]

args = _generate_fake_input(20, 3000, 70)

selected_key = pick_config(args, config_keys)

# TAHAES intermediate_size=2048, group_size=64, num_tokens=32

assert selected_key == CaseKey(
{"intermediate_size": 2048, "group_size": 64, "num_tokens": 32}

)
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