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vlim/model_executor/models/modernbert.py
e 8 3, BB EB G o2 3B A X FF ModernBERT Anfifth BERT =&

class ModernBertModel(nn.Module):
# ¥ B hf_to_vllm_mapper, BZE % HuggingFace RIZEIK
hf_to_vlim_mapper = WeightsMapper(
orig_to_new_prefix={

"model.layers.": "encoder_layer.layers.", # %32 "model.layers.X" Ri%%

"layers.": "encoder_layer.layers.", # %32 "layers. X" BIZ

"model.": ", # EFMRIFLE "model."

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
weights = self.hf_to_vlim_mapper.apply(weights)
params_dict = dict(self.named_parameters())
loaded_params: set[str] = set()
for name, loaded_weight in weights:
if name.endswith(".bias") and name not in params_dict:
continue # Bk &RV B bias (40 MLM k&R bias)
if name not in params_dict:
continue # BRI R R E X BIRE (40 cls.predictions.weight)
param = params_dict[name]
weight_loader = getattr(param, "weight_loader", default_weight_loader)
weight_loader(param, loaded_weight)
loaded_params.add(name)
return loaded_params

viim/model_executor/warmup/deep_gemm_warmup.py
& & RECR AT LU o EJE FP8 3R T AR

def fp8_linear_may_use_deep_gemm(module: torch.nn.Module) -> bool:

# EERERTAHN FP8 &MEE (FT, HERE False)

if not (
isinstance(module, LinearBase)
and isinstance(module.quant_method, Fp8LinearMethod)
and not isinstance(module.quant_method, Mxfp8OnlineLinearMethod)
and getattr(module.quant_method, "block_quant", False)
and not getattr(module.quant_method, "use_marlin", True)

return False
# EHAE FP8 &M R G, BIRA DeepGEMM H %k R EK
# (BRAERXIF DeepGEMM HIFRIE T 1R AR )
block_size = get_mk_alignment_for_contiguous_layout() [0]
#... FERE
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