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1. 7 benchmark_serving_multi_turn.py $%0 --send-conversation-id 44T54% (
store_true, BRIA False) »

2. ¥ RequestArgs NamedTuple H#3% send_conversation_id: bool FE, FHM
get_client_config() #1{&31%1E,

3. 1&2& send_turn() R A send_request() B, #R¥E reg_args.send_conversation_id RE 2
TEN conversation_id=conv_id; #&X False M{&EX None,

4. BFr disagg_proxy_multiturn.py BIRERXAYFERFE, A0 Benchmarking /N tHA
--send-conversation-id BIFE, HE _handle_request B B &4 i wA P AR IZF S,

5. & docs/features/nixl_connector_usage.md F g “Benchmarking the multi-turn
proxy /INF, AT E G ST,
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« benchmarks/multi_turn/benchmark_serving_multi_turn.py (3t ZHEENR; 25

source; A core-logic; 5 RequestArgs, send_turn, get _client_config, main) : #
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« docs/features/nixl_connector_usage.md (#3R (#%; 25| docs; EA documentation)
: % Benchmarking the multi-turn proxy /N, B benchmark A%

XS send_turn, get_client_config, main
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benchmarks/multi_turn/benchmark_serving_multi_turn.py

BB i —-send-conversation-id 3%, 68K RequestArgs #1 send_turn 24§,
f# conversation_id A w3 )3E R FE,

# & get_client_config() 155 # 55k
RequestArgs(
chat_url=args.chat_url,
model=args.model,
stream=not args.disable_stream,
limit_min_tokens=args.limit_min_tokens,
limit_max_tokens=args.limit_max_tokens,
timeout_sec=args.request_timeout_sec,
send_conversation_id=args.send_conversation_id, # #3%: &2 F &% conversation_id
headers=headers,

# 7 send_turn() FRFATERE R EEAN conversation_id
response: ServerResponse = await send_request(
session,
messages,
reqg_args.chat_url,
req_args.model,
reqg_args.stream,
min_tokens,
max_tokens,
reg_args.timeout_sec,
conversation_id=conv_id if req_args.send_conversation_id else None, # &45E A
headers=req_args.headers,

)

examples/disaggregated/disaggregated_serving/disagg_proxy_multiturn.py
B IEspcscfn B SR, SRR FEEM# A --send-conversation-id

# IR docstring FIERE (Fik)

Benchmarking:
Use " “benchmarks/multi_turn/benchmark_serving_multi_turn.py™ " with
the " "--send-conversation-id™ " flag to inject a per-conversation
““conversation_id" " into every request so this proxy can key
cross-turn KV cache reuse. The flag is *off by default*: without
it the benchmark sends OpenAl-schema-compliant payloads and every
turn lands as a cache MISS in this proxy.

# _handle_request() FE# HEELEL



if not conversation_id:
logger.warning(

"[%s] No conversation_id provided — KV cache reuse disabled "
"for this request. Add a 'conversation_id' field to enable "
"cross-turn KV sharing. When using "
"benchmarks/multi_turn/benchmark_serving_multi_turn.py, pass "
"—send-conversation-id (off by default).",
request_id,

)
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