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183E PR #R, XE—EEAEE: A simple cleanup: Remove MegaMoE in
deepseek_v4/amd/, FTREET MegaMoE £ AMD L RE£IPs BEARAE MoE B, R
AR 43 B A

SR

1. ¥ vllm/models/deepseek_v4/amd/model.py F#F Triton kernel
_deepseek_v4_stage_mega_moe_inputs_kernel fa
_stage_deepseek_v4_mega_moe_inputs, XA X TE & LK
make_deepseek_v4_expert_params_mapping. _ue8mO0_uint8_to_float &, REHIIRE
E X MoE 25 DeepseekV4MegaMoEExperts X init_. _map_global_expert_id.
weight_loader 73%,

2. BEABEENEA, 8F triton, tl. direct_register_custom_op. fused_topk_bias &
. R ARIRIK K

3. & vllm/models/deepseek_v4/amd/mtp.py F, #ERXE
make_deepseek_v4_expert_params_mapping BIE A, MR load_weights #&F
use_mega_moe HEMHR X, EEERH FusedMoE.make_expert_params_mapping.

4. MIFR finalize_mega_moe_weights A2 X HiARZEHE, EAN MegaMoE REHXRLZAMNAEE
=,

5. BBV A 645 7RG, {45 AMD DeepSeek V4 25 NVIDIA fRARFF—ERBIIRAE
MoE 523,

R

« vlim/models/deepseek_v4/amd/model.py (3R AMD &R ; 2% source; EH
core-logic; &5 _deepseek_v4 stage_mega_moe_inputs_kernel,
_stage_deepseek_v4_mega_moe_inputs, make_deepseek_v4_expert_params_mapping,



DeepseekV4MegaMoEExperts) : ZORE X, #KMRT MegaMoE Triton kernel. BE
X & FBREtE DeepseekV4MegaMoEExperts ZAX4HBI K%K, FET ARG, BT
MoE &

« vlim/models/deepseek_v4/amd/mtp.py (B3 MTP B; 5| source; A data-contract
;. &5 finalize_mega_moe_weights) : MTP &I X, #FBxt
make_deepseek_v4_expert_params_mapping BIREL, MR
finalize_mega_moe_weights 3%, %—1£H FusedMoE & F k&t

KBS _deepseek_v4_stage_mega_moe_inputs_kernel,

_stage_deepseek_v4 _mega_moe_inputs, make_deepseek v4 _expert _params_mapping,
DeepseekV4MegaMoEExperts.init, _map_global_expert_id, weight_loader,
_ue8m0_uint8_to_float, finalize_mega_moe_weights

KR Fr B]

viim/models/deepseek_v4/amd/mtp.py

MTP R X4, BRX make_deepseek_v4_expert_params_mapping BIR#, MilkR
finalize_mega_moe_weights A%, %—{EH FusedMoE & F kAt

# vlim/models/deepseek_v4/amd/mtp.py (head FRA )

# BAERS: BT make_deepseek_v4_expert_params_mapping B9SN,
# IEAXM .model import DeepseekV4DecoderLayer

class DeepSeekV4MultiTokenPredictorLayer(nn.Module):
# .. HAthAR

def load_weights(self, weights):
# ... AUEARED

# Pre-compute expert mapping ONCE.
# JRRILAAE & X HIHT use_mega_moe, ILEEBAE A FusedMoE Bst
expert_mapping = FusedMoE.make_expert_params_mapping(

self,

ckpt_gate_proj_name='wl',

ckpt_down_proj_name='w2',

ckpt_up_proj_name='w3',

num_experts=self.config.n_routed_experts,

# ... REMBIEIR
# BEX4EA self.finalize_mega_moe_weights(), %7 5% E¥ME

logger.info_once('MTP draft model loaded: %d params', len(loaded_params))
return loaded_params
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« PR #43690 [DSv4] Drop _get_compressed_kv_buffer in DeepseekCompressor: [&—+1F
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