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1. 82 kernel 3R #E: & kernel_unified_attention F, % scale stride Z#HEF
M tl.inté4 = None 254 int | None = None, EA tl.int64 RS None BRIAMELEE,
Triton JIT 3E4 Optional[tl.int64], B tl.intb4 = None AR E B B S EKH
TypeError,

2. A% USE_PER_TOKEN_HEAD_SCALES %&#: M KV_QUANT_MODE >= 2 &XA
(KV_QUANT_MODE »>= 2) and (KV_QUANT_MODE <= 3), BA#FR%| per-token-head
scales ERAXE KV_QUANT_MODE A 2 =% 3 Bt/2H, #% FPE_PER_TENSOR (#= 1)
RARIZ D X o

3. 1B8K wrapper £#3Z#: 7 unified_attention BE&R¥F, 4
use_per_token_head_scales A False B, FREAEEHEMEEM MBS, MEREEES
None % kernel, £ Triton =] DAFE 4R i Bd Bkt sX s 550 940100
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« vlim/v1/attention/ops/triton_unified_attention.py (13 & A; 5| source; ER
performance; &5 kernel_unified_attention, unified_attention) : BT E X4, Bk

T Triton kernel B9SERER Fo R AR, URBERBREEEE,

XHEMFS . kernel_unified_attention, unified_attention
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vlim/v1/attention/ops/triton_unified_attention.py



MR B, KT Triton kernel BISHECER A HIIT, R BEREHEHZHE,

# XPTE . kernel_unified_attention B9&3kE X

# JBA tl.int64 = None, 1B tl.intb4 REES None A&, Triton SR

# 15254 int | None = None, #VFRAAELE None BT &7 BHE

# [EATE%E USE_PER_TOKEN_HEAD_SCALES A (KV_QUANT_MODE >= 2) and (KV_QUANT_
MODE <= 3)

# % FP8_PER_TENSOR R iRfHiZo X%

def kernel_unified_attention(
# .. HSHAE ..
k_scale_cache_ptr=None,
v_scale_cache_ptr=None,
# UATF stride 23ER M tl.intb4 = None 24 int | None = None
# £ Triton £ USE_PER_TOKEN_HEAD_SCALES 4 % ft T Bt Bk 41t
stride_ks_blk: int | None = None,
stride_ks_slot: int | None = None,
stride_ks_head: int | None = None,
stride_vs_blk: int | None = None,
stride_vs_slot: int | None = None,
stride_vs_head: int | None = None,
# ... BMESHAE .
USE_PER_TOKEN_HEAD_SCALES: tl.constexpr = (KV_QUANT_MODE >= 2) and (KV_QUANT_
MODE <= 3),
#...
):

# X E . unified_attention BERFHAHEZE
# Y RAEA per-token-head scales B, FEAE#EIMEE S5t
# MEEIEEE None, it Triton EHFNZ 2Bkt X534

def unified_attention(...):

if use_per_token_head_scales:
ks_strides = k_scale_cache.stride()
vs_strides = v_scale_cache.stride()
# ..  EFEESEK ..
k_scale_ptr = k_scale_cache
v_scale_ptr = v_scale_cache

else:
# BB EREMEEM SR (k v, out)
# WMEE: FTAERASEEE None, Triton BahBkid
k_scale_ptr = None
v_scale_ptr = None
# ... HihigsrtEEKRA None ...
# 7F&: segm_output_ptr/segm_max_ptr/segm_expsum_ptr #R#E use_3d RE
# 1B3F TD B2 EAERMALTE

TR RHL



gemini-code-assist[bot] & int | None iBESAEE Python 3.10, ZELUARMM from
_ future__import annotations A& Python 3.9, 1B afierka-intel EINMRY A vLLM BEE&
XK Python>=3.10, EMIZEZEXFER, ZITWRALTE RS,

« Python JRA3ZE M (design): afierka-intel 3§ vLLM BEXK Python>=3.10, TEMBK.
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« RS RREE, EEAXFM Triton kernel #5357, HfE
USE_PER_TOKEN_HEAD_SCALES constexpr 2 X H{RITA—K M, SEERIM tl.intb4
A int FTRERSTA Triton NERRYERIIENT, (Bt TXESHERERANRASWEZFRTE, X
M AT 4%,

TR FEEART XPU LERAL—EEA + KEMARFRFZNG R, MAFX 1-10%
BB RA, WHEMBEM (2o NVIDIA) LR, EAZ kernel IXAF XPU,

« RFEHRT: kernel AT E | (XP"H XPU B2
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« PR #40327 Unified Attention + Tensor Descriptor: 4~ PR 2% PR B REE L& MtL, E
BBER T A—X4NRE— kernel, 23T FEEEHNER.



