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# vllm/entrypoints/offline_utils.py
# XM, EPEREKEEARGE

from collections.abc import Callable, Iterable, Sequence
from typing import Any

from tgdm import tgdm
from typing_extensions import TypeVar

from vllm import (PoolingParams, PoolingRequestOutput, PromptType,
RequestOutput, SamplingParams)
from vlim.config import ModelConfig
from vlim.entrypoints.chat_utils import ChatCompletionMessageParam,
ChatTemplateContentFormatOption
from vlim.inputs import Enginelnput
from vlim.logger import init_logger
from vlim.lora.request import LoRARequest
from vlim.renderers import BaseRenderer, ChatParams, merge_kwargs
from vlim.renderers.inputs.preprocess import conversation_to_seq, parse_model_prompt,



prompt_to_seq

from vlim.sampling_params import RequestOutputKind

from vlim.utils.counter import Counter # {&1E: £/ vLLM # Counter m3E collections.Counter
from vlim.utils.mistral import is_mistral_tokenizer

from vlim.utils.tgdm_utils import maybe_tgdm

from viim.v1.engine.llm_engine import LLMEngine

logger = init_logger(__name_ )

_P = TypeVar('_P', bound=SamplingParams | PoolingParams | None)
_O = TypeVar('_O', bound=RequestOutput | PoolingRequestOutput,
default=RequestOutput | PoolingRequestOutput)

_R = TypeVar('_R', default=Any)

class OfflinelnferenceMixin:

EAMIET B Mixin, IREETEIE. LoRA MRS AR

request_counter: Counter
renderer: BaseRenderer
[Im_engine: 'LLMEngine'
model_config: ModelConfig

def resolve_mm_lora(
self,
prompt: Enginelnput,
lora_request: LoRARequest | None,
) -> LoRARequest | None:
# BT ZHEASBRIA LoRA, % prompt 3 multimodal M| B3R EJR lora_request
if prompt['type'] != 'multimodal':
return lora_request

lora_config = self.lim_engine.vlim_config.lora_config
default_mm_loras = None if lora_config is None else lora_config.default_mm_loras
if not default_mm_loras:

return lora_request

prompt_modalities = prompt['mm_placeholders'].keys()
intersection = set(prompt_modalities).intersection(default_mm_loras.keys())
if not intersection:

return lora_request

if len(intersection) > 1:
# ZRSHXEF A LoRA, Hfpkid
logger.warning(
‘Multiple modality specific loras were registered and would be

‘used by a single prompt consuming several modalities;
‘currently we only support one lora per request; as such, '
'lora(s) registered with modalities: %s will be skipped',
intersection)



return lora_request

modality_name = intersection.pop()
modality_lora_path = default_mm_loras[modality_name]
modality_lora_id = sorted(default_mm_loras).index(modality_name) + 1

if lora_request:
if lora_request.lora_int_id != modality_lora_id:
logger.warning(
'A modality with a registered lora and a lora_request '
'with a different ID were provided; falling back to the '
'lora_request as we only apply one LoRARequest per prompt')
return lora_request

return LoRARequest(modality_name, modality_lora_id, modality_lora_path)
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from .offline_utils import _O, _R, OfflineInferenceMixin
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class LLM(BeamSearchOfflineMixin, PoolingOfflineMixin, OfflinelnferenceMixin):
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