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« —A]iE: B8 Gemmad MILHELE OOM, EH batch 2B ABESREK

- WEMME: BEEHBEIR. APR BERT —MNHANAGFEREERE: RAEIEH dominant
BB ED, RIIRERALR IAE TR TMEER, HA| A B TTNRE 2L FELMF. review
PR TEETBEMEMNITIOHNIRE T EL EmEETEEER CUDA &FE APL, ZBE &R
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THRES B

&5 PR #43169 BEKMEYI: £ 22 GiB L4 L%k 26B AWQ A S{XE| ~3 GiB &N, &
WMEE X (5% total memory) iH&EH chunk = 53, §3k F.one_hot A'BC 2.88 GiB 24X
OOM, #mmfE CI MR test awqg_load[gemmad-moe-*] LMK,

SRR

1. EMABETEITE: ¥ encoder_max_batch SZFI A AR RNERSH % _encoder_chunk,
% free_bytes. total_bytes. position_embedding_size %k, 1 min(free // 2,
total // 10) fEATNE, A F.one_hot IR EEAR/IMEARRAIN, FHALIE patches_per_item
< 0. cost < 0 A FALMRE 1,

2. ¥ _process_image_input #8 _process_video_input ¥, AH
torch.cuda.mem_get_info() (2 review ERBEEXAFEHE) KBRYRZHNMMEANRE,
fEN _encoder_chunk itE AR/, HERT EZFIEM _encoder_budget_bytes #n
_encoder_bytes_per_patch BRI,

3. 7& tests/models/multimodal/processing/test_gemma4.py H#H# 5 NETTMR, EEN
A _encoder_chunk &5 A% BWET one-hot K ECFBIME. oM GPU fRIFHLALTE,
patches HEZ4L. position_embedding_size AZLRKRE. ZHABGEAZERET| 1, X
MRTHE GPU, "7 CPU LEMREHAT,

REEMF:

« vlim/model_executor/models/gemma4_mm.py ({E3R ZRESER; 27 source; LEH
core-logic; 5 _encoder_max_batch, _encoder_chunk, _process_image_input,
_process_video_input) : ZAXHF, KESEFIA IR _encoder_max_batch EHAEES
_encoder_chunk, BEREMEAELTLAMZRNEFHEE F.one_hot JA; 7EEZFWN
ALIE FIR A,



. tests/models/multimodal/processing/test_gemma4.py (#E3k MR; 25| test; LR
test-coverage; 5 test_encoder chunk_tight_budget fits_in_free,
test_encoder_chunk_roomy_gpu_keeps_batching,
test_encoder_chunk_zero_patches_is_safe, test_encoder_chunk_zero_position_embed
ding_size_is_safe) : #3g 5 NETTMREHFENR _encoder chunk, BEHREZGHELE
GPU, ®# CPU CI L3517,

XS _encoder_chunk, test_encoder_chunk_tight_budget_fits_in_free,
test_encoder_chunk_roomy_gpu_keeps_batching,
test_encoder_chunk_zero_patches_is_safe, test_encoder_chunk_zero_position_embeddin
g_size_is_safe, test_encoder_chunk_no_free_memory_falls_back_to_one

RERED F B

vlim/model_executor/models/gemma4_mm.py

X, Y5267 % _encoder_max_batch E#AEELS _encoder_chunk, BIERBEMEN
ETYURMZRNEAFHEE F.one_hot FiA; EEGAMSMEIEFREA,

# BT R TEARRE B HEARLEL chunk K/©
@staticmethod
def _encoder_chunk(
patches_per_item: int, # FIMHIF4 patch 3K
free_bytes: int, # ¥ Al GPU ZINE & (bytes)
total_bytes: int, # GPU & E & (bytes)
position_embedding_size: int, # F.one_hot 89355 %k
) -> int:
"""Max chunk size whose F.one_hot transient fits in the budget.'"'
if patches_per_item <= 0:
return 1
#WE: THRNEEN—F, EFRBREEHE 10%, A profile_run foj5 44w & 2]
budget = min(free_bytes // 2, total_bytes // 10)
if budget <= 0:
return 1
# BRAAR: F.one_hot B (chunk, patches, 2, pos_emb_size) # int64 + H &k
cost = patches_per_item * 4 * position_embedding_size * 8
return max(1, budget // cost) if cost > 0 else 1

tests/models/multimodal/processing/test_gemma4.py

¥ 5 NESTTNEREFEMIR _encoder_chunk, BEMREZHBELE GPU, =& CPU CI L3z
1To

# EIFFIPONR: AL L4 22GB + 26B AWQ RFE %=

from vlim.utils.mem_constants import GiB_bytes

def test_encoder_chunk_tight_budget_fits_in_free():
free = 3 * GiB_bytes # SIfFrEHNEHF
total = 22 * GiB_bytes # BB
chunk = _encoder_chunk( # RS H =



_VIDEO_PATCHES_PER_FRAME, free, total, POSITION_EMBEDDING_SIZE
)
# I8iF one_hot R ELA/NFEBIE (free // 2)
one_hot_bytes = chunk * _VIDEO_PATCHES_PER_FRAME * 2\
* POSITION_EMBEDDING_SIZE * 8
assert one_hot_bytes <= free // 2

def test_encoder_chunk_roomy_gpu_keeps_batching():
# 5EFA GPU (A100 80GB, 60GB &N ) RFR#FKX batch
chunk = _encoder_chunk(
_VIDEO_PATCHES_PER_FRAME, 60 * GiB_bytes, 80 * GiB_bytes,
_POSITION_EMBEDDING_SIZE

)
assert chunk > 8 # Z /0438 8 AN

# BEZMIR: & patches. & position_embedding_size. EZERNNE — #RE 1
def test_encoder_chunk_zero_patches_ls_safe().
assert _encoder_chunk(0, 60*GiB_bytes, 80*GiB_bytes, POSITION_EMBEDDING_SIZE) == 1

def test_encoder_chunk_zero_position_embedding_size_is_safe():
assert _encoder_chunk(_ VIDEO_PATCHES_PER_FRAME, 60*GiB_bytes, 80*GiB_bytes, 0) ==
1

def test_encoder_chunk_no_free_memory_falls_back_to_one():
assert _encoder_chunk( VIDEO_PATCHES_PER_FRAME, 0, 22*GiB_bytes, POSITION _
EMBEDDING_SIZE) ==
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1. ZeroDivisionError 537 : gemini-code-assist &4 position_embedding_size T&&HX 0
23K cost=0 FaPREIE, ZWN if cost > 0 BE, EERAHBE,
F & AAE M gemini-code-assist F§H torch.cuda.mem_get_info() £#3F CUDA Z b

E’\J}’E‘Jﬂﬁiﬁ, BWER VLLM FeH%, (R rEBE (RREBRHEERET, BENE
i) S

3. MR E : [sotrOpy ZETCEMIIR XM tests/models/multimodal/test_gemma4_mm.
py % processing/ B RKUUE CPU CI 54T, 1EERMH,

4. CI 3 maIh: EEE PR R PRIZBEWMBAT 75— CI 22 (Multi-Modal
Models Extended Generation 3) B%k&, FHMEH T Ha9EL 4R,

« ZeroDivisionError B33 (correctness): /EEESZ NI LEELERIPBE, FARETE

2 return max(1, budget // cost) if cost > 0 else 1,

« FE MM torch.cuda.mem_get_info() (design): fEEE & 'fixed', (EHANREELTK
A EEME T RBABRETR, PR RAWEHF, HNTKIE,
MR XL EFE (testing): 7EE B, MR X HRLIRIE processing/ o

PNESE-A



- R

1. FERBZMENIE: MBRASHRAMDEEMER torch.cuda.mem_get_info(), NTSELE
AMD ROCm. Intel XPU, CPU %3k CUDA E¥kiafT, EHIMER., BE review EH
BIPMEEIERAR, BWGLEHIA,

2. RAERIBRE: R F.one_hot 2" — dominant BRI, EARFRERTIART| AHi
ARBIGHKE, ME TR AR, LRIRAAR patches * 4 * pos_emb_size * 8 #
AL 4 fo 8 RERRE, B BIIURA,

3. RERBN: EREER 10% THEMRE batching &ot, BRIR 5% Mit. EXRNAR
AR ERE| 1, MHRETRETIE, 1EfRIETREM,

4, B EREmME: BMESERKRAFE APL, KT & R4
get_device_free_memory(), #&FRGHE—LINFERE.
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1. AP EA Gemmad ZRSEBWAFPERER GPU (0 L4 22GB) EiBfT
AWQ S ABER AR RN REE OOM A, =S FA P AR AR EKE (2o
A100 80GB Lk chunk=92) ,

2. A% Cl ¥ test_awq_load[gemma4-moe-*] MR & £ 3@3i¥, MM Extended
Generation 3 S 4&RK&tZ 25,

3. FRA®M: OB BERAGRHISKBIPMESE GPU BETNIR, BT ELLEF
I, HTEALEMAFBREENRITER, - RNRRfrE: FERBMERRE , AR
Rz , OBEREE
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« PR #43169 [Perf][Gemma4] Batch vision encoder calls for image and video
processing: BIF PR #43169 3| N T I HmiD S L32, ERFMEEE AR FIE OOM,
AR PR GEHETIHBHMEE X,



