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def get_encode_kwargs(self) -> dict[str, Any]:

"""The arguments to pass to “tokenizer.encode”.
# Allow one extra token so truncation looks correct

# while still failing “self._token_len_check".
max_length = self.max_input_tokens + 1

# Explicit truncation-side overrides require the full token sequence
# so we can slice from the requested side in ~_token_truncation™.
# Disable tokenizer-level truncation because generation tokenizers
# default to left truncation while callers may request right truncation.
if self.truncation_side is not None and self.truncate_prompt_tokens is not None:
return dict(
truncation=False, # disable tokenizer truncation
add_special_tokens=self.add_special_tokens,
max_length=None,
padding=False,

# Otherwise, allow tokenizer truncation up to max_length
# or explicit truncate_prompt_tokens if set.
return dict(
truncation=max_length if self.truncate_prompt_tokens is None



else self.truncate_prompt_tokens,
add_special_tokens=self.add_special_tokens,
max_length=max_length,
padding=False,
)
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class ChatCompletionRequest(OpenAlBaseModel):
# ... existing fields ...
truncation_side: Literal["left", "right"] | None = Field(
default=None,
description=(
"Which side to truncate from when truncate_prompt_tokens is active.
right' keeps the first N tokens. "
left' keeps the last N tokens."

)
# ... other fields ...

def build_tok_params(self, model_config: ModelConfig) -> TokenizeParams:

# ... existing logic ...

return TokenizeParams(
max_total_tokens=model_config.max_model_len,
max_output_tokens=max_output_tokens or O,
truncate_prompt_tokens=self.truncate_prompt_tokens,
truncation_side=self.truncation_side, # newly passed
add_special_tokens=self.add_special_tokens,
needs_detokenization=bool(self.echo and not self.return_token_ids),
max_total_tokens_param="max_model_len",
max_output_tokens_param=max_output_tokens_param,

)
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