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# vllm/v1/attention/backends/flashinfer.py
# KA KR decode WAZER
class FlashInferDecodeKernel(Enum):
XQA = "xga"
TRTLLM_GEN = "trtlim_gen"

# £ dataclass, ##fif TRTLLM decode EEHTTEIE
@dataclass
class FlashInferTrtlimAPIDecode:
"""Metadata for FlashInfer's TRTLLM decode API."""
kernel: FlashIinferDecodeKernel # Z/TEHE BIKE XQA &2 trtlim-gen
block_tables: torch.Tensor
seq_lens: torch.Tensor
max_seq_len: int

# SMA0 XQA TH-F3E, kernel EZERN XQA
@dataclass
class XQADecode(FlashInferTrtlimAPIDecode):
""Metadata for the SM90 XQA decode pathway."""
kernel: ClassVar[FlashInferDecodeKernel] = FlashInferDecodeKernel XQA

# SM100 trtlim-gen £ AT, kernel EEA TRTLLM_GEN
@dataclass
class TRTLLMGenDecode(FlashInferTrtlimAPIDecode):
""Metadata for the SM100 trtlim-gen decode pathway."""
kernel: ClassVar[FlashInferDecodeKernel] = FlashInferDecodeKernel TRTLLM_GEN

vlim/utils/flashinfer.py
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# vllm/utils/flashinfer.py

@functools.cache

def supports_trtlim_attention(is_prefill: bool = False) -> bool:
"""Return whether TRTLLM attention is available on the current platform
for the given attention phase.

SM30 (Hopper) supports the XQA decode kernel but not TRTLLM prefill.
SM100+ supports TRTLLM for both phases. All others are unsupported.
# Batch-invariant mode disables TRTLLM attention

if envs.VLLM_BATCH_INVARIANT:



return False

# Requires NVIDIA artifactory to be accessible to download cubins
if not has_nvidia_artifactory():
return False

# SMY0 has XQA decode; prefill is not supported.
if current_platform.is_device_capability(90):
return not is_prefill

# SM100/SM103 has both prefill and decode TRTLLM kernels.
return current_platform.is_device_capability_family(100)

def can_use_trtlim_attention(
num_qgo_heads: int, num_kv_heads: int, is_prefill: bool = False

) -> bool:
"""Check if the current configuration supports TRTLLM attention.
if force_use_trtlim_attention() is False:

return False
return supports_trtilm_attention(is_prefill=is_prefill) and (
num_qgo_heads % num_kv_heads == 0

def use_trtlim_attention(...) -> bool:
#.. Hes ...

# decode auto-detection FH3 SMI0 + FP8 thkia %
if current_platform.is_device_capability(90) and kv_cache_dtype.startswith("fp8"):
# SMA0 + FP8 KV cache: prefer the XQA decode kernel.
use_trtlim = True
else:
# Decode auto-detection: original logic
use_trtlim = num_tokens <= 256 and kv_cache_dtype == "auto"
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