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self.mla_attn = DeepseekV4MLAAttention(...)

self.padded_heads = self.mla_attn.padded_heads # R & KFEDH E G

# _fused_gnorm_rope_kv_insert LR EE padding B g tensor, MIEEIFEBEREN g
def fused_gnorm_rope_kv_insert(self, g, kv, positions, attn_metadata) -> torch.Tensor:
"R E T padding 89 g, profile run RFEEZEN F.pad %#HBh, "



if not isinstance(attn_metadata, dict):
if self.n_local_heads < self.padded_heads:
return F.pad(qg, (0, 0, 0, self.padded_heads - self.n_local_heads), value=0.0)
return g

return torch.ops._C.fused_deepseek_v4 _gnorm_rope_kv_rope_quant_insert(...)

#IARAATBEEESBEN F.pad

q = self._fused_gnorm_rope_kv_insert(q, kv, positions, attn_metadata)
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class DeepseekV4SparseMLAAttentionImpl(SparseMLAAttentionImpl[FlashMLASparseMetadatal):
@classmethod
@abstractmethod
def get_padded_num_g_heads(cls, num_heads: int) -> int:
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raise NotImplementedError

class DeepseekV4FlashMLASparselmpl(DeepseekV4SparseMLAAttentionImpl):
@classmethod
def get_padded_num_g_heads(cls, num_heads: int) -> int:
# FP8 decode kernel R h_q = 64 =% 128
if num_heads > 128:
raise ValueError(f'DeepseekV4 FlashMLA does not support {num_heads} heads")
return 64 if num_heads <= 64 else 128
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class DeepseekVAROCMAIiterMLASparselmpl(DeepseekV4SparseMLAAttentionImpl):
@classmethod
def get_padded_num_g_heads(cls, num_heads: int) -> int:
# ROCm B34 AL padding 43R, BE#EREJR#E head &
#7728 #Z8 NVIDIA CUDA WAZR X HF 64/128, TP 7R T Al REAA R
return num_heads
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