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trigger_completion_at_end #4fZ A num_tokens > PDL_ADVANCE_LAUNCH_TOKENS
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« vlim/distributed/device_communicators/flashinfer_all_reduce.py (#3k #{EZ; 25|
source; £ core-logic; &5 all_reduce, PDL_ADVANCE_LAUNCH_TOKENS) :
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; 2R core-logic; &5 call_trtlim_fused_allreduce_norm,
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vlim/distributed/device_communicators/flashinfer_all_reduce.py

FlashInfer all-reduce #/W 523, AT PDL BahE Sk A K4,

def all_reduce(self, input_tensor: torch.Tensor) -> torch.Tensor:
# #EF num_tokens AT HIBT 2 T FFEK
num_tokens, hidden_dim = input_tensor.shape
workspace = get_fi_ar_workspace(
world_size=self.world_size,
rank=self.rank,
max_token_num=self.max_num_tokens,
hidden_dim=hidden_dim,
dtype=input_tensor.dtype,
group=self.group,
)
# launch_with_pdl=True i %8 all-reduce #RIAE L 5 LN
# trigger_completion_at_end £ token KT BRM{EREFRRKFRE
return flashinfer_comm.allreduce_fusion(
input=input_tensor,
workspace=workspace,
pattern=flashinfer_comm.AllReduceFusionPattern.kAllReduce,
launch_with_pdI=True,
trigger_completion_at_end=num_tokens > PDL_ADVANCE_LAUNCH_TOKENS,
)

vlim/compilation/passes/fusion/allreduce_rms_fusion.py

FIRRLE pass F trtlim B3R fused allreduce + norm AA, R % PDL fihk &4,

def call_trtlim_fused_allreduce_norm(

allreduce_in: torch.Tensor,

residual: torch.Tensor,

rms_gamma: torch.Tensor,

rms_eps: float,

world_size: int,

launch_with_pdl: bool,

fp32_acc: bool,

max_token_num: int,

pattern_code: int,

norm_out: torch.Tensor | None = None,

quant_out: torch.Tensor | None = None,

scale_out: torch.Tensor | None = None,

scale_factor: torch.Tensor | None = None,

) -> None:

#3E: BRRMAN 2D tensor, B 3D R (T KX)

num_tokens, hidden_size = allreduce_in.shape

# ... it& current_tensor_size, use_oneshot & ...

flashinfer_comm.allreduce_fusion(
input=allreduce_in,



workspace=workspace,

pattern=pattern_code,

launch_with_pdl=launch_with_pdl,

output=None,

residual_out=residual_out,

norm_out=norm_out,

quant_out=quant_out,

scale_out=scale_out,

residual_in=residual,

rms_gamma=rms_gammad,

rms_eps=rms_eps,

scale_factor=scale_factor,

layout_code=layout_code,

use_oneshot=use_oneshot,

fp32_acc=fp32_acc,

# ARIE token FORE R EEIFEMR, BUEE & PDL_ADVANCE_LAUNCH_TOKENS ZI{E X
16

trigger_completion_at_end=num_tokens > PDL_ADVANCE_LAUNCH_TOKENS,

)
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