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ZGPU ®IE + UVA #8515k + % kernel 2B HERREFE (
PromptEmbedsState.add_request/apply) , BiBZFIER H2D # N BRI ERK—XK, #HH
num_computed_tokens 5 embeds_len f chunked prefill clamp, Z{HEE FAHNER;
ZRBENFRE + BEIEATES A RIR &k KR 1T (ModelState.supports_prompt_embeds +
resolve_model_state_cls #F4") , B LA U ASEMEAEKINEIRE embedding; =& PR
I njhill 5§ gthequartermasterman X F ZARZME / ZBRIZER ORE, =IEMR
VLLM V2 ThEEER S g py e B 25, BBt X FE BE tests/v1/worker/test_prompt_emb
eds_state.py B9 4 N FRAB, FEE mm + prompt embeds AE4F follow-up PR b
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FEKRENZRI, V2 model runner SEBREREMER BEIEIESLIZIFE: PR body AHIKIKHE
A pydantic_core.ValidationError: Value error, VLLM_USE_V2_MODEL_RUNNER does
not yet support: prompt embeds, VLLM_USE V2 MODEL_RUNNER=1 pytest
tests/basic_correctness/test_basic_correctness.py::test_models -k "True-uni or

True-mp" &F& A 8 failed, TEFEMIRITRIFLH after A4 8 passed, FHIEME viim serve
—enable-prompt-embeds 89 Qwen3-0.6B BIEIA, prompt_embeds 5 XCAREKE/Z % H
MATCH, EXMZEA EXBEISIE: maintainer njhill —E % are we sure we want to
support this in MRV2? We should not just port over everything blindly”, BAF
gthequartermasterman BN H I FE2Z L EIZSFE E— R BIIGKNZESHEL R (
Nemotron 3 Super M HmASEE. Llama SHmLEE. Mistral AgmiSEE) CER / 3Mm / B
BEZRICREE B token embedding F 18], EF#EF N R EE fork vVLLM, 2R 5B LR AR 4F
HRE,
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1. REEHIERZA: viim/config/viim.py IR V2 runner “RXFF prompt embeds” 892 5hHA
A&, (-3 47) ; vllm/vl/core/sched/output.py A NewRequestData #¥& prompt_len &
M——prompt_token_ids %6, EHIR prompt_embeds.shape[0], #RZAN 0, £
GPUModelRunner.add_requests BEMl#ER KB assert new_req_data.prompt_token_ids



is not None, RIE pooling BRRE iz =,

2. GPU MRS E &M kernel () : #3E viim/v1/worker/gpu/model_states/prompt_em
beds.py, PromptEmbedsState.__init__ #3* gpu_tensors: dict[reqg_id, (embeds,
mask)] fR7ESI A, UK Z3KI req_state index &5|89 UvaBackedTensor (embeds ptrs
/ mask_ptrs / embeds_lens) ; add_request B async_tensor_h2d fii—>kM#ENHE XN
$8%5t, T embeds BtAIE embeds_lens.nplreg_index] EEMUE R E A index Wiz & F
$8%5t; apply_staged_writes Z&— TRl UVA; apply RZE gpu_tensors FEZEBT B35
_apply_prompt_embeds_kernel, grid A (num_regs, cdiv(max_query_len,
TOKEN_BLOCK)),

3. ModelState BAEHM): interface.py R AL get_ mm_embeddings B4 & A
prepare_inputs_embeds (%&—7&% MM embedding 5§ prompt embeds) , FH g
supports_prompt_embeds: ClassVar[bool] = False; model_states/__init__.py &
init_model_state 3FEX resolve_model_state_cls + SZHMLFZ, DUBEEMBERIRE L REE
AAREF IR X IFNSEZIM ValueError; encoder _decoder.py BN B RIELA ;
vlim/model_executor/models/diffusion_gemma.py. longcat_flash_ngram.py &iEH =R

FMEZ,

4. Model Runner & F3&E®: model_runner.py #3€ uses_inputs_embeds =
supports_mm_inputs or enable_prompt_embeds, dummy run %—&
model_state.dummy_inputs_embeds(...), execute_model ¥ inputs_embeds = B &R
X requires_raw_input_tokens BH3E input_ids BZ, LoRA X UKFENA
self.supports_mm_inputs and self.lora_config is not None; _remove_request BXA %3%
reg_id 7B model_state 5 &R5| KEARIBIIRA, A review FEHH index EAES
: 34k prompt logprobs 5§ prompt embeds & EIFTE,

5. MM HiE#&125 M-RoPE i¥J&: encoder runner.prepare_mm_inputs X modality == "
prompt_embeds" BISFAERBZX AL E, MAEH async_tensor_h2d HES A
encoder_cache.encoder_outputs, it/E%4t gather_mm_embeddings B Frg
is_ mm_embed B12HfE (HF renderer 38 prompt_embeds Y pREE MM BEANEE RS
BARF L) ; DefaultModelState.add_request 7 A
rope_state.init_prefill_positions BI3XJEIE prompt_embeds A, BANECETL grid 28
AU ERARAS, M M-RoPE BIZEMHLE® grido

6. MRS IIEACE: F3E tests/v1/worker/test_prompt_embeds_state.py (4 AN :
chunked prefill 54 R, ¥ embeds KR clamp. is_token_ids ##5. index £
FREEIE) , ¥ & tests/vl/worker/test_encoder runner.py (BBZEHE. EfFaPa,
4 embeds OB RIGEE) , A tests/vl/worker/test_gpu_model_runner.py;
PR body BY3#F|3RIIEE % 8 /N basic_correctness FABlE HTTP B, & mm +
prompt embeds HETIEI AR XFF, 1EE R follow-up PR H4L3E,

REEMF:

« vlim/v1/worker/gpu/model_states/prompt_embeds.py (#3k 32N ; 25| source; 3£
A core-logic; 5 PromptEmbedsState, PromptEmbedsState.init,
PromptEmbedsState.add_request, PromptEmbedsState.remove_request) : A& PR 894X
R X PromptEmbedsState (UVA #5t% + 8FRK— Kk H2D) 5



_apply_prompt_embeds_kernel &0 kernel, RE T prompt embeds £ MRV2 # #£3I
TATEHE X,
vlim/v1/worker/gpu/model_states/default.py (#E3k BARRZ; £ 5| source; KR
core-logic; 5 supports_prompt_embeds, add_request, remove_request,
dummy_inputs_embeds) : DefaultModelState XA prompt embeds FSZFrEEA A : FE R
supports_prompt_embeds. #%1t PromptEmbedsState 54X RFFEZFX, £
get_mm_embeddings ¥ 5 A% — A B prepare_inputs_embeds, L MM HABTHY
embed_input_ids % %,
vlim/v1/worker/gpu/model_states/interface.py (3R JRSFED; £ 5| source; H£KH
data-contract; 55 supports_prompt_embeds, prepare_inputs_embeds) : #HZEDO K
AT E & get_mm_embeddings £ A prepare_inputs_embeds, FH#3E
supports_prompt_embeds £ REEAFRE, ZFTA ModelState LIS =AY &SRS
BB IRME API AL,
vlim/v1/worker/gpu/model_runner.py (#3k #AEEITE; KB source; EA core-logic
. f&5 uses_inputs_embeds, execute_model, add_requests, _remove_request) :
Model Runner & Ti&B: uses_inputs_embeds &—#M AL X. KA
NewRequestData.prompt_len. #FRX prompt_token_ids HI5EKI=. 1E1IE
_remove_request IR IEEINF,
tests/v1/worker/test_prompt_embeds_state.py (#E3k AMIR; L5 test; LR
test-coverage; 5 NewRegData, Batch, make_state, _apply) : BZ2ZM kernel
B 2BR KB X . chunked prefill ¥, B embeds KEH clamp. is_token_ids /35
index £ Fl/E 7R B/R3E, B W45 ERMNE ERKE,
vlim/v1/worker/gpu/mm/encoder_runner.py ({£ik 52 35| source; K
dependency-wiring; 45 EncoderRunner.prepare_mm_inputs) : MM E i B2 0 &< 5
X5l prompt_embeds BASFEH AR EMR, MEEFES AN encoder_cache, EE4E
gather BEEBIARAE is_mm_embed BI2HHE,
vlim/v1/worker/gpu/model_states/__init__.py (#3k RS ; 25| source; ER
entrypoint; &5 init_model_state, resolve_model_state_cls) : BaifAREALD: &
init_model_state 5 resolve_model_state_cls, £ %8 ModelState SZILAEMER]
BRI R4, 2R A WBORITAIREEE =,
vlim/v1/core/sched/output.py (#£3k EE%HH; K5 source; ER data-contract; F5
NewRequestData.prompt_len) : #3% NewRequestData.prompt_len B, A%E
prompt_token_ids RA prompt_embeds BiERSEILIERNKIERLY, & worker MM
FRI& TS BYRTIR,
vlim/v1/worker/gpu/model_states/encoder_decoder.py (#i3k RARFLIRA; 25| source
; 2R data-contract; 45 prepare_inputs_embeds) : B RIE4 encoder-decoder &
RE A prompt embeds, HEAEEL TR, KILT A RREESHIRE KBRS,
vlim/config/viim.py (#3k BLERIE; 25| source; £ R configuration; &5 VlimConfig)
CHREMEREZRND : MIER V2 runner R &3 prompt embeds BB sEAER, & 8 A
basic_correctness BAFIMEKEE HiB W EERE,



. tests/v1/worker/test_encoder_runner.py (13t A5 2EMIR; K5 test; EHR
test-coverage; 5 _model _state, embeds_item, _pe_feature,
test_prepare_mm_inputs_passes_prompt_embeds_through) : 3&3F prompt_embeds 1
A MM ESHERIEX: BARSERNRIEESEREAREE. EEX2GFHREFBFEEL
f&, 4h embeds #OR R L AL 2,

XS PromptEmbedsState.add_request, PromptEmbedsState.remove_request,
PromptEmbedsState.apply_staged_writes, PromptEmbedsState.apply,
_apply_prompt_embeds_kernel, DefaultModelState.add_request,
DefaultModelState.remove_request, DefaultModelState.dummy_inputs_embeds,
DefaultModelState.prepare_inputs_embeds, ModelState.prepare_inputs_embeds,
init_model_state, resolve_model_state_cls, NewRequestData.prompt_len,
EncoderRunner.prepare_mm_inputs, GPUModelRunner.execute_model,
GPUModelRunner._remove_request

KELRAD B

viim/v1/worker/gpu/model_states/default.py

DefaultModelState Bk A prompt embeds BISZFRIFEAL : FBH supports_prompt_embeds.
W4 PromptEmbedsState 54 XXAREIFEZ P X, & get_mm_embeddings ¥ 5 A% — A0
prepare_inputs_embeds, F T MM AR embed_input_ids &%,

# vlim/v1/worker/gpu/model_states/default.py (EFTEIE 51 < 9ZH)

class DefaultModelState(ModelState):
# BENMEE: RAFBNA True B ModelState 4 #3F —enable-prompt-embedss,
supports_prompt_embeds = True

def __init__(self, vllm_config, model, encoder_cache, device):
super().__init__(vlim_config, model, encoder_cache, device)

self.prompt_embeds_state: PromptEmbedsState | None = None
if self.model_config.enable_prompt_embeds:
self.prompt_embeds_state = PromptEmbedsState(
self.max_num_regs, self.inputs_embeds_size, self.dtype, self.device

)

if not self.supports_mm_inputs:
# AR EE LTI inputs_embeds ZHIX,
# YEA ST encoder_runner.inputs_embeds,
embeds_buffer_size = (self.max_num_tokens, self.inputs_embeds_size)
self.inputs_embeds = torch.zeros(
embeds_buffer_size, dtype=self.dtype, device=self.device
)
# ... (rope_state / mm_pruner ¥R FLRE)

def add_request(self, reg_index: int, new_req_data: NewRequestData) -> None:
if self.rope_state is not None:
assert new_req_data.prefill_token_ids is not None



# prompt_embeds 2% grid RN ERELS, M M-RoPE BRiZEANFE
# &% grid, EptEBeikeE, BN ERmEEE,
mm_features = [
f for f in new_req_data.mm_features if f.modality != 'prompt_embeds'
]
self.rope_state.init_prefill_positions(
reg_index,
self.model,
new_req_data.prefill_token_ids,
mm_features=mm_features,
)
if self.prompt_embeds_state is not None:
self.prompt_embeds_state.add_request(req_index, new_req_data)

def remove_request(self, req_id: str) -> None:
# % req_id B2, %5 req index ERAAXE TS,
if self.prompt_embeds_state is not None:
self.prompt_embeds_state.remove_request(req_id)

def dummy_inputs_embeds(self, num_tokens: int) -> torch.Tensor:
# dummy run ARIZFPRX, RAEBREEX,
if self.supports_mm_inputs:
return self.encoder_runner.inputs_embeds[:num_tokens]
return self.inputs_embeds[:num_tokens]

def prepare_inputs_embeds(self, scheduled_encoder_inputs, input_batch, req_states):
# CUDA graph T input_batch.input_ids TTRE# padding, XEBEEk padding
# BURIZR, DAIUEC is_mm_embed B (num_tokens,) F4K,
input_ids_unpadded = input_batch.input_ids[: input_batch.num_tokens]

if self.supports_mm_inputs:
self.execute_mm_encoder(scheduled_encoder_inputs)
mm_embeds, is_mm_embed = super().gather_mm_embeddings(input_batch)
if self.mm_pruner is not None and mm_embeds:
# EVS: AWBBEAER mrope LE,
mm_embeds = self.mm_pruner.recompute(mm_embeds, input_batch, req_states)
# 25 flush staged writes, prepare_inputs() A 8EiZBIFE,
self.apply_staged_writes()
inputs_embeds = self.encoder_runner.get_inputs_embeds(
input_ids_unpadded, mm_embeds, is_mm_embed
)
else:
# & MM B AR S X : HEE embedding %&. BH prompt embeds &
# model_runner &8 input_ids X None, A REEM inputs_embeds BRI
input_embeddings = self.model.embed_input_ids(input_ids_unpadded)
self.inputs_embeds|: input_embeddings.shape[0]] = input_embeddings
inputs_embeds = self.inputs_embeds

if self.prompt_embeds_state is not None:



# EEAR embedding Z BB, chunk/ #A4iE X & kernel RERAIKT,
self.prompt_embeds_state.apply(
input_batch, reqg_states.num_computed_tokens.gpu, inputs_embeds

return inputs_embeds|: input_batch.num_tokens_after_padding]

viim/v1/worker/gpu/model_states/__init__.py

RBEEARIEAD : & init_model_state $FH resolve_model_state cls, R XIFH
ModelState SZINLFEMZERIBI AT AR $E4E, 2 R3R K MR TR KX % &,

# vlim/v1/worker/gpu/model_states/__init__.py (EFFEESHNTEHE)

def init_model_state(vllm_config, model, encoder_cache, device) -> ModelState:
cls = resolve_model_state_cls(vlim_config, model)

# XS EFERZABE prompt embeds B ModelState 7E /B BHA B 1R,

# B U MEAR. PR embedding #EF,

if vllm_config.model_config.enable_prompt_embeds and not cls.supports_prompt_embeds:
raise ValueError(f'--enable-prompt-embeds not supported with {cls._name_}.")

return cls(vllm_config, model, encoder_cache, device)

def resolve_model_state_cls(vlim_config, model) -> type[ModelState]:
#AEXR 5 LA FF: RRATUEREEMEZ R
# A ERRANEENIRE (supports_prompt_embeds) .
if hasattr(model, 'get_model_state_cls'):
return model.get_model_state_cls()

# Cross-attention 89 encoder-decoder #& (Whisper. CohereASR. NemotronParse %) ,
if any(isinstance(m, CrossAttention) for m in model.modules()):
from vlim.v1.worker.gpu.model_states.encoder_decoder import (
EncoderDecoderModelState,

return EncoderDecoderModelState
# Encoder-only attention ZIERERH, REE KV cache,
if any(
layer.attn_type == AttentionType. ENCODER_ONLY
for layer in get_layers_from_vlim_config(vlim_config, Attention).values()
from viim.v1.worker.gpu.model_states.encoder_only import EncoderOnlyModelState

return EncoderOnlyModelState

if vlim_config.model_config.is_hybrid or vlim_config.model_config.is_attention_free:
from vlim.v1.worker.gpu.model_states.mamba_hybrid import MambaHybridModelState



return MambaHybridModelState
from vlim.v1.worker.gpu.model_states.default import DefaultModelState

return DefaultModelState
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1) BERZXE (REEMNRITEIL) : njhill i But are we sure we want to support
this in MRV27? We should not just port over everything blindly, we would like to
deprecate as much as possible.] , F3BEThEEREHIIE; 7EF gcanlin B TAgree.
But I'm not sure how to decide whether any feature is needed. Do we have any target
or plan for MRV2?] . gthequartermasterman M & A ERIZURITEFK: 11 for one
would be greatly disappointed if prompt_embeds support was deprecated. My business
is built on it, and if it were removed, I'd have to fork vLLM to continue doing business.]|
,#Wéé%%mﬁ/ﬁﬁ/lﬁﬂ%&ﬁi$emmwmggmmmﬁommn@fmms
useful feedback!l , FE/EE B rebase. rework ¥ &3, EX LWELREE 245,

2) B3| EWIRF A gemini-code-assist F8H remove request JIfUF iG55
——req_states.remove_request(req_id) &3 index VIZEZRM, EME
model_state.remove_request(req_index) Z RiiZ index #H1ERKER, IERRSSHEIRE
, EIWHETE model_state, gcanlin EE [Fixed.] ; M&Z head &,
PromptEmbedsState.remove_request(req_id) Eﬁ(?ﬂ?ﬁ? req_id Bk, MIRITEEMRT index
£ R R,

3) prompt logprobs B F<FE: yewentao256 3| A V1 BEAE R if
request.prompt_token_ids is None: # Prompt logprobs is incompatible with prompt

embeddings / continue, 18] [We have this in v1, should we add it as well?] , gcanlin &
[Yes. I add the guard before add_request.] .

4) mm + prompt embeds A& : yewentao256 EINIL inputs_embeds &5 prompt_embeds
FHRS elif 2%, gcanlin L2 BHRBUAXIFASE, 52N test_chat_completion_with_mixed
_image_embeds.py £ V2 TR AttributeError: 'DefaultModelState' object has no
attribute 'prompt_embeds', mAHIA V2 hasn't supported mm + prompt embeds even
if not changing this] , ¥EinA unsupported %|& &% follow-up PR,

5) AyEEa4Z: gcanlin 31X Would renaming this method to prepare_inputs_embeds
be better so that we can have less intrusive code for model runner backbone?] , it—

NSRRI AE mm embed 5 prompt embed, ZZEINAE njhill B9EH T TEH,

6) REEMRMR: yewentao256 ERi7 " BARMER T 4 U BRI E Xt (EEAN LT
basic_correctness 5 test_deep_sleep B before/after HE) HERKEM diff; mergify £
RIBTR pre-commit KK, TAHE njhill 5B rebase 5 @1k,

« MRV2 Z& NiZ % #F prompt embeds, XEZRMEAM V1 f5HE—#EF (design): (REBH

ZAFE, njhill AR S IIEE TS EMHEHF; ANILT V2 HERETERARILS
B i miTesERN.



« _remove_request ¥ reqg_index )3iX5 model_state JEEMIAF ZA (correctness): %&&
F8 5 R5| £BEH model_state JRE; T head #H—F
PromptEmbedsState.remove_request BR A% req_id Bk, MRt EMMRES|E AR,

« prompt logprobs 5 prompt embeddings W& F5F I (correctness): ¥ add_request Z Al
*EFE, 1TRE V1 X5F,

« mm + prompt embeds HE&E V2 FEIZFEE (design): V2 B AR EXFF mm + prompt
embeds, BN XIFFIRIRERK, VEEFEAE follow-up PR H4h5%,

« get_mm_embeddings & E 4% A prepare_inputs_embeds (design): 7 K,
njhill B9EM F &8 ModelState.prepare_inputs_embeds, it default.py EHFE%K
MM 5 4 R 4 B8 12

< ANFEE R, FRE diff § pre-commit KK (style): YEZ&E#MNF T basic_correctness 5
test_deep_sleep By before/after HE, FIE njhill #FE T rebase. EMSRFHE,

R 5 B

c MK 1) BOESLNFEAEMNEE: ModelState.get_mm_embeddings —
prepare_inputs_embeds B TEXHRATE, REENRN default.py.
encoder_decoder.py. encoder_only.py. diffusion_gemma.py.
longcat_flash_ngram.py #b, B EXHER / B =7 ModelState FE =T
get_model_state_cls() JEMBE A state HIRRESE ARG L ZIIR AttributeError/ % H
YEASZH,; RIBE supports_prompt_embeds ZRIA False, F=AELMEFRBAFHH,
—enable-prompt-embeds ¥ B ValueError (X2AEBAZHRELK, BEEE
release note F¥tBH) .

2) #7 Triton kernel B9BEZ 5 IEFME:  apply_prompt_embeds_kernel R&E CUDA _E¥RISIE

, tests/v1/worker/test_prompt_embeds_state.py TRERF pytest.importorskip("triton") +
torch.cuda.is_available() fuiERZ BT, JE NVIDIA F£& (ROCm/XPU/CPU CI) BRIAFRI
1T; kernel 33 tl.pointer_type EEFEMR device pointer, self.dtype 5§
inputs_embeds.dtype R—KBEtRA assert BJE, BMHREIRESRMAEFFRIZEBIESRIEES
Fo

3) FeET R A REIERRI: 85T ERIEM self.gpu_tensors FIKEWNER, HREZEMRIIZ dict
#B51 A ; remove_request 5§ add_request(None) B2ER R&E dict § embeds_lens, &X3k
AAER LR ATFEKRLL embeds SKEWE R (0 pinned memory 1) , kernel RIZEFEH
$Ti%ER, test index_reuse _clears stale_entry REBZE T index £ AX—f&RE% &,

4) BEAAER%: mm + prompt embeds #E V2 IAXF (GHETRAMKILE) . BRAETER
SR EEELR V1 runner; encoder decoder / JBAERISRRIZWIEIEL, AP IEX LR BR
" A,

5) MEES EHET: BA prompt embeds G4 X AR SHEIF—5 (max_num_tokens,
inputs_embeds_size) B inputs_embeds &KX, HESE model.embed_input_ids +
kernel &in, AEELAL input ids BRI I—K embedding &%&5 —>K kernel launch (
gpu_tensors AERTEBE)



6) HEESREIRIARE: prompt logprobs 5 prompt embeds B, REepdxtNiER, EEL
XK AR, TUAFSESIERT prompt logprobs HERE|"WEBRIT N, - BM: WA
F: &R VLLM_USE_V2_MODEL_RUNNER=1 BfEF --enable-prompt-embeds BJIRBRFH
Bk, /vi/completions. /vi/chat/completions B prompt_embeds BIAE MRV2 T5
V1 fTAXT (EEREE Qwen3-0.6B BMEH prompt_embeds § X ARZHH T4L2—3K)

, BB IINAESEASRLENLSIZE (gthequartermasterman A F) BUKRLOEF A
b forke X A%%: KENEFE vl worker 5§ model_states B, prepare_inputs_embeds A
mm 5 prompt embeds B9%— A0, BEEAAFMATSRSEXLERZ, MRV2 5

V1 BsheE ZEE#—F 4/\; NewRequestData.prompt_len iLREHH A T token id &R IE
NEE, HKRT worker MIKGEKTE ., XEPBA: ModelState HZ AEE L + BENIREEEMAE
REZ BRI RATE, NIER (diffusion_gemma. longcat_flash_ngram) BE#, &
SANRY REZRS; FEHZ PR ML T V2 SFHEREEA AHL SO IMESER. BmEE
Tl PERLE, BT MRV2 9XEshgiihemELARIH, - Rt E0ESLHT
3%, Triton kernel {7 CUDA &% , mm + prompt embeds &5k |, 15T RIRERIS
A, 333 Cl ARBA TIRIE

KERRBKL

« PR #51700 [2/2][Model Runner V2] FULL CUDA graph capture for microbatched
steps (DBO): RJ& MRV2 E£F&E#, Bksh vlim/v1/worker/gpu/model_runner.py.
cudagraph_utils.py 5 vlim/config/viim.py; 4~ PR # uses_inputs_embeds /
dummy_inputs_embeds 252 %48, EFIAFIRZIEA FULL CUDA graph 3R T
Ao

« PR #56707 [CI] Initialize warmup registry in V2 QSA runner fixture: [EJ&
tests/v1/worker T V2 model runner MR K&, 4 PR #3EHY
test_prompt_embeds_state.py 5 test_gpu_model _runner.py #iAL£ER —#EE S5 CI
fear,

« PR #56305 [Attention] Add Triton/FlashInfer composite for multimodal prefix
attention: iZ PR 237 vl ZESESETENKIZ; &K PR 8 prompt_embeds Ei# (
encoder_runner 5 X encoder_cache. %2 is_mm_embed $t#) ERTR—ELZHESHA
BX, ZHEERRE ZESAISEEHME,

« PR #42168 MTP compatibility with prompt embeds input (iti6&H 8 PR, sraligit
BHER) : gthequartermasterman 111818 H 1% MTP + prompt embeds & T/ERE
MRV2 X ZEHMEAN—NA, 54X PR EEMRRERBIX R,



