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1. FIWEAFHATE (viim/model_executor/layers/quantization/utils/quant_utils.py) : 3
M7 kint4W4A8StaticGroup*Sym &F|EE, A INT4 WAA8 B A EEXRERA (
QuantKey) , X FF group size 32/64/128 #n3@ F group-wise &R, NJE%L Oracle #4T
B EUECIR AR,

2. X W4A8 INT8 Oracle %% (F#E viim/model _executor/layers/fused_moe/oracle/
w4a8_int8.py) : SEIT W4A8Int8MoeBackend #2Zs (BRI X #F CPU_INT4) .
_get_priority_backends MRIEFEIKER T /G, backend_to_kernel_cls ¥ )& 3B gt B X
MBERE CPUExpertsintd, URAZOLREL select_w4a8_int8_moe_backend, HRiE
MoE ECEAn KA B ohikiF s (E/53, b Oracle AL —EZED, ZHFENEES
snEk B s EER,

3. 523, CPU INT4 £%3£ (¥ vlim/model_executor/layers/fused_moe/experts/cpu_int4
_moe.py) : B3 CPUExpertsint4 3, #%& FusedMoEExpertsMonolithic, SZZN apply
F3RRRAEE dynamic_4bit_int_moe WAZBATRIMITE, ZEFBHT —4A%| _supports_*
BASTEFATRARE I NS (iR&E, BERK, HTRE. EAES) , #k
Oracle BETSIRYEIX L TOEARAHATIE,

4. %% CompressedTensors W4A8 INT8 MoE A% (52K
vilm/model_executor/layers/quantization/compressed_tensors/compressed_tensors_m
oe/compressed_tensors_moe_w4a8_int8.py) : FEANFHEEREITE. NEEFEN



FBEBRR, IKAE init P@EIE select w4a8 int8 moe_backend FE/GIRfoE R,
N apply AIEBRFCAEREN apply, K@EMHTRALIN, EHS Oracle Ao

5. IEBIMR (B tests/kernels/moe/test_cpu_int4d _moe.py) : ®ET
test_cpu_int4_moe_kernel MR EK, LKA INT4 MoE &, ¥ CPUExpertsint4
BATEIR, HE5EA KleidiAl HFHS5E LI LEBERE, RIE kernel IEFME, MR &
4 channel-wise %7 group-wise ZfH&1tELE,
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« vllm/model_executor/layers/fused_moe/oracle/w4a8_int8.py (#ik EAZE; 25| source
; R data-contract; 5 W4A8Int8MoeBackend, _get priority_backends,
backend_to_kernel_cls, map_w4a8_int8_backend) : Oracle #EAZ B, EX T B
A, A FIRER, BRETAEERER, BARMBZNEAND,

« vllm/model_executor/layers/fused_moe/experts/cpu_int4_moe.py (#Eik ERAE; K5
source; E™ data-contract; &5 CPUExpertsint4, init,
expects_unquantized_inputs, activation_format) : CPU £ HH INT4 W4A8 & F 52,
K FusedMoEExpertsMonolithic, #ft apply A3%BAEA 4-bit MoE W%, HEBR—
RY|TTEIEF A M Oracle &14),

» vlim/model_executor/layers/quantization/compressed_tensors/compressed_tensors_mo
e/compressed_tensors_moe_w4a8_int8.py (#3k RisRiEAEDL; 2 H| source; HEA
data-contract; &5 _pack_matrix, is_monolithic, _act_kind, apply) : ¥BRAE M
CompressedTensorsW4A8Int8MoEMethod ¥ E Oracle 3, EMRFahikizfniTai®
38, AZEH Oracle IR E3H,

. tests/kernels/moe/test_cpu_int4_moe.py (3R MR ; 25| test; £ test-coverage;
5 _silu_and_mul, _pack_int4_weight_to_kleidi, _make_int4_moe_weights,
_n_scale_cols) : EREMRIIE CPUEXpertsInt4 BIMEMAIEE S HEE, B4
channel-wise #7 group-wise BLE,

« vlilm/model_executor/layers/quantization/utils/quant_utils.py (#3k BB E; 2£3)]
source; M data-contract) : #inm INT4 WAA8 B EA® E, AN Oracle MELEH
RERHFERXFE B QuantKey,

XEFE: select_w4a8_int8_moe_backend, CPUExpertsInt4.apply,
CompressedTensorsW4A8Int8MoEMethod.init,
CompressedTensorsW4A8Int8MoEMethod.apply
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vlim/model_executor/layers/quantization/compressed_tensors/compressed_t
ensors_moe/compressed_tensors_moe_w4a8_int8.py

¥R A B CompressedTensorsW4A8Int8MoEMethod iT# %E Oracle #5,, =KRFshktkfn
TRZELE, KAZEF Oracle EFWEH,

#EEEN _init_ AIERE: EAMBRARES select w4a8_int8_moe_backend FRERE i
# FTEREFHNRIIFEKRE op THME, 2FHR% Oracle BT RTEE

from vlim.model_executor.layers.fused_moe.oracle.w4a8_int8 import (



select_w4a8_int8_moe_backend,

class CompressedTensorsW4A8Int8MoEMethod(CompressedTensorsMoEMethod):
def __init__(self, weight_quant, input_quant, moe, layer_name=None):
super().__init__(moe)
self.has_bias = self.moe.has_bias
self.weight_quant = weight_quant
self.input_quant = input_quant
self.static_input_scales = False
self.group_size = (
weight_quant.group_size if (weight_quant.group_size is not None) else -1
)
# RIEEMAE (BEEARRIE)

# 33 Oracle #FEEImfETRE
# WRIEEILH group_size #3E QuantKey
if self.group_size == -1:
group_shape = GroupShape(-1, 1)
scale_dtype = torch.float32
else:
group_shape = GroupShape(1, self.group_size)
scale_dtype = torch.bfloat16
weight_scale_desc = ScaleDesc(scale_dtype, True, group_shape)
weight_key = QuantKey(torch.int8, weight_scale_desc, True)
self.backend, self.experts_cls = select_ w4a8_int8_moe_backend(
moe, weight_key, activation_key=None

)
# J54L create_weights #0 apply £@3REF4 experts_cls
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L)) SETTRWE TypeError, EA Parameter B data FREHN None, REKA
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, ERBAIZE Parameter RI#iREE, ZICREIFKE. AT LHRENEPHAARE, E
MG L3R R “Tixes #EM 7] 8 EAS IE .

« torch.nn.Parameter(None) &3k TypeError (correctness): REXIETAMEE, {BF4L
’REE 'fixes' KATREEASIE,

- group_size TTEEIR (channel-wise A 1 i3k -1) (correctness): REXIEFHAMEE,
BEERERTREMEE,
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