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# —— MiniCPM-V %#5 2 CUDA Graph Az 52, —-

class _MiniCPMVEncoderCudaGraphMixin(MiniCPMVBaseModel, SupportsEncoderCudaGraph):
"' MiniCPM-V 2.5/2.6/4.0 &#t455 % CUDA Graph X8 mixin 2, """

# FRBIRARE X3 FREL 2§ CUDA Graph
supports_encoder_cudagraph: ClassVar[Literal[True]] = True

def get_encoder_cudagraph_config(self) -> EncoderCudaGraphConfig:
"R B % CUDA Graph BB, BIERHHEH, "
# MiniCPM-V M3 3k%H2 patch-grid R~ (nb_h, nb_w)
capture_axes = (
(
(32, 32),
(32, 64),
(64, 32),
# ... HibeTEER grid R+

)
return EncoderCudaGraphConfig(

modalities=["image", "video"],

buffer_keys=|[
_MINICPMV_CUDAGRAPH_BUF_KEY_TGT_SIZES,
_MINICPMV_CUDAGRAPH_BUF_KEY_PATCH_MASK,

1,

out_hidden_size=..., # #ER[aHE £ E

capture_axes=capture_axes,

# .. HtEE

def prepare_encoder_cudagraph_capture_inputs(

self,

token_budget: int,

max_batch_size: int,

max_frames_per_batch: int,

device: torch.device,

dtype: torch.dtype,

path: str = "default”,

axis_keys: tuple[Hashable, ...] | None = None,
) -> EncoderCudaGraphCapturelnputs:

""3 CUDA Graph ##IEEMAZFX,

LITMH axis_keys CREHRH) K, ZFRXA/NERSE
% patch-grid RYIEHAE, #BEHETRYE,

# RIF axis_keys THEBEEE. HEMRAI T



pixel_h, pixel_w = self._mcpmv_patch_grid_pixel_hw(axis_keys)
max_num_patches = self._mcpmv_patch_grid_num_patches(axis_keys)

# PIZEEHRNEPX, ATIEEE CUDA Graph ¥
values = {
_MINICPMV_CUDAGRAPH_BUF_KEY_TGT_SIZES: torch.zeros(
(max_batch_size, 2), device=device, dtype=torch.long
).
# ... HthgpX
}

return EncoderCudaGraphCapturelnputs(values=values)

# ... HEfEEO A

vlim/v1/worker/encoder_cudagraph.py

i s CUDA Graph EERENZOEE, W RUXFHRNY, RTENHER E&fE
TR o
#— R FE TS FHORK —

class EncoderCudaGraphManager:
def _init_ (self, ...):
# ... ¥4E1L token_budgets, max_batch_size &

# MR RVED B o I3 BR I IR
self._capture_axes: tuple[CaptureAxisKeys, ...] = tuple(
tuple(axis) for axis in self.config.capture_axes
)
if any(len(axis) == 0 for axis in self._capture_axes):
raise ValueError("Encoder cudagraph capture axes must be non-empty.")

# R ERELERT E A : int (token_budget) Bk tuplelint, CaptureAxisKeys]
self.budget_graphs: dict[str, dict[BudgetGraphMapKey, BudgetGraphMetadata]] = {}

def capture(self, graph_pool: Any):
"R FT A EC B BB 12fn token TME 3Kk CUDA B,

WREE T #HRH, NWASINERES N MBASHR— I E, "
for path, budgets in self.path_token_budgets.items():
for token_budget in sorted(budgets, reverse=True):
if token_budget == 0:
continue
# AENERBEAESER—E
for axis_keys in itertools.product(*self._capture_axes):
self._capture_budget_graph(
token_budget,
path=path,
axis_keys=axis_keys,



def _capture_budget_graph(self, token_budget: int, path: str = "default",
axis_keys: CaptureAxisKeys = ()):
"REA token ME bR A S IR— CUDA B, "
# MEENERE
graph_map_key: BudgetGraphMapKey = (
token_budget if not axis_keys else (token_budget, axis_keys)
)
# ... WIREHEA graph_set[graph_map_key]

def _run_budget_graph(self, mm_kwargs, token_budget, path, axis_keys=()):
"PRATIE R,
# HMEERE
graph_map_key = (
token_budget if not axis_keys else (token_budget, axis_keys)
)
if graph_map_key not in self._get_graph_set(path):
self.graph_misses += num_items
return None

# ... WEEHPTEK
vlim/model_executor/models/idefics2_vision_model.py

MiniCPM-V 1 B8 Idefics2 W5 A% BB B mid it B E M LIER CUDA Graph 38, M
CPU fEEFEK A GPU M E1bilE,

# -— Idefics2VisionEmbeddings.get_position_ids B —

class Idefics2VisionEmbeddings(nn.Module):
def get_position_ids(
self,
patch_attention_mask: torch.BoolTensor,
tgt_sizes: torch.IntTensor | None = None,
) -> torch.Tensor:
batch_size = patch_attention_mask.shape[0]
device = patch_attention_mask.device
boundaries = torch.arange(
1 / self.num_patches_per_side,
1.0,
1 / self.num_patches_per_side,
device=device,

flat_patch_attention_mask = patch_attention_mask.view(batch_size, -1)
max_patches = flat_patch_attention_mask.shape[-1]

if tgt_sizes is not None:
# tgt_sizes FTRERE CPU 3% mm_kwargs; 1#H pinned async
# 8 HUURIFS VLLM_GPU_SYNC_CHECK ByF#& &M,
if tgt_sizes.device |= device:
tgt_sizes = async_tensor_h2d(tgt_sizes, device)



nb_patches_h = tgt_sizes[:, 0]

nb_patches w = tgt_sizes[:, 1]
else:

# .. ERZFE

# TemEMAN GPU ITE

nb_h = nb_patches_h.clamp(min=1).unsqueeze(1)
nb_w = nb_patches_w.clamp(min=1).unsqueeze(1)
i = torch.arange(max_patches, device=device)

# ... 71 & h_idx, w_idx, fractional_h, fractional_w

bucket_h = torch.bucketize(fractional_h, boundaries, right=True)
bucket_w = torch.bucketize(fractional_w, boundaries, right=True)
pos_ids = bucket_h * self.num_patches_per_side + bucket_w

position_ids = torch.where(flat_patch_attention_mask, pos_ids.to(torch.long), 0)

target_device = self.position_embedding.weight.device
if position_ids.device != target_device:

position_ids = async_tensor_h2d(position_ids, target_device)
return position_ids
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