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PHATHRE

« —4)3E: A Blackwell GPU /B FlashAttention 4 headdim 256 % 3%

- EME: EERE, R REREFEREE P OREEE, Rt LR RERERAERE
EHA N, FET TR ASMRERE, TENESISFEERNSEERERN, XF
fa_utils.py B A0 selector.py BY4EE RAMA B HKIRIT,

ThRES EAL

FA4 B L35+ X3F headdim 256 (I Dao-AlLab/flash-attention#2412) , H &K 3|
VLLM (#41052) . A& PR AR TAE, BEZXFF, REETZAZEBERNIET
TRTLLM_RAGGED, EZRAEEEMEINNTF. PR body #BH: 'This kernel is currently
slower than TRTLLM_RAGGED. Regardless, right now on main, FA is selected and then
downgrades to FAZ, so this PR additionally updates the routing to TRTLLM_RAGGED
for these dimensions.'

SCEL AR

1. BFREREANEE (vlim/vl/attention/backends/fa_utils.py) : 7
get_flash_attn_version H3A0 requires_local_attention 5%k, HUEZE local attention B
head_size=256 K&K E] FA2; K% TMEM KERHIFMH, AW head_size=256 #n
192/128 RAXFréAEEE FAL4 K&,

2. it MLA 4 XA K (viim/v1/attention/backends/mla/prefill/flash_attn.py) :
FlashAttnPrefillBackend.supports_mla_dimensions MR AHIKT, %— 23F DeepSeek.
GLM fa Mistral-S4 FiE MLA 4, B FA4 LB X #F 256,

3. AE MLA FBEZR G AE%R (viim/vl/attention/backends/mla/prefill/selector.py) :
_get_mla_prefill_backend_priorities #3% mla_dimensions %%, 7 Blackwell L&A
GLM £E MY TRTLLM_RAGGED EBF FLASH_ATTN Z I, REEEZRE TRIE,

4. 1£3% sliding window #&& (vlim/v1/attention/backends/flash_attn.py) : 7
FlashAttnBackend.__init__ 1AM get_flash_attn_version &
requires_local_attention=sliding_window is not None,

5. BFMER (tests/v1/attention/test_mla_prefill_selector.py) : EapZMRAF, Bt
get_flash_attn_version 89 mock, EEIHHLLRRBEL,



6. ¥ REEMR (benchmarks/attention_benchmarks/benchmark.py) : #in
kv_lora_rank. gk_nope_head_dim &£&$(Ei%,

7. BEEH XY (docs/design/attention_backends.md) : KBt Blackwell L8 FA4 X IR,
RS

« vlim/v1/attention/backends/fa_utils.py (3R SEFE A E3; 25 source; ER core-logic
; 5 get_flash_attn_version) : BOhRAREFZHE, #73E requires_local_attention &
¥}, WE TMEM [B#&|, A headdim 256 343 sliding window F&4%.

« vlim/v1/attention/backends/mla/prefill/selector.py ({3t MLA F3E%; 5| source; %

A core-logic: &5 _get_mla_prefill_backend_priorities) : MLA FUE R /G imEIFE, ¥

W E ALK, 7 Blackwell EXt GLM #E A 484#E B TRTLLM_RAGGED ik

FLASH_ATTN,

vlim/v1/attention/backends/mla/prefill/flash_attn.py (#ik MLA Fi3E % ; 2£%| source;

KA core-logic; &5 FlashAttnPrefillBackend.supports_mla_dimensions) : MLA Fi3&
7889 FlashAttention a3, EILARAHIBTIA X HF headdim 256,

. tests/v1/attention/test_mla_prefill_selector.py (#&3k MiR; K7 test; LR
test-coverage; {45 test_blackwell _glm_dimensions_fall_back_to_trtlim,
test_blackwell_glm_dimensions_use_trtlim) : MRBEE, a2 MR R IR BRIT A EL
, EERHEL,

« vlim/v1/attention/backends/flash_attn.py (#3k ST E A /E3; B source; R
core-logic; &% FlashAttnBackend.init) : 3@ FlashAttention /&%, £ sliding
window 18 B AR ANEE,

« benchmarks/attention_benchmarks/benchmark.py (3 EEMR; K5 source; H£H
core-logic; &% main) : EEALENR, ¥EERESHK,

- docs/design/attention_backends.md (13 X#4%; 25| docs; A documentation) : X
FEEHr, KRB Blackwell £ FA4 XIFRA,

KBS get_flash_attn_version, FlashAttnPrefillBackend.supports_mla_dimensions,
_get_mla_prefill_backend_priorities, FlashAttnBackend.init

KPR R B
vlim/v1/attention/backends/fa_utils.py

AR A VBRI R, I requires_local_attention 5%k, #K3 TMEM [R&|, #21F headdim
256 #43E sliding window f&%&%,

# vlim/v1/attention/backends/fa_utils.py (get_flash_attn_version)

def get_flash_attn_version(

requires_alibi: bool = False,

head_size: int | None = None,

head_size_v: int | None = None,

has_sinks: bool = False,

requires_local_attention: bool = False, # #3¥4%, AT sliding window %%
) -> int | None:



# .. FHRAEZERE .

# FA4 on Blackwell: 03 head_size=256 BEZE local_attention, NIFEEKR| FA2
if (

fa_version ==

and device_capability.major >= 10

and head_size == 256

and requires_local_attention

logger.warning_once(
"FA4 on Blackwell does not support local attention with "
"head_size=256, defaulting to FA version 2."

)

fa_version = 2

# FA4 TMEM ZERE: XY head_size< 128, = head_size==256,
# 5 (head_size==192 and head_size_v==128) 4 MLA RXIFRAEES
if (
fa_version ==
and device_capability.major >= 10
and head_size is not None
and head_size > 128
and not (head_size == 256 or (head_size == 192 and head_size_v == 128))

logger.warning_once(
"FA4 on Blackwell does not support head_size=%d due to TMEM "
"capacity limits, defaulting to FA version 2.",
head_size,

)

fa_version = 2

# ... JF4&3RE fa_version ...

viim/v1/attention/backends/mla/prefill/selector.py

MLA FIBE 7/ iniki% 28, LR RMM LR, & Blackwell E3 GLM £ E A 56E A
TRTLLM_RAGGED i3k FLASH_ATTN,

# vllm/v1/attention/backends/mla/prefill/selector.py

def _get_mla_prefill_backend_priorities(

device_capability: DeviceCapability,

mla_dimensions: MLADimensions, # ¥ £%, A T4#ERMKLLR
) -> list[MLAPrefillBackendEnum]:

#...ROCm X R% ...

if device_capability.major == 10: # Blackwell
# 53 GLM % E: FA4 ARG, RAEER TRTLLM_RAGGED
if mla_dimensions == MLADimensions(
gk_nope_head_dim=192,



gk_rope_head_dim=64,
v_head_dim=256,

return |
MLAPrefillBackendEnum.TRTLLM_RAGGED, # t£4&
MLAPrefillBackendEnum.FLASH_ATTN,
MLAPrefillBackendEnum.FLASHINFER,
MLAPrefillBackendEnum . TOKENSPEED_MLA,
]
# Hith MLA £F: FLASH_ATTN iE&EEhiR
return [
MLAPrefillBackendEnum.FLASH_ATTN,
MLAPrefillBackendEnum.TRTLLM_RAGGED,
MLAPrefillBackendEnum.FLASHINFER,
MLAPrefillBackendEnum. TOKENSPEED_MLA,
]
# Hopper X E#%: {X FLASH_ATTN
else:
return [MLAPrefillBackendEnum.FLASH_ATTN]

Wi AR
gemini-code-assist[bot] ¥ %t fa_utils.py FHRHZERE B TTEMEEIXN: BFEZ2A and X% &
FAR— not XA, BAEFME, EFBEERMHKHEAN and not (head_size == 256 or
(head_size == 192 and head_size_v == 128)), WINGHEAMSEZF TS, NickLucche 4-F#t
Ko

o ZEZEATEMERA (style): /EE BRI B KA,

R 5 B
o RS

1. MEBERFS: FA4 £ headdim 256 FHEAETREIR T FA2/TRTLLM_RAGGED, &RE4H
X GLM K, BHAM 256 7 (xR 256) AER FA4, TTRESIAZERRE,
2. ThEEEYT: sliding window + headdim 256 B4R E FA2, BEERIFIEAET OWHER

£ RES R REA FAL,

3. F&EM: 3 Blackwell &R ZEm: Blackwell £ MLA FEZ N EIRIEIRZBIETE A
BE® " DeepSeek EAEAY,

4 MRBE: WRBEZERFTE, RBEZFTA head_dim BE., - PW: AP PWHE:
Blackwell GPU B F¥43848 headdim 256 B FA4 X#%, BERLEE S BAHEELE
TRTLLM_RAGGED BUFIEMAEE; sliding window & T headdim 256 B&|EH FA2,
ARG EIRANEIREREEERVEGEREASEREEARES, BRT FA RARE—K
o HIAEM: @ipEFERT LM FA4 MAEskE, RETEORAERE R, PREE T
&, FEHM v 1%, - RREARID: FEEGRANOE , MEERNK , JF51E 0 REM
, Blackwell 45 HiZ1E
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