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« —413E: 3R cuteDSL BF16 B#1 38 GEMM WA, EMIRFRE], MAEERBA cuBLAS

« EEME: ESEIE, BAEAZRITER (dot-product vs split-K 894 I, cluster
DSMEM Y34, warp specialization) FiERRER (ZEK GEMM &) , XTItk
fEH cuteDSL FF& custom kernel BYRIFABRIFHISE, ZIXKF review FHLZ LMY
® (barrier. Xf5%. EAFT) DA RIEMEH,

THRES B

R BN EZEEERIR (256/384 K, 7168 FABE) , HiERESERERE| cuBLAS, &
Bk, FE—MBRHNSMREMARTE, HELER (40 DeepSeek-V4-Flash) 3%,
B BRHRFFS L N S B A8,

SRR

1. dot-product WAZ(_Il_bf16_dotprod.py): =4 CTA SR —NEEK, £RFF constexpr
K-loop, £ 128-bit MEMME, BT warp shuffle X ZRFITH, EHTF M<4 5
K<2048, M 3ghnezEiR &M K,

2. cluster split-K WA (_Il_bf16_splitk.py): ¥ K 92X 3| 8 /N CTA L, @it warp
specialization (DMA producer + MMA consumer) 2 DSMEM cluster Y34), M>4 BfzE
REKNEZE ~4us, AERT dot-product BIF B4R,

3. AEANB(I_bf16.py): LLBf16Gemm.dispatch() &3 M, K, N BahikiF/Ei, #H
CompileKey &% B4RiF kernel, AN get_warmup_keys() ERTMRAFRE S,

4. £ 3| MoE B H % (gate linear.py): T forward() F%im Tier 1 0%, %
allow_ll_bf16_gemm=True B M<16, x.dtype==bf16 BA%EA I|_bf16_gemm. BH
DSV3 £ . fp32 LHAr cuBLAS ERRIRKIEAEEE K,

5. Mk F (kernel_warmup.py): #3 _warmup_ll_bf16_router_gemm(), # SMI0+ &%
LB RIRFTE ZIFIREY kernel, BRERIEILER,

6. MIRELE (tests/kernels/test_Il_bf16_gemm.py): BZE dot-product fu split-K B9&FF M,
N, K A&, BIEE tile W89 K (3w 2880) , #HWIES PyTorch 55 £ RNRZMEOE
=0.99,

REEX M



« vlim/model_executor/kernels/linear/cute_dsl/_|l_bf16_splitk.py ({3 RAZSZI,; 25|
source; ER core-logic; 5 set_block_rank, st_shared_remote f32, LLBf16SplitK,
init) : cluster split-K GEMM RAZAZANSZEL, E 8 warp specialization 8 DSMEM 1344
, BRXAK K & M ZREXE,

« vlim/model_executor/kernels/linear/cute_dsl/_|l_bf16_dotprod.py (#3k NAZZI,; 5|

source; £ core-logic; &5 LLBf16Dotprod, init, _vectorized_elems, _init_k_tiles) :
dot-product GEMM AL G, ©EFF K-loop MEAME, FJHATF M<4 5% K<2048,

« vlim/model_executor/kernels/linear/cute_dsl/ll_bf16.py (#3k REZE; 25| source; £
A core-logic; &5 is_available, cute, _stream, _use_pdl) : BEAD, &E
CompileKey. dispatch ZEAHRmFEFEIE, EHE Python FF cuteDSL A,

« vlim/model_executor/layers/fused_moe/router/gate_linear.py ({3 [ JHBEME; %5
source; EH& core-logic) : MoE BEHBEEKE, ¥ cuteDSL GEMM /EAHFTEIE —RLEK
ZiX, 1Bk forward 7%,

« vlim/model_executor/warmup/kernel_warmup.py (f£3k FiRiESR; 25| source; EH
core-logic; &5 _warmup_ll_bf16_router_gemm) : #im cuteDSL GEMM B 50 F,
R EIRIEIRLER,

. tests/kernels/test_IlI_bf16_gemm.py (#E3r MR; K7 test; KA test-coverage; K5
_require_sm90_and_cutedsl|, _ref, _assert_close, _can_precompile) : MRE X
dot-product o split-K RAAE & M/N/K T By IERM,

XS LLBf16Dotprod.init, LLBf16Dotprod._vector_dotprod, LLBf16SplitK.init,
LLBf16SplitK.kernel, LLBf16Gemm.dispatch, LLBf16Gemm.compile,
LLBf16Gemm.get_ warmup_keys, GatelLinear.forward, _warmup_Il_bf16_router_gemm

KELRAD B

vlim/model_executor/kernels/linear/cute_dsl/_Il_bf16_splitk.py

cluster split-K GEMM A&ZAZ S, #H warp specialization A8 DSMEM )34y, BRI K
K& MBRHRXE,

# B CTA £ZAfatat: 15 peer CTA 8 DSMEM %

@dsl_user_op

def set_block_rank(smem_ptr, peer_rank, *, loc=None, ip=None):
dsmem_ptr = cute.arch.map_dsmem_ptr(smem_ptr, peer_rank, loc=loc, ip=ip)
return cutlass.Int32(dsmem_ptr.toint(loc=loc, ip=ip))

# % CTA £ZRAEHAME: BT inline PTX B AiLf2 CTA 8§ DSMEM
@dsl_user_op
def st_shared_remote_f32(remote_addr, val, *, loc=None, ip=None):
i32 = _ir.IntegerType.get_signless(32)
addr_ir = remote_addr.ir_value(loc=loc, ip=ip)
val_ir = val.ir_value(loc=loc, ip=ip)
_llvm.inline_asm(
i32,
[addr_ir, val_ir],
"st.shared::cluster.f32 [$0], $1; mov.u32 $2, 0;",



r.f,=r",
has_side_effects=True,
loc=loc,

ip=ip,

class LLBf16SplitK:

""BF16 split-K GEMM A#Z, R cluster Y34 % warp specialization, """

def _init_ (
self,
ab_dtype=cutlass.BFloat16,
acc_dtype=cutlass.Float32,
out_dtype=cutlass.Float32,
tile_n: int = 16,
tile_k: int = 256,
num_stages: int = 2,
num_dma_warps: int = 4,
split_k: int = &,
use_pdl: bool = False,

# BEE M tile K/NA 16, N tile FIBZE

self.tile_m = 16

self.tile_n = tile_n

self.tile_k = tile_k

self.split_k = split_k # &£&F CTA WIHE
self.num_stages = num_stages # cp.async RIKERE
self.num_dma_warps = num_dma_warps
self.num_mma_warps = 4

# DMA o MMA &2 K%k, BT warp specialization
self.num_threads = self.num_dma_warps * 32 + self.num_mma_warps * 32
# MMA $84EBF R m16n8k16

self.mma_shape = (16, 8, 16)

vliim/model_executor/kernels/linear/cute_dsl/_|Il_bf16_dotprod.py
dot-product GEMM REZAZ LI, ©EFF K-loop MEAME, FJHATF M<4 5 K<2048,

class LLBf16Dotprod:
""BF16 dot-product GEMM HW#%: 814 CTA —1N& X, 2B K #&3*%F, "
def _init_ (
self,
k:int, # FRRE R/, RIFHAEE
bs: int = 128, # &/ CTA BI&EEK
main_vec_width: int = 8, # FIERAERE (BNEKE 8 1 bf16)
tail_vec_width: int = 4, # BRI mERE
use_pdl: bool = False,

self.bs = bs
self.main_vec_width = main_vec_width
self.tail_vec_width = tail_vec_width



self.use_pdl = use_pdl
self.num_warps = bs // 32
self._init_k_tiles(k) # & K 2R A E/EFF + B2 + IrEREK

def _init_k_tiles(self, k: int) -> None:
" K A E B EEIR. BREFAREREK, "
self.k_main_elems = self._vectorized_elems(k, self.main_vec_width)
self.k_after_main = k - self.k_main_elems
self.k_tail_elems = self. vectorized_elems(
self.k_after_main, self.tail_vec_width

)

self.scalar_rem = k - (self.k_main_elems + self.k_tail_elems)

# T H R SEIOREK

self.main_tiles = self.k_main_elems // (self.main_vec_width * self.bs)
self.tail_tiles = self.k_tail_elems // (self.tail_vec_width * self.bs)

@cute.jit

def _vector_dotprod(
self,
acc: cute.Tensor, # [M] Eme
tA: cute.Tensor, # A WERNGFERE A
tB: cute.Tensor, # B &GN EREY A
M: cutlass.Constexpr, # token %X
num_tiles: cutlass.Constexpr, # [@ &%k
align_bytes: cutlass.Constexpr,

# BIT tile 1831 B tile E B, RFXEA token 1F &R
for tile in cutlass.range_constexpr(num_tiles):
bt = tB[None, tile] # H&l tile B9 B %kiE
br = cute.make_rmem_tensor_like(bt)
cute.autovec_copy(bt, br) # 128-bit [ E/LinEk
br f32 = br.load().to(cutlass.Float32) # 34 fp32

for m in cutlass.range_constexpr(M):
at = tA[m, None, tile] # HY&T token 8y A %Ki
ar = cute.make_rmem_tensor_like(at)
cute.autovec_copy(at, ar) # MEHI|FHEE
vec_width: cutlass.Constexpr = cute.size(ar)
# EILEFM
for v in cutlass.range_constexpr(vec_width):
acc[m] = acc[m] + ar[v].to(cutlass.Float32) * br _f32[v]

vlim/model_executor/kernels/linear/cute_dsl/Il_bf16.py
READ, ®& CompileKey. dispatch ZiEfmFEFEIE, EH Python #F A1 cuteDSL
Ao

class LLBf16Gemm:

@dataclass(frozen=True, slots=True)
class CompileKey:



backend: Literal["dotprod", "splitk"]
M:int=0

K:iint=20

bs: int=20

split_k: int =0

num_stages: int = 0

def __init_ (self) -> None:
# dot-product ZHFHE (M, K, bs)
self._compiled_cache: dict[tuple[int, int, int], Any] = {}
# split-K 5% (split_k, num_stages)
self._splitk_cache: dict[tuple[int, int], Any] = {}

def dispatch(self, *, M: int, K: int, N: int) -> CompileKey:
RE M, K, N R,
## M RN K < 2048, £ dot-product
dotprod_max_m = _TUNED_DOTPROD_MAX_M.get((K, N), _DEFAULT_DOTPROD_MAX_M)
if dotprod_max_m >= M or K < 2048:
return self.CompileKey(
backend="dotprod", M=M, K=K, bs=_DEFAULT_DOTPROD_BS
)
# FNEHR split-K, NIALKRPHEEFERESK
split_k, num_stages = _TUNED_CONFIGS.get((K, N), {}).get(
M, _DEFAULT_SPLITK_CONFIG
)
return self.CompileKey(
backend="splitk", split_k=split_k, num_stages=num_stages

def get_ warmup_keys(
self,

*

shapes: Iterable[tuple[int, int]], # (K, N) %%
m_values: Iterable[int], # M 1&%|%
) -> list[CompileKey]:
A RRFUAAT R B9FT A CompileKey, """
return list(
dict.fromkeys(
self.dispatch(M=M, K=K, N=N) for K, N in shapes for M in m_values

)
PR AL

GPU #H#£XPFE: gemini-code-assist[bot] 388 split-K R+ &R
barrier.cluster.arrive.aligned #a barrier.cluster.wait.aligned £%3 GPU ##&£, EA
DMA warp X554 %, BEXEAEXNTFRA (arrive 1 .wait)  ZEBERGEERFE
g,



BHEBETEN. R—FEFEIEE compiled _cachet§ZE R Rtuple[int,bool 5812 (K&int)
, BEERBOBIEXRABERE, TEEIKARR dtype BEARESE RN ERIF kernel,
MFRIZ: assumed_align=32 XTF bf16 X-FHH, MR 16 (128-bit MBHTRAXNTFEK)

o

M EAE D hardcode cutlass.Float32 M, R IFHMmH R,

R EAGSE dtype SF &R depthfirst-applbot] 8 allow |II_bf16_gemm Fxi&#&E
weight.dtype == torch.bfloat16, HFK7E forward A& x.dtype, TFTEESHIK fp32 IE L
RIFEE] bf16 AR, IERRHA AR IR,

RABEH): simon-veitner-redhat £ HRKERIEEIN (ERA class &4, cutlass.range 1%
FHEIR. AFTME) |, £ 40+ T fni R E R ART,

« barrier.cluster.arrive.aligned $2& GPU ##2 (correctness): B85, BAIEXNF
barrier.cluster.arrive #2 barrier.cluster.waito,

s RIFEFRATE (correctness): EBEREIEAN tuplelint, int, int]; BT HURESFR
dtype BlE, ZHFEAYTE, EBERIARK,

« assumed_align=32 XFRiZ3iT 38 (correctness): EEIXA assumed_align=16,

- R AEREL A Float32 (design): BRIHIEIXA fp32, BYmA R[5, (ERiCRARH,

« E dtype SFE#HR%k (correctness): ERAAF AT self.weight.dtype ==
torch.bfloat16 5T,

« BOE x.dtype SFEER. (correctness): 7 forward RN T x.dtype ==
torch.bfloat16,

o AL NAR EMIEIN (style): BLHWERTRAEXNT class-based i&it, £ cutlass.range,

« BB EE GatelLinear BoR (testing): RAAZBANREEE, BIA MoE MR EEEE
, R¥ GateLinear EI,

&5 2 H
o RS

1. GPU & split-K RZEVMER T .aligned By cluster barrier, B#EE R IEXTFTIR
Ao

2. BIREEA AR YFE . & weight.dtype =& torch.bfloat16, A EEZH AN bf16 NAZERIZ
(RALRAFBEMA weight.dtype == bfloat16 fa x.dtype == bfloat16 FI, 1EFH
N o

3. BERATE: RFEHEMUL M, K, bs) 2 (split_k, num_stages) A, EHAIKIE
KAKMBH RN TR EERAZ, EBEMEEHRT dtype —3K, RKETE,

4. X SMI0+ X ¥F: EE Hopper 3 Blackwell Z2#), BEZ%E CUTLASS Python & (
cuteDSL) , ENBEHER, - PM: MERE: IWMEA bf16 BEHB/ARER MoE & (n
DeepSeek-V3/V4, DeepSeek-V4-Flash) BIRMORIEIE (M<16) MEERAZRE, &=
3K cuBLAS B9 2.4x, Xt M>16 B fp32 MELH ™M, KEMKE: METEFRE, BEX
C++ DSV3 A#txAn cuBLAS EIRFRFIFATLER. XE SMI0+ BZ3 cuteDSL B /3
R, EtERBsekid, A%: ®MT HEFEFM warmup, ERERFTHI ~100ms



RIFATIE] (warmup E38KR) o EIRA: #3824 1100 fTARZARE R 550 /TR, 437K
AP,
« REEARIT: GPU #ERXE (barrier.aligned BAEE ), SRV E dtype 51 ( BIBE ), &7/
BARE (FAMBE ), X SMI0+ X , EX3¥E CUTLASS Python &

KRR EE

« PR #48167 [Bugfix] Fix FlashInfer non-causal draft attention (DFlash/DSpark) on
Blackwell: FAN PR #3% & speculative decoding #a Blackwell i&E, BT B BEREIX A
. AXULR B S B X T B M RE N

« PR #47460 [Bugfix] Initialize draft CUDA-graph keys for the native draft_model
proposer: E#5 speculative decoding 8] GPU WA X, 1BK PR R¥F X draft model
. IEASE,



