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PATHRE

« —AJiE: X3 DSV4 £ SimpleCPUOffloadBackend
- EME: % PREBEH, WBEEHMESABEME)T, BIRERL PR FAAA DSV4A R
EXBAZENERNR (X SWA ANEHESTREE) .

THRES B

DSV4 ERRAEE AN (Sliding Window Attention + Full Attention) , EZFRRH block
size TN A BEEHAATRIREF LB, RECIRIZFTA block size #HR (BP
scheduler_block_size == hash_block_size == fa_block_size) , §3k DSV4 B89 SWA Bk
AR R, #HMELETFRPRBENMEREM T, PR @RPHAZTEMBET eager &
X T block size fEMT IR,

SRR

1. ¥ block size 5 hash block size f##%: 7 SimpleCPUOffloadScheduler. init  $ 33
scheduler_block_size #o hash_block_size 5%k, BRJR&LE— block_size (RE
vllm_config.cache_config.block_size) . self.block_size f£AEAN
scheduler _block_size, self.hash_block_size BT hash_block_size $%¥k, 3k =4
f% scheduler_block_size & hash_block_size BYEE$fE,

2. 5l N\ FA 4HEY block_size #&M: FE#MIAMETM cpu_kv_cache_config H4=EX Full
Attention B8y block_size (fa_block_size) , FBr& scheduler block size &
fa_block_size BIEHfE, XFEREIEHIAIE FA Afn SWA BERARR block size BIEM,

3. BRRIRELFLEZEE: & get num_new _matched_tokens Fi&H,
num_computed_tokens FREA hash_block_size MiA& block size Fit & Bkl Byra 73k,
FRRIB LB T/EE ERBNE £, RIEMT RZMFEA (B stale B94L3E)

4, BIRIBOEN: E SimpleCPUOffloadConnector & A resolve_kv_cache_block_sizes
T E&#H, HIBAREM kv _cache_config IREX scheduler_block_size #1 hash_block_size
, RIEFEEHZ% SimpleCPUOffloadScheduler #¥y3&E 88,

5. BFMR: FE test_scheduler.py B make_scheduler $#Bh & ¥k o 138
scheduler_block_size=BLOCK_SIZE #n hash_block_size=BLOCK_SIZE %%k, {#MiRi&E
EH S REL,

R



« vlim/v1/simple_kv_offload/manager.py (#3& JAE E; 25| source; £ core-logic; &
5 SimpleCPUOffloadScheduler.init, SimpleCPUOffloadScheduler.get_num_new_match
ed_tokens) : NWRERFE, BT HMIERESE, ¥ block size #7 hash block size f&
M, FRETASEETREE:, A XBTEEPENMF,

« vlim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload_connector.py (iR
KV #3288 ; 25| source; EAR dependency-wiring; 5
SimpleCPUOffloadConnector.init) : A& 4A% scheduler WL &, #3ETRA
resolve_kv_cache_block_sizes 3RERFI/ block size FH1E#H 32 48,

. tests/v1/simple_kv_offload/test_scheduler.py (3R M3R; 7| test; HKA
test-coverage; 5 make_scheduler) : MR XHFEBEFEIES KA BN RIF, BXR
P DSV4 SR &R MR A,

XEFE: SimpleCPUOffloadScheduler.init, SimpleCPUOffloadScheduler.get_num_new_
matched_tokens

KR F B]

viim/v1/simple_kv_offload/manager.py

MARAERIZE, Bk THEERSE, ¥ block size 1 hash block size f##8, AT S
ZHEIEREE, A RETEEFELF,

# vllm/v1/simple_kv_offload/manager.py
# BOEEMEE R D BIAERK NG SRR/
class SimpleCPUOffloadScheduler:
def _init_ (
self,
vlim_config: VIImConfig,
kv_cache_config: "KVCacheConfig | None",
cpu_capacity_bytes: int,
scheduler_block_size: int, # ¥ AERFERANBR/N GREREEZA block size B LCM)
hash_block_size: int, # #3%: A Tref LEABA/IN
lazy_offload: bool = False,

# .. RAEZEAFAE ..

self.block_size = scheduler_block_size

self.hash_block_size = hash_block_size

assert self.block_size % self.hash_block_size == 0 # BRI IRA/INEEF BRI B A AE

# M Full Attention £B3ZEX block_size

self.fa_block_size: int = self.cpu_kv_cache_config.kv_cache_groups|
self.fa_gidx

].kv_cache_spec.block_size

assert self.block_size % self.fa_block_size == 0 # FE#x5F FA 4

# M coordinator BHEAN hash_block_size
self.cpu_coordinator: KVCacheCoordinator = get_kv_cache_coordinator(

# .. EESHRE .



hash_block_size=self.hash_block_size, # LLREIZ self.block_size

def get_num_new_matched_tokens(
self, request: "Request", num_computed_tokens: int
) -> tuple[int | None, bool]:
# 1A hash_block_size XitE kit Byre 7 %%
num_skipped_hashes = num_computed_tokens // self.hash_block_size
remaining_hashes = request.block_hashes[num_skipped_hashes:]

#.. BEZEAE ..

vlim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload_connector.
Py

FFA%E scheduler WL (L E, #3E T AA resolve_kv_cache_block_sizes FHREFAAN
block size (L HE L&,

# vlim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload_connector.py
if role == KVConnectorRole. SCHEDULER:
from vlim.v1.core.kv_cache_utils import resolve_kv_cache_block_sizes # ¥ S A

assert kv_cache_config is not None

# MEC B WP ARAT R SR/ NorE A RN

scheduler_block_size, hash_block_size = resolve_kv_cache_block_sizes(
kv_cache_config, vlim_config

)

self.scheduler_manager = SimpleCPUOffloadScheduler(
vlim_config,
kv_cache_config,
cpu_capacity_per_rank,
scheduler_block_size=scheduler_block_size, # fE NfB#TLE R
hash_block_size=hash_block_size,
lazy_offload=lazy_offload,

)

tests/v1/simple_kv_offload/test_scheduler.py
MEAR XA F BAEBFIESECA BRI FiF, (ERIIGE T DSV4 IR ERZ RO Ao

# tests/v1/simple_kv_offload/test_scheduler.py
sched = SimpleCPUOffloadScheduler(

vlim_config=vlim_config,
kv_cache_config=kv_cache_config,
cpu_capacity_bytes=cpu_capacity_bytes,
scheduler_block_size=BLOCK_SIZE, # #3& 5%k
hash_block_size=BLOCK_SIZE, # #7138 5%
lazy_offload=lazy,

)
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