PR #42089 ZEIRLE

vlim-project/vlim
[Bugfix] Fix FlashInfer CUTLASS MXFP4-MXFP8 MoE by restoring swizzled scale
&3F8tE]: 2026-05-09 06:59

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/42089

PITHE
« —A)iE: 1BE FlashInfer CUTLASS MXFP4-MXFP8 MoE B scale swizzle B4m% bug
- #ENE: Z PRAEMSKER, AHXIUTILA:
1. swizzle MAHSEM AN ¥ nvfpd TR swizzle flag 2 A scale_swizzled, A
REZIFFE SN,
2. Ja3% oracle WESMELE : B mxfpd_mxfp8_moe_quant_config & R Ja 3k El1E%
RRE# is_scale_swizzled 1B, =—MPEHTRIEL E KK,
3. MBI RAL : AFEEFER —A PR P AT KMEEEE, MEEMITE issue,
R 78RBS ERE,

THRES B

*EBx Issue #42093 8 evals/gpt_oss/test _gpqa_correctness.py::test_gpqa_correctness
[gpt-055-20b-flashinfer-mxfp4-mxfp8-cutlass] MIRFFLLABE, AR ITIR, Issue (EEE
3| PR #40960 £ moe_kernel_quantize_input B mxfp8 o % HE IR T

is_sf swizzled_layout=False, i1 CUTLASS WAEZE swizzled scale, FIHKEEIR,

LI RE

1. REFBE®EZ (config.py) : ¥ FusedMoEQuantConfig H 8y
is_nvfp4_scale_swizzled B&KA is_scale_swizzled, EHEFRBRT nvfp4; RF EHI X
M make() KI5 E,

2. B NOE$EHE (utils.py) : & moe_kernel_quantize_input F4§5%& M
is_fp4_scale_swizzled B&XA is_scale_swizzled, FEEX nvfp4 Fn mxfp8 /X BAA, ¥
Z R mxfp8 X MR False B A S EkfEk,

3. Ja#% oracle ZFMIRE (oracle/mxfp4.py) : ¥ make_mxfp4_moe_quant_config ¥,
A FLASHINFER_TRTLLM_MXFP4_MXFP8 JEi®iX & is_scale_swizzled=False, A
FLASHINFER_CUTLASS_MXFP4_MXFP8 a3k & is_scale_swizzled=True, HREENR
IR scale )R,

4, BRIETXIBAEBRIERD . B3 prepare_finalize/ TH flashinfer_nvlink_one_sided.py.
flashinfer_nvlink_two_sided.py. naive_dp_ep.py TS L fo& Rk (REMREE
nvfp4, X2 BiREEE) ,



5. MREEEFH: 152K tests/kernels/moe/utils.py fo
tests/kernels/moe/test_trtlim_nvfp4 _moe.py FEIX NS 5kE, RFNRE RS —3K,

RS
« vllm/model_executor/layers/fused_moe/config.py (#3k MoE BLE; 35| source; £H

K a

data-contract; 5 FusedMoEQuantConfig, make, mxfp4_mxfp8_moe_quant_config,
nvfp4_moe_quant_config) : OB ER, EEHL swizzle FERFFIE L IS, #E
flag A HERT nvfpd

« vllm/model_executor/layers/fused_moe/utils.py (1R MoE &1t; 25| source; &
data-contract; 5 moe_kernel_quantize_input) : EMLA DO EREK, BIE mxfp8 o X &
LY NE X Qv

« vlim/model_executor/layers/fused_moe/oracle/mxfp4.py (#3k MoE Oracle; 25|
source; £ data-contract; 5 make_mxfp4_moe_quant_config) : 53 oracle, &
& backend X EIEHH swizzle {H

+ vllm/model_executor/layers/fused_moe/prepare_finalize/flashinfer_nvlink_one_sided.py
(3R MoE 3#f5; 23l source; %M data-contract) : BETAIE, EHSIEMEH
FIWr GEREERAR: FHERT EZE mxfp8)
+ vllm/model_executor/layers/fused_moe/prepare_finalize/flashinfer_nvlink_two_sided.py
(#3k MoE 315; 2£A| source; A data-contract) : BEFAIE, R L
« vllm/model_executor/layers/fused_moe/prepare_finalize/naive_dp_ep.py ({3 MoE &
f5; 283 source; A data-contract) : BETEIE, FLE
« vlim/model_executor/layers/fused_moe/oracle/fp8.py (£ MoE Oracle; 25%| source
; KA data-contract) : SRERMEE GRS

« vllm/model_executor/layers/fused_moe/oracle/nvfp4.py (3 MoE Oracle; &%
source: ER data-contract) : SHRELBMESGL

« vlim/model_executor/layers/fused_moe/prepare_finalize/deepep_ht.py (#3k MoE #&Efs
: 25| source; A data-contract) : I ELBRMESL

« vlilm/model_executor/layers/fused_moe/prepare_finalize/no_dp_ep.py (13 MoE &g
. 255 source; A data-contract) : S L RME G2

. tests/kernels/moe/utils.py (3R MIRTH; 25| test; A test-coverage) : MIRATHE
, SHEBRMEGL

. tests/kernels/moe/test_trtlim_nvfp4_moe.py (#3R MoE MIR; 25| test; LR
test-coverage) : MRAARI, SHRLRMEGL

KBS FusedMoEQuantConfig.make, mxfp4_mxfp8_moe_quant_config,
moe_kernel_quantize_input, make_mxfp4_moe_quant_config, _nvfp4_quantize,
_mxfp&_e4dm3_qguantize

KR Fr B]

vliim/model_executor/layers/fused_moe/config.py

AOBLER, ERL swizzle FEHFE L RESH, #F flag FBERT nvfps



# vllm/model_executor/layers/fused_moe/config.py

@dataclass
class FusedMoEQuantConfig:
#.. (HtuFE) ..
# |IH4 : is_nvfp4_scale_swizzled: bool = True
is_scale_swizzled: bool = True # BHA: BUE scale BB AN swizzled i fF

# AT MXFP4 89 TRTLLM SwiGLU &%k
gemm1 _alpha: float | None = None
gemm1_beta: float | None = None
gemm1_clamp_limit: float | None = None

@staticmethod

def make(
# ...
is_scale_swizzled: bool = True, # E4 &5k, RERRIA True
#

) -> "FusedMoEQuantConfig":

is_scale_swizzled: Whether the activation scale-factor layout is
swizzled. Pass through to the underlying quantization kernel for
dtypes that distinguish layouts (nvfp4, mxfp8). Defaults to True.

# .. MIEREN

# I T ZEK, AT MXFP4+MXFP8 B & E(EE
def mxfp4_mxfp&_moe_quant_config(
# ...
is_scale_swizzled: bool = True, # ¥38&5%k, 54d oracle RZE
) -> FusedMoEQuantConfig:
return FusedMoEQuantConfig.make(
# ...
is_scale_swizzled=is_scale_swizzled,

)

vlim/model_executor/layers/fused_moe/utils.py
BEMAORE, BE mxfp8 9 X BEHRDHN S 5L

# vllm/model_executor/layers/fused_moe/utils.py

def moe_kernel_quantize_input(
A: torch.Tensor,
A_scale: torch.Tensor | None,
qguant_dtype: None | torch.dtype | str,
per_act_token_quant: bool,
block_shape: list[int] | None = None,



is_scale_swizzled: bool = True, # E#Z, ~BRT fps
#...
) -> tuple[torch.Tensor, torch.Tensor | None]:
#...
elif quant_dtype == "nvfp4":
if not quantization_emulation:
# 1£3% is_scale_swizzled
return _nvfp4_quantize(
A, A_scale, is_sf_swizzled_layout=is_scale_swizzled

)
elif quant_dtype == "mxfp&":
# ...
return _mxfp8_e4m3_quantize(
A, A_scale, per_act_token_quant, block_shape,
is_sf_swizzled_layout=is_scale_swizzled, # Z BIHEHIL A False, IAESEHESIK
mx_alignment=mx_alignment,

)
BN

gemini-code-assist[bot]## H = NE ML KITF®, FEH flashinfer_nvlink_one_sided.py.
flashinfer_nvlink_two_sided.py 1 naive_dp_ep.py ¥, post-A2A 8 scale swizzle S&4FH|
B3 RFRTF quant_config.quant_dtype == "nvfp4", RIBE "mxfp8", XS K& Expert
Parallelism 3%& T CUTLASS MXFP8 Eim iR IEA swizzle scale, A RE R, EINKA
quant_config.quant_dtype in ("nvfp4", "mxfp8").

1YE& mgoinEl £ naive_dp_ep.py BIIEHR This was a bug before as well, so I'm going to
punt on it for now”, ZAAXZE—NWURIRFEEN bug, T RLE,

bnellnmik 8] 2 & B8 issue IR#t (REMPIPEIEE, RAZNEHIDTERER)

« Post-A2A scale swizzling x& % mxfp8 (correctness): fEE&KIAZEA bug, ERBEE;
bnellnm ZiXA|2 issue FR¥t, PR & IFBRARR,

PESE-
- QFe:

1. BB BEEARK: PRART CUTLASS MXFP4-MXFP8 ¥+ (non-EP) R TH
scale swizzle [E&, WAIEH Cl RKHARAREEHER.

2. B MNFE: EP T mxfp8 swizzle iRk : 40 review Pk, =ANE1E wrapper ¥
post-A2A swizzle &HHAIREIA nvfp4, FEER Flashinfer CUTLASS MXFP8 fnk
Expert Parallelism, scale ¥RFEMEMF, FEMEE IR, ZIQRERNRE FREE
, PRREE, MRBERRR,

3. ZREMNE: SHE S L TR MINEEIE R moe_kernel_quantize_input 2,
FusedMoEQuantConfig B9, (ESEANTAERAAHNBRD B, BSHERAEREF
True, M/EEREMERIT,



4. MERERSWR: TMRETML, RIEESEEMME, - ®wm: AP¥m: £
VLLM_USE_FLASHINFER_MOE_MXFP4_MXFP8_CUTLASS=1 54T MoE #R A %
FEERE IR R, RAMEBREEE, RAEPE: £E7T nightly GPQA
Eval (B200) MRk, #kk CI FHE, HREH: BETRLEMBRNTE bug, EEHY
T—A B8 EP AN, FEL8IRER,

« REEARIT: EP BT mxfp8 swizzle REBEZ , BARERBFELBE

K ERAK L

« PR #40960 [some PR that hardcoded is_sf_swizzled_layout=False]: iZ PR & mxfp8 &
X HREERAL T is_sf_swizzled_layout=False, 3IAT &[] PR £ bug.

« PR #42093 [CI Failure]: GPQA Eval (GPT-0OSS) (B200) -
gpt-0ss-20b-flashinfer-mxfp4-mxfp8-cutlass: iZ Issue R4E T Cl k&, ZFfrF| PR
#40960 BOREZRED 0@, EIEHEFNLEI PR B9~ &,



