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1. FP8 MoE %A73% (vlim/model_executor/layers/quantization/fp8.py) : ¥ _setup_kernel
8 replace_parameter ARG, FIEEL4HIRT if self.fp8_backend ==
Fp8MoeBackend.AITER: layer.w13_weight.is_shuffled = True;
layer.w2_weight.is_shuffled = True, REBA oracle/fp8.py A Fp8MoeBackend # 25,

2. MXFP4 MoE 73% (vlim/model_executor/layers/quantization/mxfp4.py) : 1
GptOssMxfp4MoEMethod._setup_kernel 1 Mxfp4MoEMethod._setup_kernel 8
replace_parameter AJE (bias KIBZR]) , FELMAHIRT if self.mxfp4_backend ==
Mxfp4MoeBackend AITER_MXFP4_BF16: layer.w13_weight.is_shuffled = True;
layer.w2_weight.is_shuffled = True,

3. kREM MoE A% (vlim/model_executor/layers/fused_moe/unquantized_fused_moe_m
ethod.py) : 7 _setup_kernel By replace_parameter A JE. is_weight_update ¥|#r=
BT, FT3E8&ME¥IMT if self.unquantized_backend == UnquantizedMoeBackend.AITER:
layer.w13_weight.is_shuffled = True; layer.w2_weight.is_shuffled = True,
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« vlim/model_executor/layers/quantization/fp8.py (&3t BB ; 27| source; LR
data-contract) : FP8 MoE Efb 7%, #¥E AITER EiRtric, EBEEA
Fp8MoeBackend #2s,

« vlim/model_executor/layers/quantization/mxfp4.py (13t BHE; %8| source; LR
data-contract) : MXFP4 MoE &1t A 7%, GptOssMxfp4MoEMethod #n
Mxfp4MoEMethod By _setup_kernel H&#73— & ARiT,

« vlim/model_executor/layers/fused_moe/unquantized_fused_moe_method.py (i MoE
BE: 23| source; R data-contract) : REM MoE F3%, #3¥¢ AITER EIRFRIT.

KBS Fp8MoEMethod._setup_kernel, GptOssMxfp4MoEMethod._setup_kernel,
Mxfp4MoEMethod._setup_kernel, UnquantizedFusedMoEMethod._setup_kernel
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vlim/model_executor/layers/quantization/fp8.py
FP8 MoE Efb 7%, #3E AITER Eiftric, REES A Fp8MoeBackend %5,

# vlim/model_executor/layers/quantization/fp8.py

#.. (BRI RMAED ) ...

def _setup_kernel(

self,

layer: FusedMoE,

w13: torch.Tensor,

w2: torch.Tensor,

w13 _scale: torch.Tensor,

w2_scale: torch.Tensor,

w13_input_scale: torch.Tensor | None,

w2_input_scale: torch.Tensor | None,

) -> None:

# Shuffle weights to runtime format.

w13, w2, wl3_scale, w2_scale = convert_to_fp8_moe_kernel_format(
fp8_backend=self.fp8_backend,
layer=layer,
w13=w13,
w2=w2,
w13_scale=w13_scale,
w2_scale=w2_scale,
w13_input_scale=w13_input_scale,
w2_input_scale=w2_input_scale,

# Replace parameters with updated versions. Note that this helper
# function ensures the replacement is compatible with RL weight reloads.
replace_parameter(layer, "w13_weight", w13)

(layer, "w2_weight", w2)

(layer, f"w13_{self.weight_scale_name}", w13_scale)
replace_parameter(layer, f'w2_{self.weight_scale_name}", w2_scale)

replace_parameter
replace_parameter



# AITER backend requires weights to be marked as shuffled.

if self.fp8_backend == Fp8MoeBackend.AITER:
layer.w13_weight.is_shuffled = True
layer.w2_weight.is_shuffled = True

self.moe_quant_config = self.get_fused_moe_quant_config(layer)
if self.moe_quant_config:
assert self.experts_cls is not None
self.moe_kernel = make_fp8_moe_kernel(
moe_quant_config=self.moe_quant_config,
moe_config=self.moe,
fp8_backend=self.fp8_backend,
experts_cls=self.experts_cls,
routing_tables=layer._maybe_init_expert_routing_tables(),
shared_experts=layer.shared_experts,

)

vliim/model_executor/layers/quantization/mxfp4.py

MXFP4 MoE Ef A%, GptOssMxfp4MoEMethod fo Mxfp4MoEMethod B _setup_kernel
B & HT I — REARIT,.

# vllm/model_executor/layers/quantization/mxfp4.py

#... (B LERE) ...

def _setup_kernel(self, layer, w13, w2, w13_scale, w2_scale, w13_bias, w2_bias):
# ... (convert weight to kernel format) ...
if self.mxfp4_backend not in TRITON_BACKENDS:
replace_parameter(layer, "w13_weight", w13)
replace_parameter(layer, "w2_weight", w2)
replace_parameter(layer, "w13_weight_scale", w13_scale)
replace_parameter(layer, "w2_weight_scale", w2_scale)
else:
layer.w13_weight = w13
layer.w2_weight = w2
self.w13_precision_config = w13_scale
self.w2_precision_config = w2_scale

# AITER backend requires weights to be marked as shuffled.

if self.mxfp4_backend == Mxfp4MoeBackend AITER_MXFP4_BF16:
layer.w13_weight.is_shuffled = True
layer.w2_weight.is_shuffled = True

if w13 _bias is not None and w2_bias is not None:
replace_parameter(layer, "w13_bias", w13_bias)
replace_parameter(layer, "w2_bias", w2_bias)

# ... (rest of method) ...

vliim/model_executor/layers/fused_moe/unquantized_fused_moe_method.py

FEM MoE A3k, #3E AITER JE3#4RiC.



# vlim/model_executor/layers/fused_moe/unquantized_fused_moe_method.py

#.. (BRI RMAED ) ...

def _setup_kernel(
self,
layer: Module,
w13: torch.Tensor,
w2: torch.Tensor,
) -> None:
# Shuffle weights to runtime format.
w13 _new, w2_new = convert_to_unquantized_kernel_format(
self.unquantized_backend,
layer=layer,
w13 _weight=w13,
w2_weight=w2,
)
# ... (is_weight_update handling) ...
replace_parameter(layer, "w13_weight", w13_new, prefer_copy=is_weight_update)
replace_parameter(layer, "w2_weight", w2_new, prefer_copy=is_weight_update)

# AITER backend requires weights to be marked as shuffled.

if self.unquantized_backend == UnquantizedMoeBackend.AITER:
layer.w13_weight.is_shuffled = True
layer.w2_weight.is_shuffled = True

if not is_weight_update:
# ... (setup kernel) ...
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