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PR ##3R¥EH : "When a request sets truncate_prompt_tokens, the prompt is truncated
before inference but get_max_tokens() was receiving the original (untruncated) prompt
length. This caused the output token budget to be underestimated by (original_len -
truncated_len) tokens."
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- vlim/entrypoints/openai/responses/serving.py (13 MmN ARS; 25| source; FER
core-logic; 5 create_responses, _generate_with_builtin_tools) : Responses API 8y
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« vlim/entrypoints/serve/render/serving.py ({3t SEZARS; 25| source; AR
core-logic; 5 render_chat_request, render_completion_request) : Render serving
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« vlim/entrypoints/openai/chat_completion/serving.py (i BIRARZE; K% source; %
i core-logic; &5 create_chat_completion) : Chat completion ANO&HA
get_max_tokens BN truncate_prompt_tokens 53k, EZBENTIENAZEZ—,
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def get_max_tokens(
max_model_len: int,
max_tokens: int | None,
input_length: int,
default_sampling_params: dict,
override_max_tokens: int | None = None,
truncate_prompt_tokens: int | None = None, # #ig 53k
) -> int:

# R E T truncate_prompt_tokens, MIZFNLEE input_length
if truncate_prompt_tokens is not None:

limit = truncate_prompt_tokens

#MEHR -1 ZRMEA max_model_len /EA4 LR, T NEAEZE(E

input_length = min(

input_length,
max_model_len if limit == -1 else limit,

)
# EBEELE
if max_model_len < input_length:

raise ValueError(...)
model_max_tokens = max_model_len - input_length
platform_max_tokens = current_platform.get_max_output_tokens(input_length)
fallback_max_tokens = (

max_tokens



if max_tokens is not None
else default_sampling_params.get("max_tokens")
)
return min(
val
for val in (
model_max_tokens,
fallback_max_tokens,
override_max_tokens,
platform_max_tokens,
)
if val is not None

)
tests/entrypoints/openai/chat_completion/test_serving_chat.py
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@pytest.mark.asyncio

async def test_serving_chat_truncate_prompt_tokens_max_token_accounting():
"""Y truncate_prompt_tokens iR EJE, max_tokens AE AT S B
prompt KE &, mIERLE prompt KE,
mock_engine = MagicMock(spec=AsyncLLM)
mock_engine.errored = False
mock_engine.model_config = MockModelConfig()
mock_engine.input_processor = MagicMock()
mock_engine.renderer = _build_renderer(mock_engine.model_config)
serving_chat = _build_serving_chat(mock_engine)

messages = [{"role": "user", "content": "what is 1+17?"}] # 7 tokens

# Baseline: TG truncation, max_tokens = 100 - 7 = 93
req = ChatCompletionRequest(model=MODEL_NAME, messages=messages)
with suppress(Exception):
await serving_chat.create_chat_completion(req)
assert mock_engine.generate.call_args.args[1].max_tokens == 93

# truncate_prompt_tokens=5 Bt, HZX prompt KEAX 5,
# max_tokens = 100 - 5 =95
req = ChatCompletionRequest(
model=MODEL_NAME,
messages=messages,
truncate_prompt_tokens=5,
)
with suppress(Exception):
await serving_chat.create_chat_completion(req)
assert mock_engine.generate.call_args.args[1].max_tokens == 95

# truncate_prompt_tokens=-1 & ;~H max_model_len LR,



# S5ZFr prompt RA 7, FrA{hA 100 -7 =93

req = ChatCompletionRequest(
model=MODEL_NAME,
messages=messages,
truncate_prompt_tokens=-1,

)
with suppress(Exception):
await serving_chat.create_chat_completion(req)
assert mock_engine.generate.call_args.args[1].max_tokens == 93
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