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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/41745

PITHE

- —AE: #HTE Gemmad MTP MRS, & centroids masking AL

- WHENE: (EF/FER, A PR BT —&TEMN speculative decoding SEREEZE: MERE
X, RINEHEIEREFIMA runner £, HF centroids masking FrsfER KV £ F 8y

RAT A HEEGME L, BiINE S XE gemmad_mtp.py B _select_and_score fn
gemma4.py B build_per_group_and_layer_attn_metadata,

THRES B

Gemma4 FiEEEZFMMEL checkpoints, B A4t T xR A assistant AR BB T3 AZRAD ,
R PR BEMIX L gssistant RN vLLM B speculative decoding 128, FIAHERER
Q-only & /141 centroids EVCRIBEFE A, EXRERD G ITENRRRIFSEZE, MM
BZEFRFA gemmas ERNHEEFHE,

LI RE

1. EX Gemma4MTP A (vlim/model_executor/models/gemma4_mtp.py) :

« 323, Gemma4MTPMaskedEmbedder: ¥ hidden states X & 2| centroids %k, %S
top-k centroids, {XX/BFiX4L centroids By token it & logits, SZIMAHER Im_head,

« I, Gemma4MTPAttention: Q-only JEFEAE, T K/V &0 norm, BATERM BAREE
A KV S EREEE, #iY kv_sharing_target_layer name BRREER KV £ZF,

« 323, Gemma4MultiTokenPredictor: #H4& embed_tokens — pre_projection —
decoder layers — norm — post_projection — logits_processor, XIFH%EFHLE
= masked Im_head, FHiEft get top_tokens fit CUDA graph fni&,

2. I, Gemma4 ZINE (vlim/v1/spec_decode/gemmaé.py) :
« Gemma4Proposer 4% SpecDecodeBaseProposer, &5 X5 %:
- model_returns_tuple iR[E True, {£ forward & (draft_hidden, backbone_hidden).

« build_per_group_and_layer_attn_metadata A& attention group B#IE#E] block
table, 3&EEE Gemma4 BIEDN / £F B AHAZH KV cache,

. _greedy_sample X #f centroids CUDA graph EI#K, [R#EEFF token,
« _setup_centroids_cuda_graphs A% F batch size 33k CUDA graphs,
- _create_draft_vlim_config 3&#|#R & TRITON_ATTN /&3%, fRiE KV £ZFHE,



3. IR AMIZINE (vlim/v1/spec_decode/llm_base_proposer.py) :
« N0 constant_draft_positions #r&, A draft X BEERAR—MNE (AT Qonly ’%
BA)
« ) propose A%: 3EX _update_positions_dependent_metadata, *3F constant
positions BHXE ANLE—K,
4. BBE5FM (viim/config/speculative.py. vlim/model_executor/models/registry.py.
vlim/transformers_utils/model_arch_config_convertor.py) :
« & hf_config_override H¥% gemma4_assistant BET A gemma4 _mtp, RE
n_predict=1. num_kv_shared_layers=0,

« N0 use_gemmad_mtp() AIEHIKTEEER Gemmasd MTP,

« M GemmadMTPModelArchConfigConvertor, #if& get_hidden_size X =
backbone B hidden size,

5. £ 3| GPU #EA:E4TE (viim/v1/worker/gpu_model_runner.py)
« 2N Gemma4Proposer, EAXEILERARIEZEE I 26,

« £ _build_attn_group_metadata ¥, A Gemma4Proposer #fE
per_group_block_table,

- BEZREREE TR GemmasdProposer 2%,

6. MRS IIE (tests/vl/e2e/spec_decode/test_spec_decode.py.
tests/models/registry.py) :

. 7£ spec decode 3EFEMR BRI MTP EEFMESEARF, BERA 0.5,
« EREASTM R TR GemmadMTPModel =~z &, ®4E min_transformers_version,

RS
« vlilm/model_executor/models/gemma4_mtp.py (#E3k A E X ; 27| source; EH

data-contract; &5 Gemma4MTPMaskedEmbedder, init, _select_and_score, forward)
CAOERISZHL: B4 centroids masking B9 B logits iTHE. Q-only attention B. %
token FUM B UKREMEZE, & Gemmad MTP BYERE,

« vlim/v1/spec_decode/gemmad.py (#E3k HMAERD; 35| source; EA core-logic; F5
Gemma4Proposer, init, set_per_group_block_table, model_returns_tuple) : &I 252
. A3B KV £FE. £ 48 attention metadata. centroids CUDA graphs 3R % draft
BREEZE, REEAER RS TR xi,

« vlim/v1/spec_decode/llm_base_proposer.py (¥R IEMARFL; 3K 5| source; FEH
core-logic; &5 _update_positions_dependent_metadata) : EAEIZINEMBE: FHm
constant_draft_positions X #F; EM propose A EiRE
_update_positions_dependent_metadata; Ba{RFTA draft EAEREEZ 25,

s a

« vlim/config/speculative.py (#£3k EB2E; 37 source; £H core-logic; F&
use_gemma4_mtp) : BLEIEM: IRF gemmad_assistant HRR S R FF Rt R
gemma4_mtp; &40 use_gemma4_mtp A%,

« vlim/v1/worker/gpu_model_runner.py (#3k #AREE1TE; 5| source; R core-logic)
R A BAFHELIME Gemma4dProposer; 1&3# per-group block tables; 7% /NERIBL



&9 Gemma4Proposer UMEIEFHIAE

« vlim/transformers_utils/model_arch_config_convertor.py (#i3k ##2; 255 source;
KA data-contract; 5 Gemma4MTPModelArchConfigConvertor, get_hidden_size,
get_num_hidden_layers) : ZBHELE i #: Gemma4dMTPModelArchConfigConvertor #
f% hidden_size 3R[E backbone &,

. tests/v1/e2e/spec_decode/test_spec_decode.py (RE3k MR; K7 test; LKA
test-coverage) : IHEIHMIR: IE MTP IEFMERMEZE,

« vlim/model_executor/models/registry.py (3R #ARFM; K5 source; £KR
data-contract) : BELIM: K GemmasMTPModel AT RERIF| £,

« tests/models/registry.py (3R MiK; 27| test; KA test-coverage) : MIRERFAMAE
&, #m Gemma4MTPModel =4,

XS GemmadMTPMaskedEmbedder. select_and_score,
Gemma4MTPMaskedEmbedder.forward, Gemma4MTPMaskedEmbedder.get_top_tokens,
Gemma4MultiTokenPredictor.init, Gemma4MultiTokenPredictor.forward,
Gemma4Proposer.init, Gemma4Proposer.set_per_group_block_table,
Gemma4Proposer.model_returns_tuple, Gemma4Proposer.build_per_group_and_layer_at
tn_metadata, Gemma4Proposer._greedy_sample,
Gemma4Proposer._setup_centroids_cuda_graphs,
Gemma4Proposer._create_draft_vlim_config,
SpecDecodeBaseProposer._update_positions_dependent_metadata,
SpeculativeConfig.use_gemma4_mtp, Gemma4dMTPModelArchConfigConvertor.get_hidde
n_size, Gemma4MTPModelArchConfigConvertor.get_num_hidden_layers

RERED R B

vlim/model_executor/models/gemma4_mtp.py

ORI, BE centroids masking BIFEER logits iTE. Q-only attention B. % token
TN EAREREMERZE, & Gemmad MTP 89EAL,

# vilm/model_executor/models/gemma4_mtp.py
# select_and_score: 523 centroid A% H94% 3%

class Gemma4MTPMaskedEmbedder(nn.Module):
"R logit iHE: B\ centroid FEICERIE R ITEE,

5547k logits AR, ZA %% hidden states 35 3|
centroid %k, 3% top-k centroids, RERIEFiXL
centroids By token it& logits, KIEMEAK Im_head FF54.

def _select_and_score(
self,
hidden_states: torch.Tensor, # shape: (num_tokens, hidden_size)
Im_head_weight: torch.Tensor, # shape: (vocab_size, hidden_size)
) -> tuple[torch.Tensor, torch.Tensor]:



"""Centr’Oid ﬁ% + ﬁﬁ}ﬁ,é\%/E{o

Returns:
logits: (num_tokens, num_selected) #Hi logits.
indices: (num_tokens, num_selected) XM #EC & K3,

num_tokens = hidden_states.shape[0]

# Step 1: ¥ hidden states #% %% centroid %%, BX top-k

_, top_k_indices = torch.topk(
self.centroids(hidden_states), # => (num_tokens, num_centroids)
k=self.centroid_intermediate_top_k, # ¥ 32
dim=-1,

# Step 2: RIE token_ordering B E centroid XK token £&
clusters = self.token_ordering.view(

self.num_centroids,

self.vocab_size_per_centroid, # vocab_size // num_centroids

)

selected = clusters[top_k_indices] # (num_tokens, top_k, vocab_per_centroid)

# Step 3: (XY token HHE logits (FRERSER)

embeddings = Im_head_weight[selected.reshape(-1)].view(
num_tokens, self.num_selected, self.hidden_size,

)

logits = torch.einsum("td,tsd->ts", hidden_states, embeddings)

return logits, selected.view(num_tokens, -1)

vliim/v1/spec_decode/gemmad.py

PRINESH,: & KV #£F, £ 4 attention metadata. centroids CUDA graphs 338K
draft BLEBE £, RESENIHEE | ZHNXE,

# vllm/v1/spec_decode/gemma4.py
# greedy_sample: £ centroids CUDA graphs fni& &8 %A

class Gemma4Proposer(SpecDecodeBaseProposer):
def greedy sample(self, hidden_states: torch.Tensor) -> torch.Tensor:
""fg F FIHEIKEY CUDA graphs X fallback $HTRZE XA, "
if self._centroids_sizes:
T = hidden_states.shape0]
# ERE— >=T NERFE size (BHF)
for size in self._centroids_sizes:
if size >=T:
# EHMABSEFX
self._centroids_inputs[size][:T].copy_(hidden_states)
# EHFX CUDA graph
self._centroids_graphs[size].replay()
# BRAI T 179 clone 3RE (B % /5 8L KR graph i)



return self._centroids_outputs[size][:T].clone()
# WRRE LA size, HERAERK get_top_tokens
return self.model.get_top_tokens(hidden_states)
# WRKBA centroids, EERE|EEF %
return super()._greedy_sample(hidden_states)

def _setup_centroids_cuda_graphs(self) -> None:
"R W batch size #IK centroids CUDA graphs, """
masked_emb = self.model.masked_embedding
Im_head_weight = self.model._get_full_Im_head_weight()

for size in [1, 2, 4, 8, 16, 32, 64]:
static_input = torch.zeros(
size, masked_emb.hidden_size, device=self.device

)
static_output = torch.zeros(
size, dtype=torch.long, device=self.device

)
# 3K graph: 4% hidden_states, #iH argmax token id
self._centroids_graphs[size] = torch.cuda.CUDAGraph()
with torch.cuda.graph(self._centroids_graphs[size]):
logits, indices = masked_emb._select_and_score(
static_input, Im_head_weight

)
static_output.copy_(logits.argmax(dim=-1))
self._centroids_inputs[size] = static_input
self._centroids_outputs[size] = static_output
self._centroids_sizes = sorted(self._centroids_inputs.keys())

Wi A

« benchislettZ MM A G A EOEHEZ R, Mip SN/ 0.0 KK ALFHRE 0.5,

« DarkLight1337 2 WEMRAE R F MR F /40 min_transformers_version, #{# /A
model_info.check_transformers_version B &gkt |BARA Cl,

« hospedalesif4 T intermediate_size RILEFD quant_config A BAriER(E3ER| draft 42
RSB AR, FEMEEE,

« dssugarfg i Gemma4MTP. _init__ ) prefix FTRES Gemma4ForCausalLM B#r$2E
, TEERMEDCRE,

. benchislett&x&H#A& ("LGTM, Thanks!") , ERFZELH—F RN

o MARFAE BEZERE (testing): HMT GSM8k IEFMEMIR, #EZERMERA 0.5,

« Transformers RRAFEEM (question): &£ _HfExamplesInfo HifRin Y
min_transformers_version &%,

« intermediate_size RIEES quant_config 1£3& (bugfix): 18 & intermediate_size FREXE&
2, #Bkit quant_config 1£3%,

« BMESCHRIZRAER (design): IR T RISER B PR,



R0

VFP4 E/L BAREEM (question): BREEMN Bir LIEZReEH TR, BIRBRT

&,
RS o
o NS
, TIHERTMILA BY

« OERIZEE . BEKT llm_base_proposer.py F 8 propose FikZE

Eagle/DFlash 21X &, FEEYIMR,
X V1 XFF: ERIXKLAETE V1 engine 89 gpu_model_runner.py, V2 SEMBHITERE

¥

« Centroids CUDA Graphs: R =3k CUDA graphs, ZIEARXIF (#m CPU, X
ROCm) , &REZ|IEE IR, 18 _setup_centroids_cuda_graphs T RALE,

- Transformer MRAMKH: Gemma4 BAE T ERFT transformers IRA, |BARA CI TTHEK

W, BEAMIRAREENETE,
« AEJRNE: 3T speculative method BIMIAEM T EEE F RN E RE, "TTaEE5 Hbohee (

3 prefix caching. multimodal) &,

- AP BTA Gemmoa4d R AP A BB —-speculative-config B RHENARD, KIS

1.3x ~ 3.2x fn&E, TP>1 HEHF,
« A% BN 1K ATRED, XM gemmad_mtp.py #7 gemmad.py, %
liIm_base_proposer.py 3 'constant_draft_positions' Hl&l, XHEIRINEIEHA,

- FIBN: EHI Gemmas 5 HZE (centroids masking. £ 4R block table) ; ¥R E

I use_gemmad_mtp {514 H| ki B FMT,
o REARIE: BOKREARTE | (XX V1, CUDA Graph &%t , Transformers BRAKF ,

FECE TG I E it

KERPKZ

« PR #41880 Laguna xs dflash support: R4 27 speculative decoding HEZE & R FTHER
8 PR, & DFlash FuiEEUEM, 54 PR £EFEEF runner £MRIER,

« PR #40891 [Core] Avoid using extra thread in UniProcExecutor: % V1 executor BJEK
¥, A PR #FHEY GemmadProposer iZfTHE V1 engine b, 1XK¥ii% executor B9EARR .

« PR #41965 [Compressed Tensors] Allow configs with non-explicit ignores: E/LECE Y

ki, TTRER"E Gemmad MTP 5 EERKEHESERARNITA,



