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[Bugfix] Fix “RuntimeError: Already borrowed™ by adding thread-safe Hugging Face
fast-tokenizer wrappers
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JRCEERE: http://prhub.com.cn/vlim-project/viim/pull/41181

PATHRE

« —4]iE: 188 HF fast-tokenizer 3% Already borrowed $£1%

- EESE: b PR BRI R BN XRES, RITERE A3 + shSTFEMN) EEE
Mo BIWATFHIFE viim/tokenizers/hf.py # maybe_make_thread_pool BISZI, 45525k
ASEpEM _ reduce_ HIKIE, RKEP R tokenizer #HDO, ERMEHTEHLANBESE
538

TN EES BAL

Issue #40949 REZFH AT HF fast-tokenizer B9 Rust FIRERTMEA (W encode) 5F
A ZAEH (decode) HAM#HEE Already borrowed, JRH workaround (deepcopy
tokenizer 4 ZESIEE) A UMK, PR body #tBH: "Uses a tokenizer pool that
dispatches calls to borrowing methods to a free deepcopied tokenizer instance. Fix
concurrency issues with bad_words sampling param. Removes the need to use
deepcopy for multimodal processor."

SRR

1. BB B E (viim/tokenizers/hf.py): #3 maybe_make_thread_pool &%k, 1#H
queue.Queue 3P —H deep-copied tokenizer 52|; & X borrow from pool £ TX&
FERMW / V33F; ShABEE TokenizerPool 4K RS tokenizer IFBAN
ThreadSafeHFTokenizerMixin, &% encode, decode, batch_encode, batch_decode,
apply_chat_template, convert_tokens_to_ids, _ call__ FZ%, 2@ with
_borrow_from_pool £ P EIAR, FE ThreadSafeHFTokenizerMixin #rigZ 3Rk
EEEE,

2. BAAERK(vIIm/renderers/hf.py): ¥ HfRenderer. init KB (ZESKUIERETRERT
tokenizer ZJ5) @A maybe_make_thread_pool(self.tokenizer,
renderer_num_workers+1), ¥ tokenizer 2 A XIB R AIRA; R BTN
copy.copy(tokenizer) BfRJR%E tokenizer FAEEIMEK

3. #KIB workaround(vlim/renderers/base.py): MIAIZES S IR LR tokenizer B
copy.deepcopy, HIE(E#E self.tokenizer, RIARBAIRIEZ L,

4. MIFREIRZE (vIim/multimodal/processing/context.py): #FR call_hf processor F4txt
RuntimeError: Already borrowed 8] num_tries EiRJEIR (B¥E time.sleep) , EAEKIE



o B4t S EE R
5. 25 (viim/tokenizers/__init__.py): ¥ maybe_make_thread_pool fu A __all__ BUE
SNERAERAE o

R

« vlim/tokenizers/hf.py (3R 7888 ; 2B source; A dependency-wiring; F5
ThreadSafeHFTokenizerMixin, maybe_make_thread_pool, _borrow_from_pool,
TokenizerPool) : B SEI: FIEERERLEEFE,. TokenizerPool sH5K,
maybe_make_thread_pool &%X,

vlim/renderers/hf.py (#3k JEF 2 ; K| source; EA dependency-wiring; &5
HfRenderer.init) : A S&EK: E HfRenderer.init FiHHA maybe_make_thread_pool,
FHAIET tokenizer BERIE,

vlim/renderers/base.py (#k JEZ2E; K7 source; R dependency-wiring; 5

BaseRenderer.init) : #F tokenizer deepcopy workaround, &1t REARTE B A5E,

« vlim/multimodal/processing/context.py (#3k Z#L; 25| source; £ core-logic; &F
5 InputProcessingContext.call_hf_processor) : & retry &, tokenizer Sth B3
%, Already borrowed,

« vlim/tokenizers/__init__.py (B3R 7828 ; 25| source; EA! dependency-wiring; &5

maybe_make_thread_pool) : S maybe _make_thread_pool ftFMERAESR{E

KBS maybe_make_thread_pool, _borrow_from_pool, TokenizerPool.init,
TokenizerPool.encode, TokenizerPool.decode, TokenizerPool.batch_encode,
TokenizerPool.batch_decode, TokenizerPool.apply _chat_template,
TokenizerPool.convert_tokens_to_ids, TokenizerPool.call, TokenizerPool.reduce,
ThreadSafeHFTokenizerMixin

KR Fr B]

vlim/tokenizers/hf.py
oL SZH: IR RS REITHE,. TokenizerPool 514353, maybe_make_thread_pool &%k,

import contextlib

import copy

import queue

from typing import TypeVar

from transformers import PreTrainedTokenizerFast
from .protocol import TokenizerLike

_T = TypeVar("_T", bound=TokenizerLike)

class ThreadSafeHFTokenizerMixin:
""Mixin FRIEE, A TFRIRBERES tokenizer X%, "

pass

def maybe_make_thread_pool(tokenizer: _T, copies: int = 1) -> _T:



# tokenizer ® PreTrainedTokenizerFast, NIJREMIEERE LR AN TokenizerPool,

KRR ARFFRRAENRE & #hikm, LHLERS,

EE: FEZ tokenizer BMR add_special_tokens &R %,

# A3t fast tokenizer B ¥R EENHITEE

if not isinstance(tokenizer, PreTrainedTokenizerFast) or isinstance(
tokenizer, ThreadSafeHFTokenizerMixin

return tokenizer
og_tokenizer = copy.copy(tokenizer) # 3%¥% NAEAN R EHEAR

# W E B Flt
tokenizer_pool: queue.Queue[PreTrainedTokenizerFast] = queue.Queue()
for _in range(copies):

tokenizer_pool.put(copy.deepcopy(og_tokenizer))

@contextlib.contextmanager
def _borrow_from_pool():
"R AR Y —AN tokenizer, BEVAR, NG deepcopy — N, "
try:
tok = tokenizer_pool.get_nowait()
yield tok
except queue.Empty:
tok = copy.deepcopy(og_tokenizer)
yield tok
finally:
tokenizer_pool.put(tok)

# ShABNEE TokenizerPool 3, #&AJEHE tokenizer KR AAIFIT
class TokenizerPool(tokenizer. class__, ThreadSafeHFTokenizerMixin):
def apply_chat_template(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.apply_chat_template(*args, **kwargs)

def batch_decode(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.batch_decode(*args, **kwargs)

def batch_encode(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.batch_encode(*args, **kwargs)

def convert_tokens_to_ids(self, *args, **kwargs):
with _borrow_from_pool() as tok:

return tok.convert_tokens_to_ids(*args, **kwargs)

def convert_ids_to_tokens(self, *args, **kwargs):



with _borrow_from_pool() as tok:
return tok.convert_ids_to_tokens(*args, **kwargs)

def convert_tokens_to_string(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.convert_tokens_to_string(*args, **kwargs)

def decode(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.decode(*args, **kwargs)

def encode(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok.encode(*args, **kwargs)

def __call__(self, *args, **kwargs):
with _borrow_from_pool() as tok:
return tok(*args, **kwargs)

def __reduce_ (self):
# ¥ pickle FAMt, RFFIEREFHOIEMM

return maybe_make_thread_pool, (og_tokenizer, copies)

TokenizerPool.__name__ = f"TokenizerPool{og_tokenizer.__class__ . name_}"
tokenizer. class__ = TokenizerPool
return tokenizer

i B A
Mo 3% EERAEZI T PURAS threading.local fRA, reviewers XA E /&M
FAZ 5, noooop it "I think using Queue() might be a bit simpler", fF& X,

F3EBESEE: DarkLight1337 i8] "How to determine which methods we need to wrap?",
noooop ZEiX "always use _borrow_from_pool for all method calls", mAEBZTFTALAEA
.,

FastIncrementalDetokenizer: {E#E3B/% detokenizer E3EIH R tokenizer BELE M,
noooop HIAEIBITEELABEL, TLEAE,

pool BREH.: almayne B HfRenderer.__init__ REZAHA
maybe_make_thread_pool BERE, FEMERENLZESLEELRET tokenizer (AnFRAN
H57k token) , AAELEEIALZ G, BEERZ AL,

EYVAXFE: almayne #R4&E Gemma3 ZESHIERINY 5% HEETRE, FEMRFEARE;
atalman &4 PyTorch 2.12 LENR KK, 1BVEE TR EEM, REES5 torch RANHE X,

« 9 vs SWEFEDN vs BAFI (design): RAET queue.Queue BYMAL T E, FEE R SEMEAMEEE,
cREFTBEEENTE (design): RABETAIAAFEKRAAAD (call, encode, decode,

batch_encode, batch_decode, apply_chat_template, convert_tokens_to_ids &)



« FastIncrementalDetokenizer 434 |81 (correctness): ¥ R(& L, KRRWEIHLZAER
T,

« maybe_make_thread_pool ZKEfLE (design): YBIIR/FIEM: 561k mm_processor £Z
tokenizer GRiN4E%k token) , EIAR maybe_make _thread_pool 3,

- Gemma3 ZEASMAEREYT (performance): pending: EIVIZE#HA PR 5| AHE, 1F
FEIH—FRE,

R 5 B

- QF&:

« HERBERE : FARRIIE tokenizer AEFTERMAMEEE, I aEAEL Already
borrowed, HRIEBEZEZTEEH % (encode, decode, batch_*,
apply_chat_template %) , review BAZ L.

« REXRERE: MG tokenizer BIB/THRIRZE (40 add_special_tokens) R&[R 3|
MPEAR, TRERAL—K, HEIFTA mutation KEEMBME (o
prompt_embeds HMfF) , Z&,

« FastIncrementalDetokenizer %¢3¥: detokenizer B35 19 _tokenizer BMEARZR M,
BE TEREREZS, BRILHLANR; REEERN L LENFER,

« MEREXFE: 3] N deepcopy FuPAS#EE, benchmark k& I:B1L, 1B almayne R4
Gemma3 LIRS 5% T, FH—FHWIARTEAR PR 23K,

o BRIFERM: FSKE tokenizer B class__ FTEERSMEKER isinstance 2 type() B9
7%, {8 ThreadSafeHFTokenizerMixin ARiC 7 & A#&,

- AP 44 EH 4T RuntimeError: Already borrowed 1%, AHE{# A bad_words
SE0F S R E R E AR E

« A% #BRIBEY deepcopy FREIREZEE, BOFLEBNAFE NfZER; SEMIADE
HINATE (84 worker —A deep-copied BIA) , BEREZ,

« HIFA: B ZRESKIEEM tokenizer £, RBEEF5) deepcopy, BRREEF LN

NS Rk

- REeAriE: A/ABEARRE , RELLRE , MR , KBFREE

KRR EE

« PR #40720 [Prompt] Tokenizer mutation in prompt_embeds handling: /E& & ¥t 15
H #40720 F 8 tokenizer BEZIEEZ IR CI MREK, EA PR B tokenizer & E4F
A4 mutation,



