PR #41133 &KL

vlim-project/vlim
[Bugfix] Fix token loss in PP mode which causes degraded accuracy
&3rtiE: 2026-05-07 02:07

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/41133
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SRR

1. f81E update_states token B AM®# (gpu_model runner.py) : 3E last rank B3
token buffer B, #EIEZ&FIM num_computed_tokens BXA
self.input_batch.num_tokens_no_specreq_index]|, B BEATE; &R &KI|@ET
max(start_token_index, num_computed_tokens + len(new_token_ids)) it%&, #ZE
async JE (F new_token_ids) # chunked prefill; (R&EREAKPUTEN, HRE
is_token_ids = True,

2. *M% is_token_ids B# (gpu_input_batch.py) : ¥ update_req_spec_token_ids #5 A
spec token BF[E#HRE is token ids, 5 _update states T H—2K,

3. I E TR (test_gpu_model_runner.py) : IR REEZE PP ERP oD
FEH &, IE token buffer (token_ids cpu. num_tokens no_spec. is_token_ids) &
rank B E9—3kiE, FTEHBIREK schedule cached requests ¥iEEFIERKAE ML

4. EDMIRIE: Im_eval gsm8k FEEM 0.8324 1#HZE 0.8772, EHHREXMLIIEER,

R

« vlim/v1/worker/gpu_model_runner.py (3R #EARITEE; K5 source; ER core-logic
. 5 _update_states) : BAWMEE XM, BIE _update_states FIE last rank B token
mF%EH, M num_computed_tokens BXA num_tokens_no_spec, FARAN is_token_ids

L



« vlim/v1/worker/gpu_input_batch.py (13 B A#IKR; 5| source; £ core-logic; &F
E update_req_spec_token_ids) : #*M% update_req_spec_token_ids ¥ is_token_ids Y
B#, 5 update_states RIF—3, EH prompt_embeds BRIZH,

. tests/v1/worker/test_gpu_model_runner.py (3R AR ; X5 test; LR
test-coverage; 5 _schedule_cached_requests,
test_update_states_pp_non_async_multi_request_keeps_token_buffers_consistent,
test_update_states_pp_async_multi_request_keeps_rank_state_consistent) : F3EmA
BTN B KR, BE PP ERIFRIGHR, BRI token buffer £ rank [BIBY—34E,
MR QB 2B BT

*PE/F5 . _update_states, update_req_spec_token_ids, _schedule_cached_requests,
test_update_states_pp_non_async_multi_request_keeps_token_buffers_consistent,
test_update_states_pp_async_multi_request_keeps_rank_state_consistent
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vlim/v1/worker/gpu_model_runner.py

BB E X, 1BIE update_states F3E last rank By token 1R#%23Z 48, M
num_computed_tokens BXA num_tokens_no_spec, 30 is_token_ids E#r,

if not is_last_rank:
# £ YAl num_tokens_no_spec fEARRIRE], fAZ num_computed_tokens,
# AR chunked prefill T num_computed_tokens #&E/NFSZFRE5 AB token %K,
start_token_index = self.input_batch.num_tokens_no_spec(reqg_index]

# R K3 A start 5§ (num_computed_tokens + len(new_token_ids)) BYEA1H,
# 3% async AE (L new_token_ids) #o chunked prefill 3%,
end_token_index = max(

start_token_index,

num_computed_tokens + len(new_token_ids),

if end_token_index > start_token_index:

if new_token_ids:
# REREEBMAERR token, BRBEZ DA ERAR.
num_new_tokens = end_token_index - start_token_index
tokens_to_append = new_token_ids[-num_new_tokens:]
self.input_batch.token_ids_cpul

reg_index, start_token_index:end_token_index

] = tokens_to_append

# FRICIZEE N E S token, BilE enable_prompt_embeds B2 iERARRE,

self.input_batch.is_token_ids[
reqg_index, start_token_index:end_token_index

] = True

# B num_tokens_no_spec NEHFER RS,

self.input_batch.num_tokens_no_spec[req_index] = end_token_index

tests/v1/worker/test_gpu_model_runner.py



AN RO Rf B R, BE PP RS R IHT, BIE token buffer & rank &8y
—M, MRAALBEBETR,

def test_update_states_pp_non_async_multi_request_keeps_token_buffers_consistent(
model_runner, model_runner_2, dist_init, monkeypatch

reg_ids = ['req_0", 'req_1']

non_last_runner = model_runner

last_runner = model_runner_2
non_last_runner.use_async_scheduling = False
last_runner.use_async_scheduling = False

# EPAFAS rank ¥aRE R —H#E K
monkeypatch.setattr(
‘vllm.v1.worker.gpu_model_runner.get_pp_group',
lambda: SimpleNamespace(is_last_rank=False, world_size=2),
)
non_last_runner._update_states(_schedule_new_request(*req_ids))
last_runner._update_states(_schedule_new_request(*req_ids))

# L last rank BYRFELERBELF 3 token buffer
sampled_by_last_rank = {req_ids[0]: 101, req_ids[1]: 201}
for req_id, token_id in sampled_by_last_rank.items():
reg_index = last_runner.input_batch.req_id_to_index[req_id]
start_idx = int(last_runner.input_batch.num_tokens_no_spec[req_index])
end_idx = start_idx + 1
last_runner.input_batch.token_ids_cpul
reqg_index, start_idx:end_idx
] = [token_id]
last_runner.input_batch.is_token_ids]
reqg_index, start_idx:end_idx
] = True
last_runner.input_batch.num_tokens_no_spec[req_index] = end_idx
last_runner.requests[req_id].output_token_ids.append(token_id)

# M EF IR RARAE

scheduler_output = _schedule_cached_requests(
req_ids=req_ids,
num_scheduled_tokens={req_ids[0]: 1, req_ids[1]: 1},
new_token_ids=[[101], [201]],
num_computed_tokens=[3, 3],
num_output_tokens=[1, 1],

# 3E last rank 34T _update_states

monkeypatch.setattr(
‘vllm.v1.worker.gpu_model_runner.get_pp_group',
lambda: SimpleNamespace(is_last_rank=False, world_size=2),



non_last_runner._update_states(scheduler_output)

# ISR rank B9 token buffer —2k

for reqg_id in reqg_ids:
idx_nl = non_last_runner.input_batch.req_id_to_index[req_id]
idx_Ir = last_runner.input_batch.req_id_to_index[req_id]
assert (

non_last_runner.input_batch.num_tokens_no_specl[idx_nl] ==
last_runner.input_batch.num_tokens_no_speclidx_Ir]

)

assert (
non_last_runner.input_batch.token_ids_cpulidx_nl] ==
last_runner.input_batch.token_ids_cpulidx_Ir]

).all()

assert (
non_last_runner.input_batch.is_token_ids[idx_nl] ==
last_runner.input_batch.is_token_ids[idx_Ir]

).all()
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#n update_req_spec_token_ids FERAAN T self.input_batch.is_token_ids[req_index,
start_token_index:end_token_index] = True,
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« PR #40749 [Bugfix] Skip PP sampled-token receive on last rank during async
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