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vlim/entrypoints/speech_to_text/base/serving.py
BB EBR: MBERRESITE, TEREESL, BE seek £

async def _preprocess_speech_to_text(
self,
request: SpeechToTextRequest,
audio_data: bytes,
request_id: str,
) -> tuple[list[Enginelnput], float, list[float]]:
# Validate request
request.language = self.model_cls.validate_language(request.language)
request.to_language = (
self.model_cls.validate_language(request.to_language)
if request.to_language
else None

if len(audio_data) / 1024**2 > self.max_audio_filesize_mb:
raise VLLMValidationError(
"Maximum file size exceeded",
parameter="audio_filesize_mb",
value=len(audio_data) / 1024**2,

# Run cpu intensive preprocess step in a separate thread pool executor.
chunks, duration = await self._decode_and_chunk_speech_async(audio_data)

#AZWEE: WHEEA chunk EREBEMF W E LR RYE



# MietmBE A 0.0, ZEEA chunk B = AI— MR + BI—/ chunk BYSZPRETHC CRAFEK /
RFEEK)
chunk_start_offsets: list[float] = [0.0]
for chunk in chunks|[:-1]:
chunk_start_offsets.append(
chunk_start_offsets[-1] + chunk.shape[-1] / self.asr_config.sample_rate

# .. BERIN (RX)
if request.language is None and getattr(
self.model_cls, "supports_explicit_language_detection", False

request.language = await self._detect_language(
chunks[0], f"{request_id}-lang_detect"

# ¥ prompts (RZ)
parsed_prompts: list[DictPrompt] = []
for chunk in chunks:
stt_params = request.build_stt_params(
audio=chunk,
stt_config=self.asr_config,
model_config=self.model_config,
task_type=self.task_type,
)
prompt = self.model_cls.get_generation_prompt(stt_params)
parsed_prompt = parse_model_prompt(self.model_config, prompt)
parsed_prompts.append(parsed_prompt)

engine_inputs = await self.renderer.render_cmpl_async(parsed_prompts)

# MERB=T0H, 281 chunk BB R
return engine_inputs, duration, chunk_start_offsets

tests/entrypoints/speech_to_text/transcription/test_chunk_timestamp_offset.
%
FEINR, RIERREEITEEREAETIHE Z R

"""Regression test for chunk timestamp offset drift in _preprocess_speech_to_text."""
from __future__ import annotations

from unittest.mock import AsyncMock, MagicMock, patch

import numpy das np

import pytest

from vlim.config.speech_to_text import SpeechToTextConfig

from vlim.entrypoints.speech_to_text.base.serving import SpeechToTextBaseServing

SR =16_000
_PATCH = "vlim.entrypoints.speech_to_text.base.serving"



@pytest.mark.asyncio

async def test_chunk_offsets_are_cumulative_not_nominal():
chunk_start_offsets U2 & F52Fr chunk KE B RRE,
MAZIBARE “idx * max_audio_clip_s o
% split_audio £ 30s BIHRE| L8 KK FEK chunk TiEH,
BARK £FH, FIANRIFEH.
# B split_audio "THE™ HBI=MSZFR chunk K& (39 < 30s)
chunk_lengths = [int(29.5 * SR), int(29.7 * SR), int(5.0 * SR)]
chunks = [np.zeros(n, dtype=np.float32) for n in chunk_lengths]
duration = sum(chunk_lengths) / SR

# N ELRREmE (®)

expected_offsets = [0.0, 29.5, 29.5 + 29.7] # = [0.0, 29.5, 59.2]
# \BAEATEE” AN RmE (BZ 30s [EfR)

wrong_offsets = [0.0, 30.0, 60.0]

# 3% mock server 52/l
serving = SpeechToTextBaseServing._ new_ (SpeechToTextBaseServing)
serving._decode_and_chunk_speech_async = AsyncMock(return_value=(chunks, duration))
serving.asr_config = SpeechToTextConfig(
sample_rate=float(SR),
max_audio_clip_s=30,
overlap_chunk_second=1,
min_energy_split_window_size=1600,
)
serving.max_audio_filesize_mb = 100.0
serving.model_cls = MagicMock()
serving.model_cls.validate_language.side_effect = lambda lang: lang
serving.model_cls.supports_explicit_language_detection = False
serving.model_cls.get_generation_prompt.return_value = {}
serving.model_config = MagicMock()
serving.task_type = "transcribe"
serving.renderer = MagicMock()
serving.renderer.render_cmpl_async = AsyncMock(
return_value=[MagicMock()] * len(chunks)

request = MagicMock()

request.language = "en"

request.to_language = None
request.response_format = "json"
request.build_stt_params.return_value = MagicMock()

with patch(f'{ PATCH}.parse_model_prompt", return_value=MagicMock()):
_, offsets = await serving._preprocess_speech_to_text(
request=request,
audio_data=b"\x00",



request_id="test",

)

# W BERmREESIRA—K BEXRSTIHERE
assert offsets == pytest.approx(expected_offsets, abs=1e-6)
assert offsets |= pytest.approx(wrong_offsets, abs=1e-6)
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