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def _quick_allreduce_worker(
rank: int,
port: int,
quant_level: str,
dtype_name: str,
cast_bf16: bool,

# 1% E ROCm ¥3EZE B LUE QuickAllReduce £ A EHEMRIS BF16 #ik
os.environ["VLLM_ROCM_QUICK_REDUCE_QUANTIZATION"] = quant_level
os.environ["VLLM_ROCM_QUICK_REDUCE_CAST BF16_TO_FP16"] = "1" if cast_bf16 else "0"
_log(

f"worker start: rank={rank} quant={quant_level} "

f'"dtype={dtype_name} cast_bf16={cast_bf16}"

device = torch.device(f"cuda:{rank}")
torch.accelerator.set_device_index(device)
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dist.init_process_group(
backend="gloo",
init_method=f"tcp://127.0.0.1:{port}",
rank=rank,
world_size=WORLD_SIZE,

gar = None
try:
from vlim.distributed.device_communicators.quick_all_reduce import (
QuickAllReduce,

gar = QuickAllReduce(group=dist.GroupMember. WORLD, device=rank)
assert not gar.disabled

# RIBHIFELANBETEIKE: float16 EH 8MB, H#MuER 4MB
num_elements = 8 * MB if dtype_name == "float16" else 4 * MB

dtype = getattr(torch, dtype_name)
inp = torch.ones(num_elements, dtype=dtype, device=device)

# B = N4 quick-allreduce fIEEIR
assert gar.should_quick_allreduce(inp)
if cast_bf16:
# ZF2 cast, WIFAIRERT fpl16 A
assert qar.use_fp16_kernels

out = gar.quick_all_reduce(inp)
# L RAMET 2 FA (WORLD_SIZE=2) , HERTM
assert torch.allclose(out, inp * WORLD_SIZE, atol=2.5, rtol=0.1)
_log(
f'worker complete: rank={rank} quant={quant_level} "
f'dtype={dtype_name} num_elements={num_elements} "
f'use_fp16_kernels={qar.use_fp16_kernels}"
)
finally:
if gar is not None:
gar.close()
if dist.is_initialized():
dist.destroy_process_group()
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def on_gfx942() -> bool:

# X ROCm F el BERTA gfxd42 M
if current_platform.is_rocm():



from vlim.platforms.rocm import on_gfx942 as rocm_on_gfx942
return rocm_on_gfx942()
return False

def _assert_quickreduce(fa, inp):
# I03F quick-reduce BE R BEAIZE. RFEEABEMARTRAL quick-allreduce
assert fa is not None
assert not fa.disabled
assert fa.should_quick_allreduce(inp)
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