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W% 385 source; A core-logic; &5 _on_gfx12x, _on_gfx1x, _on_gfx1151,
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_rdna_hybrid_w4al16_apply_fake, benchmark, prepare_hybrid_weights,
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# SPDX-License-Identifier: Apache-2.0
# Copyright contributors to the vLLM project

Hybrid W4A16 kernel: Triton for prefill, HIP skinny for decode.

Routes based on batch size M:
M <= MAX_SKINNY_BATCH_SIZE: HIP skinny GEMM (wvSplitK_int4_g)
M > MAX_SKINNY_BATCH_SIZE: Triton W4A16 fused dequant GEMM

Stores the weights ONCE as int8 [N, K//2] (ExLlama shuffle packed). Both
paths read this single buffer.

# FERNMEBIRE (FBMESA, FF1E3E ROCm FE1RE)



def _on_gfx1x() -> bool:
if not current_platform.is_rocm():
return False
from vlim.platforms.rocm import on_gfx1x
return on_gfx1x()

def _on_gfx1151() -> bool:
if not current_platform.is_rocm():
return False
from vlim.platforms.rocm import on_gfx1151
return on_gfx1151()

# RAMERE: HIP BAZEKRS XF M=5
MAX_SKINNY_BATCH_SIZE =5

# &/ workgroup 89 LDS & (64 KiB)
LDS_CAPACITY_ELEMENTS = 64 * 1024 // 2 # 32768 fp16 ;o &

# Triton FEAAZ (LER [N, K//8] int32 iRE)
@triton.jit
def _triton_w4al6_skinny_fmt_kernel(
a_ptr, b_ptr, scales_ptr, zp_ptr, c_ptr,
M, N, K, K8, num_groups, group_size,
ZP_BIAS: tl.constexpr, HAS_ZP: tl.constexpr,

BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K: tl.constexpr,

# & int32 TR 8 N K (&, /A ExLlama 8%
# EREEPRBRRIREN, 5 scale EFEM
L #BOERSREEE
accumulator = tl.zeros((BLOCK_M, BLOCK_N), dtype=tl.float32)
for k_start in ...:
# MBHCE. FTEMRE. fKEF
# M/ shifts M int32 FIRE nibble HEHy
# 5E4

tests/kernels/quantization/test_rdna_hybrid_w4a16.py

oS IEAAMENR, 33X Python £ SZIXFELISIE HIP A0 Triton AEEE4R,

def rdna_hybrid_w4al16_reference(
x_mk: torch.Tensor, # [M, K] fp16/bf16
w_int4_nk: torch.Tensor, # [N, K] int32 raw uint4
scales_nkg: torch.Tensor, # [N, K//G] fp16/bf16
zp_nkg: torch.Tensor | None, # E& (None & RAHR)
group_size: int,
bias: torch.Tensor | None,

) -> torch.Tensor:
# REMWRE: (raw - zero_point) * scale
# HHE fp32 BE T HUTRERFE
s_full = scales_nkg.repeat_interleave(group_size, 1).float()
if zp_nkg is None:



z_full = torch.full_like(s_full, 8.0) # X#MRE
else:
z_full = zp_nkg.repeat_interleave(group_size, 1).float()
w_fp = (w_int4_nk.float() - z_full) * s_full
out = x_mk.float() @ w_fp.t()
if bias is not None:
out += bias.float()
return out.to(x_mk.dtype)

@pytest.mark.parametrize("M", [1, MAX_SKINNY_BATCH_SIZE, MAX_SKINNY_BATCH_SIZE+1,

64])
def test_rdna_hybrid_w4a16_apply_matches_reference(dtype, group_size, has_zp, M):

# Mg A, AA B ZEX op “torch.ops.viim.rdna_hybrid_w4al6_apply™"
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