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1. BB MAX_SPEC_LEN #wZER®E E54K (penalties.py) : MAZZ Lol A =Mk
MAX_SPEC_LEN, BXAGATEEASIRER pos.

2. A tl.range(pos) &#t tl.static_range(MAX_SPEC LEN): B&MEILEF, £REDSH
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5. TFEMR: RIFAME ClI FETEI, EREMEITMR,
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« vlim/v1/worker/gpu/sample/penalties.py (13 K+£88; KA source; AR core-logic;
&5 penalties_kernel, apply_penalties, PenaltiesState.apply_penalties) : #ZWEE X
f: (B E Triton HIFHFFMAMERE, BT AL RKES,

« vlim/v1/worker/gpu/sample/sampler.py (¥R R+ ; 25| source; 2R core-logic;
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SR LT ED penalties.py HEE,

RENF:

_penalties_kernel, apply_penalties, Sampler.apply_sampling_params
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vlim/v1/worker/gpu/sample/penalties.py
BB B8 Triton HIFAFFEAAMERE; BT AAASZIARARHE L,

@triton.jit

def penalties_kernel(
# ... other parameters removed for brevity
output_bin_counts_ptr,
output_bin_counts_stride,
vocab_size,
BLOCK_SIZE: tl.constexpr,
# MAX_SPEC_LEN ##R, 2KABA pos

# ... load penalties, early return ...

block_idx = tl.program_id(1)
block = block_idx * BLOCK_SIZE + tl.arange(0, BLOCK_SIZE)

mask =

block < vocab_size

logits = tl.load(logits_ptr + token_idx * logits_stride + block, mask=mask)
logits = logits.to(tl.float32)

# BEIEM global memory fn#k layout A #blocked2 B4 base_output_counts
base_output_counts = tl.load(
output_bin_counts_ptr + req_state_idx * output_bin_counts_stride + block,
mask=mask, other=0,

# XBMb: HIEE base_output_counts EEn, #E tl.zeros + g

# IX#E loop FA0Z JEH output_bin_counts ¥4 & #blocked2 layout

# ToE ttg.convert_layout ¥ shared memory EHE

pos = tl.load(expanded_local_pos_ptr + token_idx)

start_idx = token_idx - pos

output_bin_counts = base_output_counts

for prev_pos in tl.range(pos): # tl.range %K %% scf.for, MIERFT scf.if
prev_token = tl.load(token_ids_ptr + start_idx + prev_pos + 1)
token_match = block == prev_token
output_bin_counts = output_bin_counts + token_match.to(tl.int32)

output_bin_mask = output_bin_counts > 0

# ... 54 penalty LA ...
tl.store(logits_ptr + token_idx * logits_stride + block, logits, mask=mask)

vlim/v1/worker/gpu/sample/sampler.py

REIFAZL: B num_speculative_tokens Z#ALEL penalties.py BIZ &,



def apply_sampling_params(self, logits, expanded_idx_mapping, idx_mapping_np,
pos, input_ids, expanded_local_pos):
logits = torch.empty_like(logits, dtype=torch.float32).copy_(logits)
self.logit_bias_state.apply_logit_bias(...)
# self.num_speculative_tokens EFREEAN
self.penalties_state.apply_penalties(
logits, expanded_idx_mapping, idx_mapping_np,
input_ids, expanded_local_pos, # REA1&# num_speculative_tokens

)
self.bad_words_state.apply_bad_words(...)

# ...
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