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Triton topk topp # XPU L HEEFH HwmiFEH, FwPERE, viim-xpu-kernels v0.1.5 38T
XPU A%, b PR EZWZEKE] viim 89 TopKToPSampler #,
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1.3 ¥MBEXETF: & viim/_xpu_ops.py FHHE _topk_topp_sample_impl #a
_topk_topp_sample_fake, FFE register ops_once FiIEA direct_register_custom_op
SEM xpu_topk_topp_sampler, Af¥ XPU JEE C++ EFREX Python B,

2. ¥ XPU RAEKIZ: & vlim/v1/sample/ops/topk_topp_sampler.py B __init_ $FiRIEF
& ¥|ir (current_platform.is_xpu()) AEfr3EEE VLLM_XPU_USE_SAMPLER_KERNEL,
¥ self.forward FEmET A% forward_xpu; ENIEM forward_native,

3. 5230 forward_xpu: ZAEM XPU BRIANERK B KB FFRiE &, H3E seeds KE, ¥
top_k ¥R int64 JEIRA torch.ops.vlim.xpu_topk_topp_sampler TR A, XNTIER
4 logprobs BERESMAE logits_to_return, &HFIE per-request generator N EI3R 3|
forward_native,

4, ININEREEEFF X FE vlim/envs.py B9 environment_variables S8 #3E 0
VLLM_XPU_USE_SAMPLER_KERNEL, BRIAMEA True, HEMIRLEFARIRA B AN KT
B, MfRERNITRETERENZER
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« viim/_xpu_ops.py (#&Ek EFEM; 27| source; EA core-logic; 5
_topk_topp_sample_impl, _topk_topp_sample_fake) : EMBE EXEF, ZMEEIZ
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» vlim/v1/sample/ops/topk_topp_sampler.py (#E3k KA£28; K5 infra; K&
infrastructure; &5 forward_xpu) : ¥h0 forward_xpu #3%, SZ3L XPU RAERZHE
#FAiRA A



« viim/envs.py (3R IFEEE; EH| source; £ core-logic) : EXIFREEF X, Halk
i E

XS _topk_topp_sample_impl, _topk_topp_sample_fake, forward_xpu
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vlim/_xpu_ops.py
AMBEXEF, BRI

def topk_topp_sample_impl(
random_sampled: torch.Tensor, # #it: XAEEH token id
logits_to_return: torch.Tensor | None, # 3 : MR EERE logits, NEHKEFX
logits: torch.Tensor, # ¥\ logits
k: torch.Tensor | None, # top-k B{& (int64)
p: torch.Tensor | None, # top-p B{& (float)
logprobs_mode: str, # 'raw_logprobs', 'processed_logits', 'processed_logprobs'
seeds: torch.Tensor | None, # #-F35K& [seed, offset]
lambda_: float = 1.0, # JBE 53k
) -> None:
# A XPU J&RE C++ NPT top-k/top-p KA
torch.ops._xpu_C.topk_topp_sampler(
random_sampled, logits_to_return, logits, k, p, logprobs_mode, seeds, lambda_

def topk_topp_sample_fake(
random_sampled: torch.Tensor,
logits_to_return: torch.Tensor | None,
logits: torch.Tensor,
k: torch.Tensor | None,
p: torch.Tensor | None,
logprobs_mode: str,
seeds: torch.Tensor | None,
lambda_: float = 1.0,

) -> None:
# fake 523, XA T torch.compile 3B, AHUTEZFRITE
return

# & register_ops_once HFAN:
direct_register_custom_op(
op_name="xpu_topk_topp_sampler”,
op_func=_topk_topp_sample_impl,
fake_impl=_topk_topp_sample_fake,
)

vlim/v1/sample/ops/topk_topp_sampler.py
AN forward_xpu A3k, 5231 XPU AR 893633 40R A



def forward_xpu(
self,
logits: torch.Tensor,
generators: dict[int, torch.Generator], # S/MEKA 4 K B
k: torch.Tensor | None, # top-k B{&
p: torch.Tensor | None, # top-p B{E
) -> tuple[torch.Tensor, torch.Tensor | None]:
# XPU AR X ¥ per-request generator, EERI|REA
if generators:
logger.warning_once(
"xpu kernel topk_topp_sampler does not support "
"per-request generators. Falling back to "
"PyTorch-native implementation.”

)

return self.forward_native(logits, generators, k, p)

# A ERHKE
random_sampled = torch.empty(
logits.shape[0], dtype=torch.inté64, device=logits.device
)
logits_to_return = None
if (
self.logprobs_mode == "processed_logits"
or self.logprobs_mode == "processed_logprobs"

logits_to_return = torch.empty_like(logits)

# MBRIALE R B R T FofRis £
generator = torch.xpu.default_generators[logits.device.index]
state = generator.get_state()
seed, offset = state.view(torch.int64)
seeds = torch.tensor(
[seed, offset], dtype=torch.intb4, device=torch.device("cpu")

# XPU WZER k 7 intb4, M batch ¥ top_k KX int32, Eitik
if k is not None:
k = k.to(torch.int64)

#EABEXETF
torch.ops.vlim.xpu_topk_topp_sampler(

random_sampled, logits_to_return, logits, k, p, self.logprobs_mode, seeds

)

return random_sampled, logits_to_return
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- per-request generator EIREZ A& : LREIZE generators BYF|KTEIER, {EAnRE
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