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aiter JE7E v0.1.12.post2 FRAE LT g_scale, ARFABEEFHIE g scale float fn
_k_scale_float &Ykt softmax_scale, WARBEEEFE v _scale_float, PR fik FEAHIZE|
“The absorption logic ... can now be natively handled by the aiter kernel.”
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1. BREXRRUZE: £ viim/v1/attention/backends/rocm_aiter_unified_attn.py &, k&
fp8_post_attn_v_rescale frE X EAB X EZHL X (A& softmax_scale &UxFn
output_scale FRIL _v_scale_float By #8) ,

2. B¥AEE scale tensor: ¥ q_descale ZEMEE None BRAZMHEEE layer._qg_scale (
XY query A FP8 BY) , 3 k_descale. v_descale M expand J5H tensor B A H (L
R4 k_scale. _v_scale,

3. MR EAIBS T 1R if fp8_post_attn_v_rescale:
output[:num_actual_tokens].mul_(layer. v_scale_float) fAD 3k,

4. {81k descale_shape IT&: BT RMEHE descale_shape TE, ZTERXF KR —IPX
4, MR 21 17, 3% 3 1T,

R

« vlim/v1/attention/backends/rocm_aiter_unified_attn.py (3R SEFE A E3; 25 source
; KA core-logic) : BAOEEXMH, BRFWBRRBEE, KA EEEER scale tensor

25 aiter kernel,
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viim/v1/attention/backends/rocm_aiter_unified_attn.py

BT E X, BRFNERRWEELE, RAREEE scale tensor 44 aiter kernel,



# vlim/v1/attention/backends/rocm_aiter_unified_attn.py

# fBfLE ) FP8 &1k KV cache &3 % . MR T Fah&UK g/k/v scale B 45

if is_quantized_kv_cache(self.kv_cache_dtype):
key_cache = key_cache.view(self.fp8_dtype)
value_cache = value_cache.view(self.fp8_dtype)
# AEEZF5HRUK g_scale fo k_scale 3| softmax_scale,
# AR aiter kernel BR4 X 3F g_descale 53k

# E4RA unified_attention Bt E #:/£3% scale tensor
self.unified_attention(
g=query[:num_actual_tokens],
k=key cache,
v=value_cache,
out=output[:num_actual_tokens],

d_descale=layer._g_scale if query.dtype == self.fp8_dtype else None,
k_descale=layer._k_scale,
v_descale=layer._v_scale,

)
# RBEE fp8_post_attn_v_rescale FRIE
return output
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