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# ¥EM BPE/ SentencePiece &R



# BPE £/ G (U+0120), SentencePiece £/ _ (U+2581)
def _detect_space_prefix(tokenizer) -> tuple[str, ...]:
try:
# D " o" RRILABFR
ids = tokenizer.encode(" a
if ids:
tok = tokenizer.convert_ids_to_tokens(ids[0])
if isinstance(tok, str) and len(tok) > 1 and tok.endswith("a") and tok[0] not in (" ", "\t"):
return (tok[:-1],)
except Exception:

, add_special_tokens=False)

pass
# fallback: &% BPE fu SentencePiece
return ("\u0120", "\u2581")

def _normalize_token(token: str, prefixes: tuple[str, ...]) -> str:
" EREARETR, F/5FE tokenizer HRE—HENEE R T —K, "
for p in prefixes:
if token.startswith(p):

return " " + token[len(p):]

return token

def _get_unk_token_id(tokenizer, role: str) -> int:

FEX UNK token ID, 1456 unk_token_id; >R eos_token_id; /&t ValueError,

£ is not None %2 #| token ID 0,

unk = getattr(tokenizer, "unk_token_id", None)

if unk is not None:
return unk

eos = getattr(tokenizer, "eos_token_id", None)

if eos is not None:
logger.warning("VocabMapping: %s J& unk_token_id, E3RZ| eos_token_id=%d", role, eos)
return eos

raise ValueError(f"VocabMapping: {role} Bt unk_token_id 75 eos_token_id")

class VocabMapping:
def __init_ (self, target_tokenizer, draft_tokenizer, target _vocab_size, draft_vocab_size,
device):
self.target_unk = _get_unk_token_id(target_tokenizer, "target")
self.draft_unk = _get_unk_token_id(draft_tokenizer, "draft")

tgt_prefix = _detect_space_prefix(target_tokenizer)
drf_prefix = _detect_space_prefix(draft_tokenizer)

#VA—HEE

tgt_norm = {}

for tok, tid in target_tokenizer.get_vocab().items():
norm = _normalize_token(tok, tgt_prefix)
if norm not in tgt_norm:



tgt_norm[norm] = tid

drf_norm = {}
for tok, tid in draft_tokenizer.get_vocab().items():
norm = _normalize_token(tok, drf_prefix)
if norm not in drf_norm:
drf_norm[norm] = tid

#TER—ERECRE

common = set(tgt_norm.keys()) & set(drf_norm.keys())

# MEREKE (-1 RRTBRE)

drf2tgt = torch.full((draft_vocab_size,), -1, dtype=torch.long)
tgt2drf = torch.full((target_vocab_size,), -1, dtype=torch.long)
mask = torch.zeros(draft_vocab_size, dtype=torch.bool)

for norm in common:
t_id = tgt_norm[norm]
d_id = drf_norm[norm]
if t_id < target_vocab_size and d_id < draft_vocab_size:
drf2tgt[d_id] = t_id
tgt2drf[t_id] = d_id
mask[d_id] = True

self.draft_to_target = drf2tgt.to(device)
self.target_to_draft = tgt2drf.to(device)
self.intersection_mask = mask.to(device)
self.intersection_size = int(mask.sum().item())

def constrain_draft_logits(self, logits: torch.Tensor) -> torch.Tensor:
"I EREMEMN logits BN -inf, FRIE draft R RHERXERN token, "
logits[:, ~self.intersection_mask] = float('-inf")
return logits

def map_draft_to_target_ids(self, draft_ids: torch.Tensor) -> torch.Tensor:
""¥ draft token ID BREYE| target token ID, RBLETEYEHRA target UNK, """
mapped = self.draft_to_target[draft_ids]
mapped[mapped == -1] = self.target_unk
return mapped

vlim/v1/spec_decode/draft_model.py

£ TLI £ A O &, 7 DraftModelProposer. _init_ FARIEIRE L4410
VocabMapping,

from vlim.tokenizers.registry import get_tokenizer
from vlim.v1.spec_decode.vocab_mapping import VocabMapping

class DraftModelProposer(SpecDecodeBaseProposer):
def __init__(self, vllm_config, device, runner=None):



super().__init__(vllm_config, device, pass_hidden_states_to_model=False, runner=runner)
self._raise_if_draft_tp_mismatch()

self.use_heterogeneous_vocab = self.speculative_config.use_heterogeneous_vocab

spec = self.speculative_config
if self.use_heterogeneous_vocab:
# RFRFELR: MEFEA tokenizer FHEZBAT
target_tokenizer = get_tokenizer(
spec.target_model_config.tokenizer,
trust_remote_code=spec.target_model_config.trust_remote_code,
)
draft_tokenizer = get_tokenizer(
spec.draft_model_config.model,
trust_remote_code=spec.draft_model_config.trust_remote_code,
)
self.vocab_mapping = VocabMapping(
target_tokenizer=target_tokenizer,
draft_tokenizer=draft_tokenizer,
target_vocab_size=spec.target_model_config.get_vocab_size(),
draft_vocab_size=spec.draft_model_config.get_vocab_size(),
device=device,
)
else:
# RARFECR: #ERA IR KERE
self._raise_if _vocab_size_mismatch()
self.vocab_mapping = None

# .. HRWBUERRE

vlim/v1/spec_decode/llm_base_proposer.py

TEEEE greedy sample f1 _sample_draft_tokens H¥sin TLI AR fupksy, ZRIERZH
KB,

def _greedy_sample(self, hidden_states: torch.Tensor) -> torch.Tensor:
if self.use_local_argmax_reduction:
return self.model.get_top_tokens(hidden_states)

if self.use_heterogeneous_vocab:
logits = self.model.compute_logits(hidden_states)
assert self.vocab_mapping is not None
# FIERE logits BEA -inf
logits = self.vocab_mapping.constrain_draft_logits(logits)
draft_token_ids = logits.argmax(dim=-1)
# %% draft ID BRESE| target ID &8
return self.vocab_mapping.map_draft_to_target_ids(draft_token_ids)

return self.model.compute_logits(hidden_states).argmax(dim=-1)



def _sample_draft_tokens(self, hidden_states, sampling_metadata):
if not self._enable_probabilistic_draft_probs or sampling_metadata.all_greedy:
return self._greedy_sample(hidden_states), None

logits = self.model.compute_logits(hidden_states)

if self.use_heterogeneous_vocab:
assert self.vocab_mapping is not None
logits = self.vocab_mapping.constrain_draft_logits(logits)
draft_token_ids, draft_probs = self._sample_from_logits(logits, sampling_metadata)
draft_token_ids = self.vocab_mapping.map_draft_to_target_ids(draft_token_ids)
# BCE B 3R% greedy, WHIE AZLN
assert draft_probs is None, "TLI X #FEE draft RA4E"
return draft_token_ids, draft_probs

return self._sample_from_logits(logits, sampling_metadata)
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