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PITHE

« —A]iE: XPU #ER attention RAZ3EH E%— custom op

- EME: E/FR, RN TRITRE:
« dnfel3E3N _custom_ops i—F B ER, £ LEEREARHEXLEH,
- %I Python fallback BIRFE5 UK 25 AR,
« X VLLM IR B84BT R R MR [,

TN EES BAL

PR body BA#$E i : “Reduce duplicated backend-specific Python paths and rely on
consolidated custom-op dispatch, while ensuring XPU sparse indexer uses the intended
kernels from vlim-xpu-kernels, ” Bt4h, review # wuxun-zhang z&iX “enable
topk_per_row and indexer_quant_cache kernels for DeepSeek V3.2", B4 PR & XPU
* 3 DeepSeek V3.2 Byk5E—3b,

TR

1. 7 vlim/_custom_ops.py R MEZEE: I top_k_per_row_prefill fn
top_k_per_row_decode &%k, E#HHA torch.ops._C.top_k_per_row_prefill/decode, %
5 CUDA —BmyEn#H EESZ—RAA,

2. & vlim/_xpu_ops.py H#h XPU TREE: ¥ _xpu_fp8_maga_logits_impl/fake #n
_xpu_fp8_paged_mqa_logits_impl/fake, %%EFA torch.ops._xpu_C.fp8_mqa_logits #n
torch.ops._xpu_C.fp8_paged_maqa_logits, fake FFXZEIE XPU F &= tracing KH1#E A
, 3RMEZ tensor,

3. k& xpu_ops EHHE Python fallback: MIFRT indexer_k_quant_and_cache (&4
Python SZELA) group_quant_torch) . cp_gather_indexer_k_quant_cache.
top_k_per_row_prefill fo top_k_per_row_decode, XLFEIEHE viim-xpu-kernels &
B C++ AZER,

4. 45— sparse_attn_indexer.py IR ASEZ: BFLEE A (if cuda_alike: from ...
import ops elif is_xpu: from ... import xpu_ops) EKAZ%—HAY from vlim import
_custom_ops as ops. T prefill fHE, XPU BRAZE#HAHA
torch.ops.vlim.xpu_fp8_maqa_logits (f13E DeepGEMM &Y fp8_fp4_maqa_logits) , FFin
A RuntimeError B AR X #F FP4 Q, 7 decode MMEX, XPU B&/2AH



torch.ops.vlim.xpu_fp8_paged_maqa_logits, 33t seq_lens 4 #%,
5. #3E forward_xpu A3%: TE SparseAttnIndexer 2 HBIHRAD forward_xpu, 1B/E4:
review I RERANEH forward_cuda LUBRIREBEE,

R

- viim/_xpu_ops.py (HE3R Bk, KF| source; A core-logic; &5
_xpu_fp8_maga_logits_impl, _xpu_fp&8_maqga_logits_fake,
_xpu_fp8_paged_maqa_logits_impl, _xpu_fp8_paged_maqa_logits_fake) : W B XX
¥ FP8 MQA logits B3, #FRAKE Python fallback, & XPU AT 0 EfEH,

« vlim/model_executor/layers/sparse_attn_indexer.py (#ik #BSEE A ; K5 source;
KA core-logic; fF5 forward_xpu) : LERAZEEG—, BRESEFMHL X, FIA
XPU WAZAHBZ,

« vlim/_custom_ops.py (#3k B ZE X3EE; 25| source; R core-logic; &5
top_k_per_row_prefill, top_k_per_row_decode) : ¥3& top_k_per_row_prefill fa
top_k_per_row_decode £F 8%, #ELETH—RAH,

XS _xpu_fp8_mqaa_logits_impl, _xpu_fp8_maqa_logits_fake,

_xpu_fp8 paged_mqga_logits_impl, _xpu_fp8 paged_mqga_logits_fake,
indexer_k_qguant_and_cache, group_quant_torch, cp_gather_indexer_k_qguant_cache,
top_k_per_row_prefill, top_k_per_row_decode, forward_xpu

KR BR

vlim/_xpu_ops.py

AOZE X4 I FP8 MQA logits B3, B KE Python fallback, & XPU W#Z3EFHHY
F [,

# vllm/_xpu_ops.py (head FRA )

# — ¥ FP8 MQA logits &% —
def xpu_fp8_maqga_logits_impl(
g: torch.Tensor,
k_qguant: torch.Tensor,
k_scale: torch.Tensor,
weights: torch.Tensor,
cu_seqglen_ks: torch.Tensor,
cu_seqglen_ke: torch.Tensor,
) -> torch.Tensor:
# B3R xpu BFIREY C++ R
return torch.ops._xpu_C.fp8_maqa_logits(
g, k_quant, k_scale, weights, cu_seqglen_ks, cu_seqglen_ke

def _xpu_fp8_maqa_logits_fake(
q: torch.Tensor,
k_qguant: torch.Tensor,
k_scale: torch.Tensor,



weights: torch.Tensor,
cu_seqlen_ks: torch.Tensor,
cu_seqglen_ke: torch.Tensor,
) -> torch.Tensor:
# fake SZIAT tracing / 3E XPU 3%
return torch.empty(
(g.shape[0], k_quant.shape[0]), dtype=torch.float32, device=qg.device

# — i FP8 Paged MQA logits B3 —
def xpu_fp8 paged_mqa_logits_impl(
q: torch.Tensor,
kv_cache: torch.Tensor,
weights: torch.Tensor,
context_lens: torch.Tensor,
block_tables: torch.Tensor,
schedule_metadata: torch.Tensor,
max_model_len: int,
) -> torch.Tensor:
return torch.ops. xpu_C.fp8 paged_maqa_logits(
a, kv_cache, weights, context_lens, block_tables, schedule_metadata, max_model_len

# — SHFREIAE Python fallback &3 :

# indexer_k_quant_and_cache ( & group_quant_torch 4 Python EftfnE 5518 )
# cp_gather_indexer_k_quant_cache ( #& Python block-gather 523}, )

# top_k_per_row_prefill / top_k_per_row_decode ( 4 Python topk &% )

vlim/model_executor/layers/sparse_attn_indexer.py
TRRAAZES—, BRIEEEXMHL X, 3| XPU AR,

# vilm/model_executor/layers/sparse_attn_indexer.py (head FRAER 2 HEFE )

# SANZ%—: HEEMEA _custom_ops fEA ops
from vllm import _custom_ops as ops

# FERASMEEAN (BMER is_cuda_alike/is_xpu ¥|#r)

# prefill 78I XPU B&12 R4
for chunk in prefill_metadata.chunks:
# ... BB k_quant/k_scale & ...
if current_platform.is_xpu():
# XPU B2 AX3F FP4 Q, EEWRE
if g_scale_slice is not None:
raise RuntimeError("XPU fp8_mqa_logits does not support FP4 Q")
# EERAEMEE EX op (A torch.ops.viim JEAR)
logits = torch.ops.vlim.xpu_fp8_mqa_logits(
g_slice_cast, k_quant_cast, k_scale_cast,
weights[chunk.token_start : chunk.token_end],
chunk.cu_seglen_ks, chunk.cu_seqglen_ke,



)

else:
# 3 XPU 3842 (CUDA) #4:{F A DeepGEMM
logits = fp8_fp4_maqa_logits(...)

# top-k BIEB L% —3| ops.top_k_per_row_prefill
ops.top_k_per_row_prefill(

logits, chunk.cu_seqglen_ks, chunk.cu_seqglen_ke,

topk_indices, num_rows, logits.stride(0), logits.stride(1), topk_tokens

)

vlim/_custom_ops.py
13 top_k_per_row_prefill #1 top_k_per_row_decode £Z 8%, # FE % —AH,
# vlim/_custom_ops.py (head ARAHTHE A EZ )

def top_k_per_row_prefill(
logits: torch.Tensor,
cu_seqlen_ks: torch.Tensor,
cu_seqglen_ke: torch.Tensor,
raw_topk_indices: torch.Tensor,
num_rows: int,
stride0: int,
stride1: int,
topk_tokens: int,
) -> None:
# F— 8% CUDA top_k_per_row_prefill A%
torch.ops._C.top_k_per_row_prefill(
logits, cu_seqglen_ks, cu_seqlen_ke, raw_topk_indices,
num_rows, stride0, stridel, topk_tokens

def top_k_per_row_decode(
logits: torch.Tensor,
next_n: int,
seq_lens: torch.Tensor,
raw_topk_indices: torch.Tensor,
num_rows: int,
stride0: int,
stridel: int,
topk_tokens: int,
) -> None:
torch.ops._C.top_k_per_row_decode(
logits, next_n, seq_lens, raw_topk_indices,
num_rows, strideO, stridel, topk_tokens

I B AL



« gemini-code-assist[bot] 8 HAMNEBENRE: —& indexer_k_quant_and_cache 4R T
SR L EE C cache ops, NA C; =& top_k per row prefill 3k4£ strdidel
HERiR, XEEERSRERFEBE,

. jikunshang 210 top_k #/EFF| custom_ops.py, 1€ XPU o CUDA A E—K{Z
, BREMHD R, RAXN,

« wuxun-zhang #&Hcp_gather_indexer_k_quant_cache B vlim-xpu-kernels 0.1.5 &
X¥F, RAKR Python fallback. 7E# M.

- ymall R& forward_xpu 5§ forward_cuda B9RASE S, ZiNA vLLM IR %&—, /&
EHANERZ A activation.py FEIER ML, KEARARF R ARR,

« xinyu-intel 5 ProExpertProg itiBvLLM IR W EMRFE4FED X, mALEWE XPU 7
EMBE B IR kernel, ¥RRARE—N%—8 forward,

- BEX op 9% =E C _cache_ops BMUER (correctness): MEEMBE Tizel/, ELIR

RHKIE,
« top_k_per_row_prefill 2% strdidel #E 1% (style): tEEBETHE, %—AH
stridel,

. top_k BIERTNIE custom_ops.py (design): /EE¥% top_k_per_row_prefill #n
top_k_per_row_decode # A\ _custom_ops.py, LE%—EHA ops A,

« cp_gather_indexer_k_quant_cache Z&5A S E4RE Python fallback (design): /&
MR T xpu_ops.cp_gather_indexer_k_quant_cache, %&—1EFH C++ A,

. forward_xpu A AR EE & (design): EE RN E R forward_cuda (B
activation.py =) , H#AfF vLLM IR &% —,

« VLLM IR BT REHIMRFEBMAX L X (design): HRMIAFKRMGA X, KK IR KRG T ILE

1o
K5 &
o QS

- REIPREARA: &K PR EZE viim-xpu-kernels >= 0.1.8 Z &E#R At fp8_maga_logits Fo
fp8_paged_maa_logits; FERARHE, BITHIGH I AttributeError,

« B A E Python fallback TTEEEERE: RS indexer_k_quant_and_cache & 2%
B E1EE (group_quant_torch) , MKREEF NAZA R bug, TFHEKERRZ,

« DAY RuntimeError #£2&: 7 XPU B&f2 9% g_scale_slice is not None Bt
RuntimeError, ZIE{E A FP4 Q; X REITHI R LMK ZBENER T =,

o TEHEMARSME: UKL CL F 89 MLA AEENER, M RIER TR ER,
« BEMEENK: seq_lens £EFELIE (seq_lens[:, -1].contiguous()) #& shape &
S TR RE H 58

- AP Em: XPU (Intel GPU) F P IIE T LLTAT DeepSeek V3.2 R FER attention
Bz, BMEEREL viim-xpu-kernels 89tifb, CUDA A P~ 40,



« AR RV T _xpu_ops.py F 245 ITTURMRED, RBAT AL, S8
_custom_ops #FEOEFELERINHFT AL EEE,

- ERA®": XPU EIRFALRES T OEXNTT, FERTE xpu_ops.py FRINEIE]
7, AEBKRLEERAZRE,

« RFEARIT: IRBIIMEREARA , Python fallback &K , XPU R 3#F FP4 Q R i |
TGRS , seq_lens HEFREFKFN T REH 5

KRR EE

« PR #37968 [XPU] Add fp8_maqa_logits and fp8_paged_maqa_logits kernels: 4~ PR &4F
% PR 89 XPU A& 35 A 8eE R fp8_maa_logits #1 fp8_paged_mqa_logits,

« PR #39968 Dependency PR for vlim-xpu-kernels version bump: PR body % BA#ARICA
K, EZE vlim-xpu-kernels 0.1.8 X7,



