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JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/787 4

PAITHRE
« —A]iE: detach model_output 18£8 % 5| %3& micro-batch BT
- EEMME: EERIR. BWRFEA:

1. RAZEAM AR _record_memory_history #RYVIAEHIE
p2p_communication.py::create_tensor_recv_prev, 3 forward_only (0.76
MiB/micro-batch) 5 PP=1 (0.31 MiB/micro-batch) PAEXfFR S0 IR & HLHIET
%, RHEEINLGEFRRTER,

2. detach_tree i&it: 15 detach (B detached sk ERAER[E) BHRIZF key B2
Tensorlmpl; 3#Y3%#F dict / list / tuple, Mf&EZE jagged nested tensors XFEFR
LGSy R

3. EYIMIRZIT: CPU-only FRZ/N checkpoint 8! + weakref &3 B3 ETE" VL&,
BEE AST B#OKRE 4 NSIERRAL, SH UM PP>=2 A &IN5 " TEE Cl g
%3t B HF HINE /K,

4. TREFGMHREEE: “detach LB RFRBEEIRIIEE loss MAERE ALK ANFEE
TR E AR E (requires_grad R4)) XRFE, ffaER EH{Ed %,

THEES BHAL

issue #6696/#6698 R4& T %i—3| E F & micro-batch B GPU EFMIE: forward_step R
EI#) model output & detach, F3k forward_backward_batch 8 output_|st ZEEEAN batch
ERBI—HEFA S micro-batch 8 autograd B, LoRA + K/F% 3% F & R update_actor BF
OOM, FSDP @1 #6699 15%&., 1B Megatron |8y postprocess _micro_batch func B4R [E
M dict X8 forward_data_store ERAEMIR: PR /EE SN 96 B MoE. TP=1 PP=4,
1024 A micro-batch B, last-stage rank & micro-batch 3g& 45.4 MiB, % mini-batch
Rt +45.43 GiB, F#UL ncclUnhandledCudaError R AR (NCCL B cudaMalloc 483348
HFREE, 527 ESZ OOM EA) .

SCEL AR

1. 3HEZ T B detach_tree (verl/workers/engine/utils.py) : #5342 dict / list / tuple
, Xt requires_grad=True 83K EZAHA .detach(), B detached WKERFRE, BHHE
AN micro-batch 4 key #AIZ S LB Tensorlmpl, Z XA BEARIEEXLE dict B
postprocess_batch_func, ‘&M A] detach™5 “#E/5 IB"UKSKEIE — 3R, A HIRER



2 B —F KR

2. 8 & Megatron &4 & (verl/workers/engine/megatron/transformer_impl.py) : ¥
postprocess_micro_batch_func ¥3&E3RE dict &, J% output['model_output'] ME R
{BEBX A detach_tree(model _output). % dict & micro-batch #3B i3t Megatron By
forward_data_store, HEF|EAN mini-batch £X1EF%; FI&E autograd BE, 1F1IB T
create_tensor_recv_prev 2 BCEY P2P IR R A B A1#EET1E, detach LT
loss_function(...) 2/a: BELXE—NREE scaled_loss #sh, #iRA detach &KiLHE
B#BRVAE (loss {EIH teacher/label ME L, BH&XEMIER) .

3. Z—HAR=AFIE (fsdp / automodel / torchtitan) : forward_step F#) model_output
EA eI A detach_tree, H# FSDP 21 #6699 EAABFE dict comprehension
BEMARE helper (BXEARZEMN) , automodel / torchtitan B FREMEIFHF (CAI1REME
&R micro-batch ¥ B3 output_Ist) . metrics RIFRAER detach, % #6698 &
F#BH, Metric.append BEXAFREM detach().item(), metrics ANEAFRE B,

4. EVIMREBE (tests/workers/test_engine_detach_tree_on_cpu.py) : CPU-only ¥R3%
Toi=5 N mcore / torchtitan / nemo_automodel, EWMRADHE: THAEHA
_TinyCheckpointedLM (%% embedding + checkpoint 3&) £ 3. ‘detach /& checkpoint
PREFBE T weakref UK. BEMEREBNE; REEKA ast FSENT 4 D3I EXHF,
Wr = FT A model _output Zf SE AR detach_tree, MIRZERRKBIES PP=2 3% (
PR fEEHEE PP=1 THRITAEI) , RBMEFEFRE,

R

« verl/workers/engine/utils.py (13 5|E TR ; 25| source; EA core-logic; &5
detach_tree) : ¥EHE helper detach_tree, EFTAG|%E detach BHEBE—FEIRIR; )3
Sb3E dict / list / tuple, BXTE detached K&RAH3RE AE % & micro-batch & key Bz
% & TensorImpl,

- verl/workers/engine/megatron/transformer_impl.py ({3 Megatron 3|%; 35| source
; EA core-logic; &5 postprocess_micro_batch_func) : Megatron R E FrE :
postprocess_micro_batch_func B3R [E dict # N forward_data_store BEAS
mini-batch Z7&%; B&k detach 2MEE £RBIXE &R, PP>=2 + 1F1B TXEME P2P #&
Wz,

- tests/workers/test_engine_detach_tree_on_cpu.py (#E3k BN ; K5 test; £H
test-coverage; 45 _TinyCheckpointedLM, test_detach_tree_releases_the_checkpoint
_saved_activation, test_detach_tree_preserves_values_and_untouched_objects,
test_detach_tree_keeps_nested_tensors_intact) : #3% CPU EYIMiK: weakref + &/
checkpoint & £ 3 “detach K checkpoint {REEB0E M|, BrS#EMIER: HA
AST EMERE 4 /N5 model_output X7 23R A N detach_tree, FribEY)3,

- verl/workers/engine/fsdp/transformer_impl.py (#3k FSDP 3|%; 23| source; £&!
dependency-wiring; &5 forward_step) : 38 #6699 BE&ANFE dict
comprehension —%&# X detach_tree, JHREEFE/IF IIFRELEN, EFRRG—I|
BRAH—E D

- verl/workers/engine/automodel/transformer_impl.py (3t Automodel 3| %; 25|
source; 2R data-contract; &5 forward_step) : %5 ZE EAEIE model_output BFR3H



output_lIst, Z%— detach BHREEMIR; PR MARBEAFITER, HELEAGE—®

- verl/workers/engine/torchtitan/transformer_impl.py (#£3& TorchTitan 31%; 2£%|
source; M dependency-wiring; &5 forward_step) : TorchTitan 3| %% — detach;
H jagged nested tensors #8412 B detach_tree #)3AX I, MREFIIE =,

XEFE: detach_tree, postprocess_micro_batch_func, forward_step,
test_detach_tree_releases_the_checkpoint_saved_activation,
test_backend_publishes_model_output_through_detach_tree

RERED F B

verl/workers/engine/utils.py

W HEE helper detach tree, BFTAG|I% detach BWE—FSRIR; VIR dict / list /
tuple, BXE detached KERAFERE R % micro-batch & key Bl % K Tensorlmpl,

def detach_tree(obj):
"R EIRETKE LS autograd B, REHIELAS,

ZJEIRIBE micro-batch B9 dict RRBEIEA mini-batch &R
B2 S output_Ist. Megatron B forward_data_store
(megatron/core/pipeline_parallel/schedules.py) , ifi postprocess_batch_func
Z3|FTA backward BPATREAHE T A1, EMAH grad_fn BIKEH NZLEM,
HESEITR micro-batch B3k autograd BSTEE R E, FIRYEANEM
micro-batch HE&MIEK: & PEFT # enable_input_require_grads F&E1E
checkpoint fR#F# embedding #itH R EHEEH; £ Megatron 1F1B FTRKETE
Eai A, BF p2p_communication.py::create_tensor_recv_prev FoBELly P2P
BIRE A,

BERZEM: backward mATE SR EHE loss L,

if isinstance(obj, torch.Tensor):
# B.%2 detached MISKERFRE, #HEEA micro-batch A key
# ZRAIZE—ANTHAB Tensorlmpl
return obj.detach() if obj.requires_grad else obj
if isinstance(obj, dict):
return {k: detach_tree(v) for k, v in obj.items()}
if isinstance(obj, list | tuple):
return type(obj)(detach_tree(v) for v in obj)
return obj

verl/workers/engine/megatron/transformer_impl.py

Megatron SRR EFTEE: postprocess_micro_batch_func BJ3RE dict 3
forward_data_store BEA mini-batch A7&%; &k detach B8 AR KE A, PP>=2
+ 1F1B FT&EME P2P BIKEH,

def postprocess_micro_batch_func(self, output, data, forward_only, loss_function, local_cp_size=

None):
# HTFAREREEE, entropy BIITEWAE R compute_log_probs (forward_only == True Bt)



device = data["input_ids"].device
model_output = self.prepare_model_outputs(output, data)

if loss_function is not None:
loss, metrics = loss_function(
model_output=model_output, data=data, dp_group=self.get_data_parallel_group()
)
# L num_micro_batch: Megatron B pp schedule RE<IE micro-batch $R4EHX loss
scaled_loss = loss * data["num_micro_batch"]
else:
assert forward_only, "forward_only must be True when loss_function is None"
loss = torch.tensor(1.0, device=device)
scaled_loss = loss
metrics = {}

# loss RIRBIrE; HEBENFE—ANREE scaled_loss Rk,
# A X EFE model_output BYE L4 H
output = {"loss": loss.detach().item(), "metrics": metrics}
if forward_only or not self.engine_config.dynamic_context_parallel:
# I loss_function(...) Z/5 8 detach, TENHESEFRTE
# (loss {Ef1H teacher/label EH, loss BB RRKRIER)
# 1Z dict €3 A\ Megatron B forward_data_store, —~ micro-batch
# —%, EBEA mini-batch £RAEZE; W& grad_fn 218 1F1B
# T8y P2P BB d (create_tensor_recv_prev) H—#4T{E
output["'model_output"] = detach_tree(model_output)
if self.engine_config.dynamic_context_parallel:
output[DCP_SAMPLE_IDS] = tu.get_non_tensor_data(data, key=DCP_SAMPLE_IDS,
default=None)
output[DCP_GROUP_LEADER] = tu.get_non_tensor_data(data, key=DCP_GROUP_LEADER,
default=False)
# ... 54A calculate_per_token_loss # X T8 loss_agg_mode X%

tests/workers/test_engine_detach_tree_on_cpu.py

¥ CPU EYIMIR: weakref + F/IN checkpoint #2 & I “detach & checkpoint 1R
SENE, WTEAEEIIER ; 3R AST #A5K2E 4 N5IEH model_output X 4823
detach_tree, FfiEEIY3,

class _TinyCheckpointedLM(torch.nn.Module):
"k %E embedding + checkpoint B9lgRR, AL PEFT/LoRA H EAER
EMEE checkpoint 5 enable_input_require_grads FEI4T R, "™

def __init__(self):
super().__init_ ()
self.embed = torch.nn.Embedding(16, 8)
self.embed.weight.requires_grad_(False) # &5 £ JE
self.proj = torch.nn.Linear(8, 8, bias=False) # =)l %2ko
self.saved_block_input = None # 1\ checkpoint #kF I A\BY weakref

def forward(self, input_ids):



x = self.embed(input_ids)

# PEFT 8 enable_input_require_grads: embedding it EEHE,

# TN checkpoint THETERAT IS K

x.requires_grad_(True)

hidden = torch.utils.checkpoint.checkpoint(self.proj, x, use_reentrant=False)
self.saved_block_input = weakref.ref(x)

return hidden

def test_detach_tree_releases_the_checkpoint_saved_activation():
module = _TinyCheckpointedLM()
hidden = module(torch.randint(0, 16, (1, 6)))

# BEBUS 3#IE model_output £ 3| micro-batch F5ER dict
model_output = detach_tree({"log_probs": hidden.sum(-1), "entropy": hidden.mean(-1)})
assert all(value.grad_fn is None for value in model_output.values())

loss = hidden.sum()
loss.backward()
assert module.proj.weight.grad is not None # # B E R R THF

saved_input = module.saved_block_input
assert saved_input() is not None # & B GFEN I AIE N 7F5E
del loss, hidden
gc.collect()
# model_output AR IFA (FEML output_lst / forward_data_store BI4TAH) ,
# Z %A detach, checkpoint fR%F# embedding MBS EE Tk > R
assert saved_input() is None, (
"checkpoint-saved block input (embedding output) survived backward: "
"the per-micro-batch output is retaining the autograd graph"

)
PR AL

SZFR review TFBAE ({X CLAassistant £EZE&E 5 % #H APPROVED) , #ZWitHio#RRk4E
7£ PR body BB RIGIEF

« AT REEANA detach BRET: BHEZLE—REME scaled_loss Rz (XZ& Megatron
loss_func BT backward B93t£) , dict 4¥EREIRELIE, postprocess_batch_func &
Fi& backward 5ERE A HE Eo

c UEBURE: detach ML AT loss_function(...) ZJ5, TNHELSEERTEER loss Lk
IIEE (Hik{EH teacher/label MFEH) , HEHE, XEAMMEEHRZEZNITRERM,

- EAEM WRRE PP>=2 + HKERX (3 forward_only) FTHEL; PP=1 B
forward_backward_no_pipelining 3Bl backward, TEEE;
dynamic_context_parallel=True B2 ABHEERR model_output, FEESIIE, EIAEE
JIMIRSA PP>=2, & AB CPU MRAEFAN S| E MM IEL N ERE,



« SERVEE: PR MIMREMRR K Megatron, AESNRALE—T 4 N3E RBXHLEFHRER

EwmfFETK) , FSDP RAFE detach WIKESkE|HEZE helper,

« detach LB 5 E LA M (correctness): & ANRAIE detach FRIE dict HELL (
output["'model_output"'] = detach_tree(model_output)) , scaled loss &¥F
requires_grad=True, BAEBEEAZ M, MIREREE grad_fn is None 5
proj.weight.grad is not None,

« EYINRA AT IR (testing): & A tests/workers/test_engine_detach_tree_on_cpu.
py, BETASRESARAAKE; RIMARSL PP>=2 £5MR, BTEAMREA,

- BESEREREY B EIFE Megatron 5% (design): mmAENBRAEGE— 4 NI EH
model_output KAL), AST MR 4 MARA AT MAFTRIIEE,

R 5 B

o RS

« ALERBNE (FRRkEYT) : detach LT loss_function(...) ZJ&; Frifs, HERE
ZRVAE M loss BILAIIER (loss B teacher/label MEY) , BEUKXR LI, REDTF
E5MNANE R EIZAR, (ERKERENT T REfbAL,

EBEXEMMENIE (RIE) : FSDP RIEE R¥E value.grad_fn is not None Bt detach,
detach_tree BR A X requires_grad=True i KE—7E detach, Xt ‘requires_grad=True
BTG grad_fn" B FRETARET K, EKEHANRE dict TTHFEE, NRTR
B, B RGFETAESR.

MRBEEHD: EABE CPU MAEIMIR + AST 885K E, RAEESX PP>=2 THEHFR
= AST #& RR%| output["'model_output'] = detach_tree(...) § dict FWERMT L
RN, FIERAFRZERLARSRE (WHMESEELAK, BTHRIERF)

« ZR|ERTEKHNK: 4 DI EXHREMERK import 52 &, B ENFABIRE
KM A%, BE CPU 2ulids Cl B#.

« AP ®": Megatron PP>=2 BIRERIIZ (K MoE. KF%|. & mini-batch £F
micro-batch) FEEZR micro-batch fr¥8 P2P U Fifn OOM; 52 last-stage
rank &8 allocated M 62.80 GiB (OOM) FZE 35.77 GiB, & micro-batch KM
45.4 MiB BBE 1.65 MiB, bR ncclUnhandledCudaError &% (NCCL @3t
cudaMalloc R BHFLELER) WX,

« R BEHEREM O(hum_micro_batches) EIS&F| O(pipeline_depth); WA |ZE %
— "R BB micro-batch &M AN detach” B934, JHFEM
postprocess_batch_func TEKSN, RE dict RS HEEXFE ((XRIE grad_fn) .

- FIRA®"E: detach_tree RATTER TR, BEEFIIEASE; MABRN (weakref Ml
S + AST A SEE) "#H) B HME micro-batch $k3ELHM; PR body BIVARE A%
# (memory history #kY3E. forward_only / PP=1 3tBB5ZE) "{EANHEERZEKEFH
BAIIRAR

« NFEFRIT: ZEIERFEK , detach MERK B EEERHEE , CPU MLEDNR KB EESE
PP>=2, AST &SR EAERFIR



KRR EE

« PR #6699 [fsdp, trainer] fix: detach model_output and loss metrics to stop
per-micro-batch graph retention in actor update: A& PR B E RIS : 65 FSDP 5| ¥
& micro-batch BRERIEHEEH; & PR Megatron EimBR#REREE, HiE
FSDP WF5 detach A—EM AIZF detach_tree,



