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PATHE

- —AiE: BBRRERY full GC #BE IPC ACK £

< EENE: EBFEIE, LHE verl/workers/rollout/viim_rollout/bucketed_weight_transfer.
py: BIET T WA AFIREBIE R ERRR BEHETSMEE", Uk CUDA IPC 1y
CudalPCSentDatalLimbo_ + ipc_collect() AEEMLEZH T ISEEUK block, BINKET=
AN RE: RE—W ACK #3R 3| cleanup 2/&. _ack pending SF EHnfa2E#F REP
socket Bk & R JE. del weights, tensor BIE {7 & E _direct_send_large_weight,
FERBEIRERATN: FKH _cleanup BEBRART KAMEE (RARE #7366
B ACK #BETXTFFEAN try/except JJE ACK) , BAK tests/utils/test_bucketed_weight_tr
ansfer.py fR& B9 ACK IFH & — 5B BERREMRE R RN, & RAIEALLEF
#7780 89 GC FF%k, & PR X GREREFSIEANES o

Th RES EAL

PR body BAFAIBAX Z #7864 / #7848 M54L: Hi/F PR RBMT rollout &XE resume Z Bl
8 full GC, colocated weight-refit B2 F{35% 8 GC. 1EE R
torch.cuda.memory._dump_snapshot 447 vLLM bucketed QX Ef&4/E L,
BucketedWeightSender._cleanup / BucketedWeightReceiver._cleanup 8 gc.collect()
4104 XAAFEUL 0 CUDA F0, "—RE 433 ms 2, fERXEETILERE REF
K FEHE mapping, 1EREEH ipc_collect() EAK—R LR Z “the GC was functioning
as an accidental sleep, papering over a cross-process race’, BN 2 B8 4548 Bt e,
M= SEHMR GC WESRE : AMIEMEEM GC 2BEA 2 GiB bucket buffer (FRIA

N1

rollout.checkpoint_engine.update_weights_bucket_megabytes: 2048) W@ EE—i5 14
R trainer IZIBEFRAL KV-cache "EEEHIBTZI,

SRR

1. REZEMN (AFHRBIRSNEDH) @ £ 1 F&. Qwen3-0.6B. model_engine=veomni (
FSDP2) B param_offload=True/optimizer_offload=True. vLLM TP=2,
gpu_memory_utilization=0.6. update_weights_bucket_megabytes=2048 # GRPO on
GSMBK BLE T, *t rank 0 (IPC k3% 7) =4 5 #H
torch.cuda.memory._dump_snapshot, Xtk A (¥ GC: reserved 0.039 GiB. GC &
B 433.3 ms) . B (RMl GC: reserved 4.000 GiB, &## ¥ 2048 MiB) . C (#l GC
+ EHE ACK: reserved 0.039 GiB. 1% 7.1 ms) =#B%kiE, #A GC REEBEZ T ES.



2. BEWIXEFE (verl/workers/rollout/vlim_rollout/bucketed_weight_transfer.py, A< PR
RIS EkEh) : BucketedWeightReceiver.receive weights FBEBHFNARE —HEE
ACK, fZE ack_pending = True /& break, ACK EXH _cleanup 7 del self.buffer.
shm.close(). ipc_collect(). empty cache() @& %K= /E*h & (_ack_pending SF EARIE
ZMQ REP socket B recv/send TR %) ; _cleanup ELARE S socket.close(); del
weights, tensor M ACK Z 51 AIE| ACK Z /I, MmREEZX
_direct_send_large_weight &3t IPC BEENARE; XX MELXEKE—MEIA name =
weight = None, #% async for fESAE E2EMEIFRR B EMERE— (T8 IPC £FH)
REHRBE| cleanup ZJE. XL _cleanup B gc.collect() 5#BREK import gc —FH MR,

3. AAAFWEKE (verl/workers/engine_workers.py) : update_weights F1&& offload
Z Ja W aggressive_empty_cache(force_sync=True) #&iX
get_torch_device().synchronize() + get_torch_device().empty_cache(), & RiF
non_blocking D2H # N FFEBIE 3B X (PR body 5| #7848 5zl <0.8 ms) , {ERfmA%
full GC; RBTHE log_gpu_memory_usage("After offload model to cpu"),

4. 5|% 5 Megatron TEM| GC & : verl/workers/engine/{fsdp,torchtitan,automodel}/tr
ansformer_impl.py 8 to() R load-to-GPU 2 X #lF& gc.collect() (offload & X JRAH
RA) , HBKBREE import gc; verl/utils/megatron_utils.py #IFREE4L ge.collect() (
offload_megatron_model_to_cpu. load_megatron_model_to_gpu.
offload_megatron_copy_params. load_megatron_optimizer) 5 import gc, X & itk
¥ get_torch_device().empty_cache() /EA B BT B,

5. MREEE: =1 commit “fix ci” 1&1E tests/utils/test_megatron_bshd_preprocess.p
y::test_preprocess_thd_engine_pads_multidimensional_router_data B CP rank 0 #i28
& ([2,3,1,1] = [2, 3,0, 1], XR padding J& roll 5E|892F//T {0, 1,6,7}) , 5K
PR 9 GC KRB TRER XA, BTXHEN ClIEE., fFEE PR body F5&IA
tests/utils/test_bucketed_weight_transfer.py miF#7 &5 —Mm ACK 7 buffer Bikz
BRR WS, EABBITAKBES CUDA IPC, CPU A&,

KX
« verl/workers/rollout/vlim_rollout/bucketed_weight_transfer.py (13t RREREH; 25|

source; £ core-logic; 5 BucketedWeightSender.async_send_weights,
BucketedWeightSender._cleanup, BucketedWeightReceiver.init,
BucketedWeightReceiver.receive_weights) : 4~ PR AL BkshFTfE: BRI &RE—
Wy ACK BtHL. BIE del weights, tensor. 3|\ _ack_pending ¢ 3 Mifam &t

gc.collect(), E4FR CUDA IPC limbo £&40 2 GiB buffer 7 & B94Z %,

« verl/workers/engine_workers.py (#£3k RRE E#; £ 5| source; ER core-logic; K5
update_weights) : XER AR : update_weights UKE R
aggressive_empty_cache(force_sync=True) #&m& 23 synchronize() + empty_cache(),
BAR GC BREXRBRMZENEEERS, FHT offload EHERFHZE,

- verl/workers/engine/fsdp/transformer_impl.py (3% llZk3|%; 25| source; KA
core-logic; &% to) : FSDP 3| to() 8 load-to-GPU 2% Milf4 gc.collect() 5 import
gc, BEENFIEPR—ERANNRE; offload DX AME GC, BLBAKEN REIT MRS 1,



- verl/workers/engine/torchtitan/transformer_impl.py (#3k |5 %; 25| source; £
A core-logic; 45 to) : TorchTitan 31 to() % load-to-GPU %% # gc.collect() 5
import gc B, BR—#I|IZEM GC FIHE,

. verl/workers/engine/automodel/transformer_impl.py (&3t %312 ; %7 source; 2%
A core-logic; &5 to) : Automodel 5% to() & load-to-GPU 4% ) gc.collect() 5§
import gc B, BR—#I|IZEM GC FIHE,

- verl/utils/megatron_utils.py (3R RBEZ; K5 source; EA core-logic; &5

offload_megatron_model_to_cpu, load_megatron_model_to_gpu,

offload_megatron_copy_params, load_megatron_optimizer) : Megatron g4t
offload / load R$%—%+E gc.collect(), =4 PR Mk GC ARAZXRZBENXMH (-5 1T,

4 import gc) .

tests/utils/test_megatron_bshd_preprocess.py (#3k F3|TMALIE; K5 test; LR

test-coverage; {45 test _preprocess_thd_engine_pads_multidimensional_router_data)

. BN commit “fix ci’ #81E THD/CP padding AIRERE/E, 54 PR B GC THA L *

, BTR%H CIL1EE, FRMIPAEHERN,

XBEF5 . BucketedWeightReceiver.receive_weights, BucketedWeightReceiver._cleanup,

BucketedWeightSender.async_send_weights, BucketedWeightSender._cleanup,
update_weights, to, offload_megatron_model_to_cpu, load_megatron_model_to_gpu,
offload_megatron_copy_params, load_megatron_optimizer

RERED R B

verl/workers/engine_workers.py

RERZEERA: update_weights KB ALIE aggressive_empty_cache(force_sync=True)
¥ E N synchronize() + empty_cache(), AR GC /EIBAEXRBERALNEEEZA, FHib
7 offload EHIEHFHE,

# verl/workers/engine_workers.py —— update_weights UKZF (colocated IR E refit BK4R)
async def update_weights(self, global_steps: int = None, mode: str = "auto"):

# 3. sync weights: For SGLang, we need base first (when needed), then adapter/merged
await self.rollout.update_weights(
per_tensor_param, peft_config=peft_config, base_sync_done=True, global_steps=global_
steps
)

log_gpu_memory_usage("After update_weights

, logger=logger)

# 3. offload model to cpu
if self.actor.engine.is_param_offload_enabled:
self.actor.engine.to("cpu", model=True, optimizer=False, grad=False)
# JRSZHLRZ aggressive_empty_cache(force_sync=True), B<)MHE—XK full GC;
# XEHFKERXE device synchronize + empty_cache, 1RBEIF non_blocking
# D2H #INATERFIEX (#7848 LM <0.8 ms) , {EXALA Python £8 GC
get_torch_device().synchronize()
get_torch_device().empty_cache()



log_gpu_memory_usage("After offload model to cpu", logger=logger)

# 4. resume kv_cache
if self.config.rollout.free_cache_engine:
# All trainer ranks enter this naive sync path via ONE_TO_ALL. Wait for
# their offload and device cleanup before a leader wakes the rollout
# workers; local device synchronization alone cannot prevent OOM on peers.
await asyncio.to_thread(torch.distributed.barrier)
await self.rollout.resume(tags=["kv_cache"])
log_gpu_memory_usage("After resume kv_cache", logger=logger)

self.base_sync_done = True
set_expandable_segments(True)

verl/workers/engine/fsdp/transformer_impl.py

FSDP 3% to() 89 load-to-GPU &% M4 gc.collect() & import gc, B=AF|EdhE—ER
R E; offload X AT GC, WBAKEN R * g M,

# verl/workers/engine/fsdp/transformer_impl.py —— R #l load-to-GPU 4% ) gc.collect()
# torchtitan / automodel B9 transformer_impl.py::to() 4/ 52448 B 69 &L 38 5 =X,
def to(self, device: str, model: bool = True, optimizer: bool = True, grad: bool = True):
Move FSDP model and/or optimizer to CPU or GPU with offload support.
Note that this function executes irrespective of offload config. It serves as manual control

super().to(device=device, model=model, optimizer=optimizer, grad=grad)

if self.engine_config.forward_only:
# force cpu_offload
return

device_name = get_device_name()
assert device in (device_name, "cpu")
if device == device_name:
if model:
load_fsdp_model_to_gpu(self.module)
if optimizer and self.optimizer is not None:
load_fsdp_optimizer(self.optimizer, device)
# XBJRAK ge.collect() HMER: EHERKE #7780 X *_device_load mALEME
# (456 k#&ZAAA. 0 CUDA allocated delta, L& £ RSS Ti&)
# MIEA PR 7 colocated IPC B 42 E 8 profile
elif device == "cpu":
if model:
offload_fsdp_model_to_cpu(self.module)
if optimizer and self.optimizer is not None:
offload_fsdp_optimizer(self.optimizer)
# offload 2 X JBEAREA gc.collect(), ARERFRF
else:
raise ValueError(f'Invalid device type: {device}")



Wb B

N PR By comments_count 5 review_comments_count ¥4 0, XA 1E(T reviewer Fip,
E B Fr A T &Rk B EE £ PR body #HIBRAHT, T EEMKBIEEBIE. =A&ANEN
A

1. GC ERANEINEZMA: “the GC was functioning as an accidental sleep, papering
over a cross-process race’, F#H A/B/C Z4AREEIEE, Ht B AR TREAE
free_requested =, block {27 active_allocated + 2031.8 MiB inactive, f&Z 4 GiB
MAELFHEK (B —HRAGHIR")

2. ACK B 24tk famIE@mA . FUKH ERFIK mapping Z Rl ACK &E—1@, K&EH
del self.buffer B E &5 Bit#k3dE 0, PyTorch ¥ block /27 CudalPCSentDatalimbo_
, ™ ipc_collect() REEREEITHBEVIENEZ B, empty_cache() XA T R BRI A
live B3R,

3. FARAAYIRIE R B R Megatron/TorchTitan/Automodel 51%. SGLang.
use_shm=True £XEZERNHFEEZ. LoRA REMRN. £ &, _direct_send_large_weight (&
BAREMT 2 GiB) #HERIDM; {fsdp,torchtitan,automodel} B GC #KRIEER B #7780
Xt *_device_load mALKYNE, fidEA PR 89 profile, XERIRE|E #7366 (ACK B 5
$E1% ACK) EZE—K trivial rebase,

- BETH ML bucketed BIZ2H ge.collect() (correctness): @4 ACK B FBEM GC,
TN EH#H7HE 2048 MIB bucket buffer; A& PR UMM, BE C 8 free JTEEF
bucketed_weight_transfer.py 8y del self.buffer, ipc_collect() =4 0 4 allocator &4,

- HH & E—H ACK BBTHLE CUDA IPC limbo (design): A &% #: _cleanup RE%
close socket, T&/E—Mml ACK & buffer/shm/ipc_collect/empty_cache Z Exh %k ;
_direct_send_large_weight B2 del weights, tensor Rl E i &M RAEZ S, (EE/D
szl

« 31 ge.collect() BMRAIIELF (testing): 1EE L TODO 5E R caveat HRIEFH O
, RAEAN PR RFEF; _direct_send_large_weight W FR3E R ‘unmeasured’s

« KA _cleanup BEEEILZEFFAE (other): BOHTEANARIRE], PR ARITIE. RAE,

R 5 B

o RS

1. ACK #3R3IAMEERRE (ZREthLR) : &e—m ACK ILERI _cleanup IEEHAT
e, EHWHE cleanup F (get_torch_device().synchronize(). ipc_collect().
empty_cache(). shm.close()) #b7EKBAEW Kill, ACK KAR&ZHE, K&EH
BucketedWeightSender.async_send_weights B self.socket.recv() €K AfRLE; &
PR RAnABETRFE ACK, #7366 t ACK ABEHHLE R v — I EAFIR/R B k% 3,

2. RERAHINTE, MRABROBEE: bucketed_weight_transfer.py 89 ACK Ji/F.
_ack_pending SFE. socket XxHF4RE TREHERFRY, EAXR PR IR A 0;
tests/utils/test_megatron_bshd_preprocess.py B9 EI5 ARhEETL*. BHUkE (2
GiB F##¥) R#EAES: CUDA IPC £33, CI B3&SF 1o



3. RBERZNENIRAEM: direct_send_large_weight R 2 “¥&#3&E" B L R 52N ;
use_shm=True. SGLang. LoRA RRERF. % &mf ACK IBXREIIE; ZTH AT
ZMQ/IPC HBfZE £ F FT RECR ACK R REAFE O,

4. 2K ge.collect() BOEHNMBEE: megatron_utils.py BIEEAEE =N to() By
GC BMRAKE Python R EKT &=, EHFEM/KIIA (EREERF. AW, TE FP8
workspace Z EHKAEMEALAXNSE) , EH RSS TRERISHE K, 1FHWIEIEHREXE
#7780 EE %K *_device_load BEAI_E“0 CUDA allocated delta. 456 RIS AR L E
£ RSS T, BEEEAR.

5. HEIREIBE XAKF: name = weight = None {&K#i async for B E E/ER X —
FasXiE X, del weights, tensor § _ack_pending B956)5)RF & T REP socket By
FERZBANE, FEEN (I #7591 / #5619 4 overlap / double buffering) RES
ERRENERLTHERE, - W NG MEEERF: colocated RRE refit BB
2 426 ms B9 GC /28 (433.3 ms — 7.1 ms) , KRS 2 GiB bucket buffer B
78 (reserved 0.039 GiB vs 4.000 GiB) , E#¥ K KV-cache EER = A B HFAR
B, 5 #7851 W rank barrier FRREAMY OOM Fi#, WARFRITA: KET vLLM
bucketed REFHBIKINEER ACK Y, BTEHEMNE@IEZXRE, ¥
sender/receiver A BB FRi%; EBHE GC M engine_workers.py. =A%k %
to() #o megatron_utils.py B offload/load 3 FG—F5FR, BWRFTA £ A Xtk F )|
SHEE., MHEFAETREERN: K PRIEA ge.collect() BR3P / MURFEHEARER
, FHAH T IRBREIES A, WTREME #7780 AMIE GC MK T RAF XM ATELEEX

(EMESA PR £18—3: 0 CUDA F¥EI) . WA : I APL. CLI, BBEME
, ITHWkERIE; BRE 2 Megatron / SGLang / use_shm / LoRA / ZH SR, W
SREEZEERREIE, - REARD: BOBEMXEE |, B3#E ACK BHF , )b
MR, , _direct_send_large_weight RS0 , & ACK BHHK , Z51% / LR
BSSE , T reviewer A%

KRR EE

« PR #7864 [rollout, perf] fix: avoid full GC before weight resume: 4~ PR B EERIF:
2k verl/workers/engine_workers.py, 3EAXE resume Rl
aggressive_empty_cache(force_sync=True) ¥k 22 & empty_cache; & PR %42
refit B&42 LRIRE full GC, FH3IAH <0.8 ms WRFFHME,

« PR #7851 [worker] fix: sync ranks before resume kv_cache to avoid OOM on
non-leader ranks: BE— update_weights WKEE (offload — barrier — resume
kv_cache) : EifF PR 107 ¥ rank barrier F53E leader OOM, == PR JEF& bucket
buffer 78, PERLRIRE KV-cache BRI A= A B %o

« PR #7780 make weight-transfer cleanup GC configurable: PR body &4 XxBk: &%
7 _cleanup 89 GC U FIRFF £ FHRE full-GC BRIA, H 4104 XiAMA 0 CUDA FHH
REMES A PR £10—3; & PR MRE LBEMR T Xz X80E K,

« PR #7366 surface bucketed receiver failures: PR body &4 *8t: AE— ZMQ
bucketed TN ACK #BEtS B 4582 ACK, KELKERIZ; A PR KENKIHERIZH
ACK IF, BEE—K trivial rebase, BREZ KR PR A EXFEHIrE—AHLE,



« PR #7702 [megatron] fix: pad VLM THD input to TP/CP alignment before SP scatter:
A PR =/ commit “fix ci” & 1IE tests/utils/test_megatron_bshd_preprocess.py #
THD/CP padding B9#A% {8, 5i% PR RJ& mcore THD padding @, 2 R1F Kahik &
B A 51 #A 2B 3T B



