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JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/7864

PATHRE

- —A)E: RERERKARE empty_cache, £ EXEEIZ full GC

- WEME: ERER, EESAERDMERER: KA HRA—T, RENNER
Issue #7848 + PR body F ‘454 empty_cache / GC / retry & B#H#NSBRKE LK
%, THEASIHEMEREERIE. profiler. FEF AmMtaeHEE,

BB N K IE=ZAMRITREK: — B A ALRE empty_cache() EXAN R LELEH (#HiE

i8] allocator handoff X vs FHOEIKIKE) ; —BAft4 aggressive cleanup FEAREEH

J&. KV-cache resume RIBIARALEMRE (A PR B9 R whl) ; ZRLEMNBERTHEIIFHFEL

wfe N — NG LA update_weights() BIXRERZAN—NREF T Bl 2L FZFLE

A aggressive_empty cache, B3IE GPU A/B #IBAN nightly ) , TN EZEERE

REMEEFER T |

Th RES EAL

Issue #7848 iLX 7 v0.8.0 #%&3| v0.9.0 EHE GRPO W& L=)3: RER D FALKM
2.706 s #ZF| 5.166 s (+90.9%) , HHMM 385.68 tok/s [FE| 279.49 tok/s (-27.5%) »
FMALERER v0.9.0 EIWRE rollout ARERIFIE T aggressive_empty _cache(force_sync=Tr
ue), BIRZAATETA 1.133 s (A ERAEIEN 46%) , {£EME v0.8.0 NZ7E
0.695 s, PR body BAF#E & : “controlled A/B tests show its full Python GC and retry
materially slow weight sync without a measured GPU-memory benefit”, F¥8HiZEAH &
AAEX B DeepSeek-V4 T E PR #7242 5| NBKNBARE, Issue FH phase trace #—3
Efb: BR empty_cache() Bk 7.66-40.55 GiB/rank B3R %E, i GC &k 0 CUDA F
TEFE 0.56-0.69 s, HEREGRAE XH#E 0.55-0.63 s, ERRAPTEAFHLE 0.8 ms,
WEMREEREEFRZFEXWARET, BRXBEEZLIIAN GC 5FK,

SRR

1. EMZEAND: KRsI%IE verl/workers/engine_workers.py 8 update_weights(self,
global_steps=None, mode="auto"), ZREFTLENT effective_mode, H effective_mode !
= "naive" (HBR trainer/rollout £ checkpoint_engine) BtE¥E return, HEILARKED
RYEAT colocated FHFEEIZ, B RELMBIRTEFZRIM,

2. B A RZEFEMAA: & set_expandable_segments(False) ZJ&.
log_gpu_memory_usage("Before resume weights") Z g, &
aggressive_empty_cache(force_sync=True) #mX get torch_device().empty_cache(),



JFRERZ PyTorch 5 vLLM 2 EETAMII AR, NS ME vLLM EFH AT E /]
IEREA B reserved allocator block JA3RZE; LW empty_cache() BATBRX K BHF
REFE, BRSNS ARERRIKE, A get_torch_device() Mk torch.cuda W4EHF
TeEZ—HNREWE, RE NPU/AMD £¥4&,

3. RE B —4 aggressive HIE: REAEH / actor offload ZJ&. KV-cache resume Z B
aggressive_empty_cache JRARMKG), WMEIA PR B XEXBRA LA GC,
AR ZBUH aggressive cleanup, X—BEETE Issue #7848 AR EIRILIET,

4. FERBAZRME: self.rollout.resume(tags=["weights"]) X F|EEHE (SGLang
sleep_level=1 X~ resume. VLLM level-1 sleep @0 resume) UK
get_per_tensor_param() / update_weights() BIRE R F | ERAFERE, K{REZFE
EX EIKE,

5. R E5MEREE: THIGEN, /EEUBAZEHE A a CPU mock would only assert the
selected cleanup call’”, EENEVIAARNEZRE BHFITALE, EHILXA 8xH200 &%
A/B B83F: 8B dense 4.867 s — 4.207 s (13.6%) . 8B parameter offload 3.731 s —
3.031 s (18.8%) . 30B-A3B MoE 8.204 s — 7.086 s (13.6%) , 7 KRinfT¥%k OOM
, U&{E allocated/reserved THBXER; %X pre-commit £ (Ruff. mypy. AKE
ERB. ®E API REF) ET# checkout T,

R

« verl/workers/engine_workers.py (#£& SRER¥; K7 source; E£R core-logic; 5
update_weights, aggressive_empty_cache, get_torch_device) : "E—&kzh XfF,
update_weights() 7 colocated X E &k E BN B HEFEM
aggressive_empty_cache(force_sync=True) #&& get_torch_device().empty_cache(),
FrRXEEEZ LR full Python GC. ®R&RF LS =1 GiB Ei1\; README &AIH —4TEK 5.
FEBEIZ, 13%-19% R EPAXE,

X5 update_weights, aggressive_empty_cache, get_torch_device

RERED R B

verl/workers/engine_workers.py

ME— KB M. update_weights() & colocated R E & E R EFRIEM
aggressive_empty_cache(force_sync=True) ¥k get_torch_device().empty_cache(), K
FPEE&/2 EBY full Python GC. &&FR¥ 5 =1 GiB EiX; README KA —/Tekah. X
B2, 13%-19% B EPAEXE,
async def update_weights(self, global_steps: int = None, mode: str = "auto"):
# REMTRES: "auto" E% 2| config.rollout.checkpoint_engine.backend;
# RA "naive" (EXE. #ABRARERY) T2EITENEFERNRD,

effective_mode = mode if mode != "auto" else self.config.rollout.checkpoint_engine.backend

# 0. 3E naive X (9B trainer / rollout) £ checkpoint_engine 3127 return,
# EAR PR RSN AL fully_async £R P RELRMER,
if effective_mode != "naive":

if effective_mode == "delta_sharded":



metrics = await self.checkpoint_engine.send_weights(self.actor.engine, global_steps=
global_steps)
return metrics or {}
per_tensor_param, _ = self.actor.engine.get_per_tensor_param()
metrics = await self.checkpoint_engine.send_weights(per_tensor_param, global_steps=
global_steps)
return metrics or {}

set_expandable_segments(False)

# === K PR —KFh & ===

# |H: aggressive_empty_cache(force_sync=True)

# FR empty_cache NEPATRE Python GC. BRRERF, FERK >=1 GB EER;
# SN GC $F3% 0 CUDA FH#E £ 0.56-0.69 s, ERBEEMM 0.55-0.63 s,

# MEARIFAFLE 0.8 ms,

# 3. REBRCRWE| AW allocator 73k, A PyTorch MUIF| vLLM Mg B 77X HE,

# FARED ARG IENKE,; XME Issue #7848  A/B 12H 13.6%-18.8% HIEIR,
get_torch_device().empty_cache()

log_gpu_memory_usage("Before resume weights", logger=logger)

# 1. & rollout B (REE sleep MR BEHERZK)

# SGLang By sleep_level=1 (adapter #R) MRBEKIRE, FTAK resume;

# vLLM 89 level-1 sleep & CuMemAllocator.sleep(offload_tags=("weights",)),
# REHIZW unmap, M resume,

is_sglang = self.config.rollout.get("name", "") == "sglang"

if is_sglang:
resume_weights = self.config.rollout.free_cache_engine and getattr(self.rollout, "sleep_
level", 2) 1= 1

else:

resume_weights = self.config.rollout.free_cache_engine
if resume_weights:

await self.rollout.resume(tags=["weights"])
log_gpu_memory_usage("After resume weights", logger=logger)

# 2. FERAE (WAER) : get _per_tensor_param -> LoRA base sync -> update_weights,
# REEH / actor offload Z /5. KV-cache resume Z BIBIARSR aggressive cleanup iRRE,
# R PR REBMRARE resume ZRIX—&ITUR GC, MAZEBUE aggressive cleanups

SN

A PR it ER/N: RAE—%K Issue WibFo— K TLIEXH approve, &iHEIE/LF2IE E

PR body 5 Issue #7848 E,

« Ibaolin (E&) 7 Issue FIBAKIR: “Hi @wuxibin89 here is the PR you requested to
address https://github.com/verl-project/verl/issues/7848", #BHIZIEE B reviewer £
HERER,

« fEE & PR body B ERN T RMANEBERLE: —=& aggressive cleanup SRS — Ml

, BER"The existing aggressive-cleanup call remains after weight transfer/offload,



before KV-cache resume”; —&“fn PR #7780 BT EE", BER #7780 KW E
sender-cleanup ¥ &, WELRES,

« MK EFE E3HFE A No unit test is added because a CPU mock would only assert
the selected cleanup call; the regression is latency and GPU-memory behavior
covered by the controlled GPU A/B tests”, B GPU 5236 ¥k3E & A EMNE N IEHE,

« wuxibin89 X APPROVED R&EANBREE review 1118, HARMIEREHRA RS, T
RBRF ERIRMERE BA trace FREI GC ABAR X—RIRABRE-AN
AL 8 o

o X2 EM full GC BREEBBE (design): ERE resume Al RIRE LA
empty_cache(), full GC 5EIRFENKXBEZBR, REEME. KV-cache resume &l
B aggressive cleanup &8,

« EEMREITTMIR (testing): X GPU A/B SZRFIREMR CPU B, reviewer RERIZ
; RMEESERAENIIAN GC BHE, Cl FAEH,

« 5 PR #7780 MW AR EESE (question): AR EEN AT RESE, KPR ELELS
#7780 &I,

R 5 B

o

1. EEEIFAESMHM: Issue #7848 BIERINRAIN Y R TIA K Python 18385 AFFAE
CUDA iKEBR, GC FALREKEEH, REXMEHEBA trace FREN, FELRE
E (LoRA adapter. #BKF%|. MoE BBHEEE) SHBEXLE| AR, £ GC FXER
AEBHEARASWTR, TRRIAREREME OOM, mmAH A/B FAIZ
Qwen3-8B/30B-A3B B2 — =&k, BE®EA R,

2. EFEXURFEEZHIA: WIERY force_sync=True B & HRAEZREGSM—RE
NEAW, FBRAFHEFRND, Issue MEZEARIAE <0.8 ms, AWREMHEERR,
{83 self.rollout.resume(tags=["weights"]) BE-&x" I ERAR D HWEIZ, N E#HE
R RIEEZH vLLM/SGLang B &M, XERINEKBAKEEN T RE,

3. MR 2SR K KB TEF IR KRR 2 (verl/workers/engine_workers.py:769)
, HRAEMESDCEETRF. EEEAEAER—ZREHIIAN GC KEIREE, RERF
GPU MIALEER, CI AR, EERATRERBRIIT—MNRA (WREVIAREHZ B
PR #7242 8 ER5INHY) .

4. FRMREAL: KEMER get_torch_device() —imL I R effective_mode == "
naive" 4%, ABR checkpoint_engine B&I2IZRI return, #&t fully_async /
delta_sharded EFBHSLR M, - FwH: AP : £E (colocated) [ RL Ik
HWAFPEEZZ, RERIZPANITE 13.6%-18.8% (8xH200 £ 4.867 s — 4.207 s.
3.731 s = 3.031 s, 8.204s — 7.086's) . Issue #7848 BIRRAX L B RIZIAAA &
v0.8.0 — v0.9.0 ®)3IHY 46%, HEILXZZFFUKE v0.9.0 FHMEANEZE—, BH
2} RANEAPNERFNHEL)

ARG RERSHTE MG HNXBEERRZ, LREBRREEKINGKES LEAMKK; BEFE
(HEALRE (45.671/45.6855iB. 53.121/53.18GiBEXTLL) , BEkE R A AEGREE,



STEIRA : AORBHIL T “ K EERIZ R full Python GC + iR HSIERALK, HFART —ETE
FABILIESER (phase trace IR ERAEBHRA. A/B LI EER) . T APL. LEE.
X ZE, ERA5ARKEARNE,

« RFePrit: XEBEATE  RONRES  FHEERERVIRK , BIERH GPU A/B 528,
Fa =\ Rl 2518 AR R

KERIK L

« PR #7851 [worker] fix: sync ranks before resume kv_cache to avoid OOM on
non-leader ranks: 2XahE— X4 verl/workers/engine_workers.py, B REJ& colocated X
ERF / resume BENERSE rank hiARIAE; R PR BROIERZAF LAEKIRED GC
, AT —RERRATIEXS EEEKREF.

« PR #7242 trBAREMEIRIRME (Issue #7848 38 HHE R3] N aggressive_empty _cache 8§
DeepSeek-V4 ZE PR) : Issue #7848 BAFATEIR PR #7242 added this call in an
unrelated DeepSeek-V4 change without explaining it”, 2~ PR SZfi b2 XZoREFERG | A
B B EER R B,

« PR #7780 tr@lAEMEIF1RME (PR body 3R HELE separate sender-cleanup 3 78
GC) : AN GC/ ERFABEARNAE, FEE checklist PEITHARFFRARTARME.
FTHEEEEBK,

« PR #7770 [training_utils] feat: Add automatic CUDA/NPU OOM snapshots and
multi-step memory history: FEBEFTATIMMEZER; A PR BEWIRET BKS D>
GiB/ BEEFEZETTH NN, XERFIONMBERELTFERELBTNEETL R,



