PR #7858 &KL

verl-project/verl
[trainer] fix: pad teacher fields in minimal padding and support fsdp2 in forward topk loss
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JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/7858
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« —AE: TR teacher FEOER I X FF fsdp2 K

< EESE: EEREE ERFRREAAIEITE—FPR AFIHEAE, EAKRFTZ/MEITR
E: —& padding BRER " HERFIKEERZR " ik " R / EFBRFE ", BRE
SRR E R T EZM loss SHENZEKRKELEN; —2H .new_full/.new_zeros R &
topk #£5 dtype/device, Biixnhl, BTEEY BEZ teacher FE; =FE fsdp2 B
F A fsdp/veomni X A EHEL I, BB EARMI—F CPU £NEZE
teacher_ids/teacher_logprobs S REEMMIER, FHHEIAE tokenizer IR T
eos_token_id EA teacher topk id B9&E M,

TN EES BAL

PR body BA##E & : "While adding OPD support to verl-omni, we encountered several
issues that required changes to verl.", /EEREFIHANFLEERE verl TOHEE: —
&= "Add fsdp2 support in compute_topk_loss", —& "Add teacher_ids/teacher_logprobs
padding to prevent shape mismatch in construct_minimal_padding_template", 3% H £
WRIR verl-omni PR#375, gt Zit, MILKBIMROESEK OPD AMATERE| A9 E SRS
&% padding HAE B AN teacher IKEKER —KFEPFLK, UK FSDP2 E3HE
Z18 topk loss 2 JKETE M NotImplementedError,

LI RE

AORBEEHAT 2 OPD ZAIBHIBERLHFMNA: " HRE/NEZTER " 5 "topk ZEHFEHIK "
, PAEREIT compute_topk_loss KBRS EE—H#E,

1. BT FEBMERFNEZ (verl/trainer/ppo/padding_utils.py, &%k
construct_minimal_padding_template) . ERBRASLILREANTENFEE clone 3#
template_sample, EILEZEIEAE T teacher_ids / teacher_logprobs &% & JR18F 5K
E (o 8K) #HAEIR, fiERMEERFIIES K prompts (
SYNTHETIC_PADDING_SEQ LEN - 1) + responses (1) HWEZ&/NE, FE—4H
AT, FEZEIEER sequence_length = input_ids.size(0), BXHEER teacher_ids A
teacher_ids.new_full((sequence_length, *teacher_ids.shape[1:]), eos_token_id). Xt
teacher_logprobs A new_zeros M EZE, Y topk #. dtype 5 device, X#f
upsample_batch_to_divisible_size FER batch N#HIEE LHEARE S RAEARRT R —EK,



2. RERAIJRANT fsdp2 (verl/trainer/distillation/losses.py, Z#X compute_topk_loss) o
match config.strategy B34 % B case "fsdp" | "veomni" ¥ B A case "fsdp" | "veomni" | "
fsdp2", it FSDP2 J53s£ F verl.trainer.distillation.fsdp.losses.compute_forward_kl_to
pk, mARZ%Z| case _ b NotImplementedError, X5EEE "VeOmni uses FSDP2
internally, so its loss computation is identical to FSDP" ByH|kr—3k, B TIREA SN
Z BN EHRIREK.

3. AR ERRS TE 158-160 TR IRTEA: compute_topk_loss KW= B FH
shape == student_logits.shape[:2] (bsz, seglen/cp_size) . & padding EARAKKN T2k
REER, HiRaEM. EXETAMEIE forward_ki_topk REF; HF/EZE= R AKREN
PG

4. BEERD : ARZA G BAEMTNR XM, HEA schema, EEMN. fBEIMIAN SR
ZTE: PR &EXRT "Add unit or end-to-end test(s)" —IFRA%E, Test EF AT A, KiE
BEI SR & S ERE B

R

« verl/trainer/ppo/padding_utils.py (#3k #t %38 % ; 228 source; A core-logic; &5
construct_minimal_padding_template) : WM& E &
construct_minimal_padding_template & RN EIRR/NFIKEERZE teacher_ids
/ teacher_logprobs, f##& OPD ZM T batch upsample B shape mismatch,

« verl/trainer/distillation/losses.py (3R ZiBHk; EF source; £R core-logic; K&
compute_topk_loss) : REEHIRIEE . compute_topk_loss B match XA fsdp2, 1&
FSDP2 /53 £ F FSDP 4 compute_forward_kl_topk, # % NotImplementedError,

XBEMFS . construct_minimal_padding_template, compute_topk_loss,
compute_forward_kl_topk, upsample_batch_to_divisible_size

KR Fr B]

verl/trainer/ppo/padding_utils.py

¥f& B & construct_minimal_padding_template RN IRE/NFIIKEEE
teacher_ids / teacher_logprobs, & OPD T batch upsample #) shape mismatch,

# verl/trainer/ppo/padding_utils.py
# ¥33EF FIE batch upsample Bl o B RA/ N R/ANIARE TR,
def construct_minimal_padding_template(

source_td: dict,

source_tag: dict,

eos_token_id: int,
) -> tuple[dict, dict]:

"""Construct a text-only padding template. 3R[E (template_sample, template_tag), """
# 1) FEIREAE AR teacher_ids / teacher_logprobs W&k —3FrE it 3k,
# R EAINF LN RRGEHEAKE (Fln 8K) , 5TEAENER/NTIIR—K,
template_sample = {}
for key in source_td.keys():

value = source_td[key]



template_sample[key] = value.clone() if isinstance(value, torch.Tensor) else copy.
deepcopy(value)

template_tag = copy.deepcopy(source_tag)

# 2) ¥ &/ INFS: prompt 224 eos, response BRA 1 A token,

# AL KERBZEHN SYNTHETIC_PADDING_SEQ_LEN,

responses = torch.full((1,), eos_token_id, dtype=torch.int64)

prompts = torch.full((SYNTHETIC_PADDING_SEQ_LEN - 1,), eos_token_id, dtype=torch.int64)
input_ids = torch.cat((prompts, responses))

attention_mask = torch.ones_like(input_ids, dtype=torch.int64)

response_mask = torch.zeros_like(responses)

position_ids = build_padding_position_ids(template_sample.get("position_ids"), attention_mask)
routed_experts = build_padding_routed_experts(template_sample.get("routed_experts"), input_
ids.size(0))

# 3) AORFIE: EBFMFEZFTFIKEERZE, TN upsample $HEE SIHEARR
# teacher_ids / teacher_logprobs & —# R ILE., E#E shape mismatch,

#* A new_full / new_zeros &8 topk 4 (*shape[1:]) BLZ dtype. device;

# * response_mask & 0, X EREEHEM loss, REHRE X,
sequence_length = input_ids.size(0)

teacher_ids = template_sample.get("teacher_ids")

if teacher_ids is not None:
template_sample["teacher_ids"] = teacher_ids.new_full((sequence_length, *teacher_ids.
shape[1:]), eos_token_id)

teacher_logprobs = template_sample.get("teacher_logprobs")

if teacher_logprobs is not None:
template_sample["teacher_logprobs"] = teacher_logprobs.new_zeros((sequence_length,
*teacher_logprobs.shape[1:]))

#4) AR/NFIBEFMARIIERFE, HFABLABEANNE.
template_sample.update(
prompts=prompts,
responses=responses,
input_ids=input_ids,
attention_mask=attention_mask,
position_ids=position_ids,
num_turns=0,
response_mask=response_mask,
loss_mask=response_mask,
rm_scores=torch.zeros_like(response_mask, dtype=torch.float32),
rollout_log_probs=torch.zeros_like(response_mask, dtype=torch.float32),
)
if "multi_modal_inputs" in template_sample:
template_sample["multi_modal_inputs"] = {}
if routed_experts is not None:
template_sample["routed_experts"] = routed_experts



else:
template_sample.pop("routed_experts", None)

# 5) is_padding tricH TREEIERZIT (response length. score. reward) ,
# RIEERIEARTETT LI EIE R,
template_tag.update(
is_padding=True,
prompt_len=SYNTHETIC_PADDING_SEQ_LEN -1,
response_len=1,
seq_len=SYNTHETIC_PADDING_SEQ_LEN,
)

return template_sample, template_tag
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A PR B EAMR/IN: review_comments_count = 0, RAE%I#HE wuxibin89 LH—%k
APPROVED Zi¥it, FBEE&H. BWERABRARRETERE, BEINRARE " ARES "
H—, 1F%F 7 PR body PEHERZAEIF L "We would like to ask whether the following
two fixes could be incorporated into the verl codebase", #tBAXZEIIERERBIERANT,
TPHEEB approve BIMLAERZZE W, =, REXRPMAMNE L. ESCRMEMLZRRIESRE,
THHRERIRBIERINIR, B FIREEE BB R RE,

« SMRERATREETERED (question): £ E wuxibin8d X B FTHERAIXFEEN, BE#E
APPROVED #&¥#, FMTEZXALMEEHANTL,

o BRAVMR G S2ICEEIE (testing): KARR: teacher FEAINFTA X (BHE / RBEE) 5 fsdp2
ARAZERA BN EZR, EVIARBEKH verl-omni MBI PRI LI,

R 5 B

o

1. BAIEBEXNRK: teacher_ids A eos_token_id 327 (verl/trainer/ppo/padding_utils.py)
» teacher topk id 3B& KB teacher %k, ZF4% / #IF tokenizer HXAR,
eos_token_id W] BEARF S IE B 4% teacher 1A% gather BFHEXAEIR; BRERIER
response_mask & 0. Ei® EARS5 loss, BEHAPRAENRIER T HBEASEIEXE
T H XL E,

2. B4H logprob R F&: teacher logprobs B new zeros 3%, & T teacher K% fi
softmax JA—1L R E ST (teacher_mass) , FE -inf B9 0 S Kk—N " HEALHA " B
BRIES,; YRR RFIEBIRETER, RRIEREF MK,

3. TMREE: ARG EREZE JRER + ZE#IKk) , #EMRKE,
construct_minimal_padding_template #3E# if teacher_ids is not None / if
teacher_logprobs is not None BN X #% A CPU BB =, Cl El@¥EH R OPD
e, EVARBEFEZEANS (verl-omni) &I,

4. fsdp2 R ZMRZEKRIIUE: 8 fsdp2 5§ fsdp A compute_forward_kl_topk, FjiIRZE—
# logits @5 CP IMfTARE K, EFBFHNEMMELE LRI VeOmni, RXEE
SMNER| fsdp2 2 £, BRMEIEBIEREE,



5. AERMEANE: KpZEM4MEE FEFERLE + ¥ ASX) . AREEHR
fsdp/megatron/veomni B2 5 R#HE L, EVANEE EERAERNERZMES batch
padding BREZ R, - ®: AFM: £/H OPD/ %18 + FSDP2 sEZIL batch
upsample BT ERA/NGINGAES, THUEEBITAREIR NotimplementedError 5
shape mismatch, B THAMRIEZEMIEXRTREIEX; ~MEAZMNLR GRPO/PPO
KRR ZRM, AZ%M: verl/trainer/ppo/padding_utils.py 5
verl/trainer/distillation/losses.py B EW Z L HRFERERANAL TR, 1T shape 4%
IR ERR RSP A £ padding BARBGRA A, EbELSESIAFN teacher FE (4n
teacher_hidden_states) , ®EZRFEERPST. BIAM: XZ verl-omni mESE
AN T BB AV EH, %BASNR OPD SRR RCLEN, FETRFEHIEL/N
T - REFRE: ZREINAETBATE , ONREE , B tokenizer 3ETIE XRIIE
, fsdp2 5§ fsdp SMMEREERFRIE

KRR EE

« PR #7702 [megatron] fix: pad VLM THD input to TP/CP alignment before SP scatter:
FB " EA / XNF EBRRGER BT SE " NEERERN, ) padding/ XF7FE
3 (verl/models/mcore/util.py 5 verl/trainer/ppo/padding_utils.py) , ®{EREZE
shape A @S,

« PR #7805 [megatron] fix: make R2 router replay model-scoped and opt-in: 54 PR [|
ANEEE, WK/ MERASRARENABREREXEE, HERERN>ZEHEEER
BRZEENM, BTR—SNSBERREHTZE,



