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« verl/workers/engine_workers.py ({23 SXER¥; K7 source; E£H core-logic; &5
update_weights) : M—ERH XM, WERIFBATEL: £X worker WRER Y / #1%K / 1%
£ KV cache TREZHFEDEXEMN update_weights 7%, A< PR 84 5 4Tekzh (3
asyncio A + barrier) 2R3 XM,

XPEFF5: update_weights

KR F B]

verl/workers/engine_workers.py

ME— RS fE, R EBFTAEL: £F worker BIRER P / % / RE KV cache EERIZER
SEHAEXER update_weights A%, A< PR 8y 5 /T72&&0 (3% asyncio A + barrier) &
ERYEAE XX

# verl/workers/engine_workers.py: AE3RLIRFIEFOEEFA

import asyncio # 7 PR #3&: barrier 2HEERNEEE(E, FE asyncio.to_thread
£C I BT

import functools

import logging

# ... (REBRASARELE)

async def update_weights(self, global_steps: int = None, mode: str = "auto"):
# ... (BEHEF: summon 5. LoRA base sync £# )

per_tensor_param, peft_config = self.actor.engine.get_per_tensor_param(
layered_summon=self.layered_summon, base_sync_done=True

)

do_lora_base_sync = False

if not self.peft_merge and peft_config is not None:
self.rollout.sleep_level = 1
do_lora_base_sync = not self.base_sync_done

# 3. sync weights: For SGLang, we need base first (when needed), then adapter/merged
if do_lora_base_sync:
per_tensor_param_base, _base_peft_config = self.actor.engine.get_per_tensor_param(
layered_summon=self.layered_summon, base_sync_done=False



)

await self.rollout.update_weights(
per_tensor_param_base, peft_config=_base_peft_config, base_sync_done=False,
global_steps=global_steps

await self.rollout.update_weights(
per_tensor_param, peft_config=peft_config, base_sync_done=True, global_steps=global_
steps

log_gpu_memory_usage("After update_weights", logger=logger)

# 3. offload model to cpu
# BIBNAMSEWE| CPU HEBEZERERF, 1K rank WER & ARSI &K
if self.actor.engine.is_param_offload_enabled:

self.actor.engine.to("cpu", model=True, optimizer=False, grad=False)
aggressive_empty_cache(force_sync=True)

# 4. resume kv_cache
if self.config.rollout.free_cache_engine:
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# Fﬁ asyncio.to_thread &%, #%FEE worker B asyncio B4EIR,
await asyncio.to_thread(torch.distributed.barrier)
await self.rollout.resume(tags=["kv_cache"])
log_gpu_memory_usage("After resume kv_cache", logger=logger)

self.base_sync_done = True
set_expandable_segments(True)
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