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verl-project/verl
[vlim, hardware] fix: patch vlim-ascend on Ascend NPUs
&3F8tlE]: 2026-09-15 11:53

JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/7837

AT E

« —AE: NPU AN T3EMERQREER 1P, 28 GLM-5.2 R4 I%RA 5

- EEME: EIRFIR. A PR BHRA N XNINREIZEMEZ L monkey-patch”BISEA: JRADHE £X
I, TS marker. spawn NP BRR=ZHELESFMRTF, M4 vilm-ascend. sglang 5
SNREG BRI R ER EESENME, EEXTNRITRER CRIEFS R fo E A
O R EFEHBI T B F 32 XA MER,

THRES B

PR body PABAIE L : EEE Ascend NPU Lt patch viim-ascend, WX #E GLM-5.2 Fully
Async RL %k, B ASREE vLLM 512 partial wake-up ({XIAE B2 EE M model
executor EERR) HAMEARAEIAA resume_scheduler B$4T dummy forward, AdflREHR
NEFSEHAT, FHIEZE backport EFHEEFHIE verl B9 NPU RBZANT 4 —EFE, FHES
fRIE spawn H KRB | EHBMBEL AN T,

SCEN AR
A PR REk&h verl/utils/vlim/npu_vlim_patch.py —4NX, SZMH=35:

1. #3E spawn ANOR3E: HEREHFHE glm52_run_engine_core 52R[EE
_glm52_original_run_engine_core, ZERERZBEARER @wraps, BUE multiprocessing
spawn BEFZ verl.utils.vlim.npu_vlim_patch: glm52_run_engine_core BZ2B AN, ELH

FHAE P LA patch_viim_glm52_partial_wake_up() EFITHT, BRUTEENIIEAN
H,

IS

2. 523, patch_vlim_glm52_partial_wake_up() #uoZ 4 :

« M vllm.v1.engine.core 3XBX EngineCore.wake_up 5
DPEngineCoreProc.execute_dummy_batch, B _GLM52 PATCH_MARKER J& % #| bkt
ETEITHT, KRIERSE,

- #3¥ _normalized_source (EMEHRTEHEHIRE) REBEMREN: FLHEEESEE
ARG LA R, EEARREENRSTEMUIE RuntimeError, # %X RE15ZIL
B EITH T,

- 2% patched_wake_up: ERIE scheduling tag, RA % tags EZR A EIERA
model_executor.wake_up(tags), FBAX Y is_sleeping A False B
resume_scheduler(), MR £ %2R0 BE 1A 8]k E R E,



« 2% patched_dummy_batch: % model executor A7 EERRBFBk3T dummy forward,
{E4% ¥ busy loop. DP £&3#fE5 logging £ T X,

- BEJ5 % EngineCoreProc.run_engine_core ARERBAD; ZRANBEIrH O LEBBE
, MAXABaEE BREZREEER,

3. BAMAA T RAZ: & apply_npu_vlim_patches() 89 GLM-5.2 &% #ié in
patch_vlim_glm52_partial_wake_up() A, FEBE _normalized_source BYEEIRIBTRMA
vilm-ascend 0.23.x Python sources 1&IEA vlim/vlim-ascend 0.23.x Python sources,
FKAREXZFEREZ vLLM 5 viim-ascend.

4. MR GIRBEE: RAFEBHUNRAHE, XFE PR body F#BA EFE Ascend A3 K,
GLM-5.2 RL fully async MM ; AT RIREEINE, BRALHE, BEMRAREN

B,
ERX A

« verl/utils/vlim/npu_vlim_patch.py (#3k & T; 285 source; FEH
dependency-wiring; %5 _glm52_run_engine_core,
patch_vlim_glm52_partial_wake_up, patched_wake_up, patched_dummy_batch) : #E—
TE M4, £HII GLM-5.2 partial wake-up F537: F3E spawn ABEE. JREBIELSUR
%, wake_up 5 dummy batch W/ NA AR patch, F3#EEA apply_npu_vlim_patches,

KBS _glm52_run_engine_core, patch_vlim_glm52_partial_wake_up,
patched_wake_up, patched_dummy_batch

RERED R B

verl/utils/vlim/npu_vlim_patch.py

E—TE S, £ GLM-5.2 partial wake-up F51P: #3E spawn ANO R, JRAGFELX
KRB, wake_up 5§ dummy batch FANA AR patch, F3EAN apply_npu_vlim_patches,

# verl/utils/vlim/npu_vlim_patch.py #Z523, (I ))

def _glm52_run_engine_core(*args, **kwargs):
# RIFAERFEZIBEA LRI @wraps: multiprocessing spawn & B AER A2
# verl.utils.vllm.npu_vlim_patch:_glm52_run_engine_core A&,
#AESHTHEBAENITHT, BRITELENIIZEAD,
patch_vlim_glm52_partial_wake_up()
return _glm52_original_run_engine_core(*args, **kwargs)

def patch_vlim_glm52_partial_wake_up() -> None:
""Backport vLLM 6f1ada0fd1 + 11d60545e2: R4 vkBRHA A1 28 (47 forward, """
global _glm52_original_run_engine_core

from vlim.v1.engine import core
engine_core = core.EngineCore

dp_engine_core = core.DPEngineCoreProc
original_wake_up = engine_core.wake_up



original_dummy_batch = dp_engine_core.execute_dummy_batch

# H marker MR T EITINT, RIIEERARTE

wake_up_patched = getattr(original_wake_up, _GLM52_PATCH_MARKER, False)
dummy_batch_patched = getattr(original_dummy_batch, _GLM52_PATCH_MARKER, False)

# ARBRANEARZIN, BREETEE, BEBENLIFRAEERE, ROLIAERNLK
if not wake_up_patched:
source = _normalized_source(original_wake_up)
wake_up_patched = "ifnotself.model_executor.is_sleeping:self.resume_scheduler()" in
source
if not wake_up_patched and (
tuple(inspect.signature(original_wake_up).parameters) = ("self", "tags")
or 'tags=[tfortintagsift!="scheduling"]' not in source
or "iftagsisNoneortags:self.model_executor.wake_up(tags)" not in source

or not source.endswith("self.resume_scheduler()")

raise RuntimeError(f'{_GLM52_PATCH_ENV} found an unsupported EngineCore.wake_
up implementation.")

if not dummy_batch_patched:

loop_source = _normalized_source(dp_engine_core.run_busy_loop)

dummy_batch_patched = (
"elifnotself.model_executor.is_sleeping:withself.log_iteration_details(None):self.execute_
dummy_batch()"

) in loop_source

if not dummy_batch_patched and (
"withself.log_iteration_details(None):self.execute_dummy_batch()" not in loop_source
or _normalized_source(original_dummy_batch)
= "defexecute_dummy_batch(self):self.model_executor.execute_dummy_batch()"

raise RuntimeError(f'{_GLM52_PATCH_ENV} found an unsupported DPEngineCoreProc
dummy-batch implementation.")

if not wake_up_patched:
@wraps(original_wake_up)
def patched_wake_up(self, tags=None):
# B AT RELREEH scheduling tag: % tags RFIZ5| %,
# MABFEIE%EE model executor, iBF %2R0 rBE itk A BE AR T 69 B 77,
if tags is not None and "scheduling" in tags:
tags = [t for t in tags if t |= "scheduling"]
if tags is None or tags:
self.model_executor.wake_up(tags)
# RA executor TRBERARERE, TUBEALRAE,
if not self.model_executor.is_sleeping:
self.resume_scheduler()

setattr(patched_wake_up, _GLM52_PATCH_MARKER, True)
engine_core.wake_up = patched_wake_up



if not dummy_batch_patched:
@wraps(original_dummy_batch)
def patched_dummy_batch(self):
# fR3¥F busy loop ¥ DP &£&BEEALE, logging LT XHFEHAT,
# 1B executor BEERETBKIY dummy forward, 3Gt ReBE i 85,
if not self.model_executor.is_sleeping:
return original_dummy_batch(self)

setattr(patched_dummy_batch, _GLM52_PATCH_MARKER, True)
dp_engine_core.execute_dummy_batch = patched_dummy_batch

# B spawn AP : THEQSESIZEBANMENBRITARE, HRATEFHBERNERK
entrypoint = core.EngineCoreProc.run_engine_core
if entrypoint is not _glm52_run_engine_core:
_glmb2_original_run_engine_core = entrypoint
if not (wake_up_patched and dummy_batch_patched):
core.EngineCoreProc.run_engine_core = staticmethod(_glm52_run_engine_core)

status = "already present" if wake_up_patched and dummy_batch_patched else "applied"
logger.info("GLM-5.2 vLLM partial wake-up patch %s", status)

i A 4
% PR %A = EAFAT review W HITILL&LIE, wucong25 H¥E: APPROVED, BEREAAFIT
10, EREAHARNT ZAMEFEEARITRE:

« B /E R @ _normalized_source MURRBSFELILES, BELfREE LS EASE RIS, X
MAZFNLBBRAER fail-fast, #B%EE patch EREREHENZBTRFE,

c BEE5ZHRBERE A marker BHFRIEEERAALZS, FEIEE run_engine_core AH
it spawn FHAZBEMEFITANT, AERT monkey-patch EZHIZZ T T HE LGB A 7]
A

« H/AMTAZE: patched_dummy batch Rkt forward, 1£¥ busy loop 5 DP
collectives, TLEBAMEEZIBRZHANT RmiE, B OBIR5| EAIRBGE NN
- o mIMMET LR

R 5 B

c R&: R s &P EXTILEA:

o FERAEFES: normalized source STIRRELFEF B MIEHITAL, vLLM Z viim-ascend — B
RETEL, BTHIERN, BMEBEXREMTEEAMSK RuntimeError, RRBHEEX
W, XZ fail-fast RM, BT AMERKTIEFRRE R,

 ZHPBAOKE: £/, EngineCoreProc.run_engine_core 2T A T RIMNEZ ERS
spawn B vLLM 3| %3t42: glm52_original_run_engine_core K&-FHIZE#H import J&
BORAA patch RFCRRE, ESABZSARNTEMN, TS| A None MR,

« fITAHIEBXEA: patched_dummy_batch Bkid dummy forward /&, K&t dummy batch &
profiler It BEEGEKEMNTFTHEATRZY M, BREFEEMRE collectives, {BELFREK



Rk B LI,

« MIREEERK: A PR TAEME MR, (UKEE S EZHIIE, BRI SR,

« W HuSEE&EFAE Ascend NPU + GLM-5.2 + Fully Async RL By2E&3% 5 :

« AP FFR VERL VLLM ASCEND GLM52 PATCH=1 /&, GLM-5.2 fully async Ill%1E
Ascend A3 R B RERDREELR BBAT forward AR ; BRIARFTR, REmEM NPU
RAF,

« RGN VLLM 3| E B BREAMEE, spawn FHZIM— K patch A, MEEEFTEE = ZBE
s S| EHABMAND REE S, TR MR EngineCoreProc.run_engine_core B3|
Ao

« HFIBAM: 5 PR 7779 —#&HMK Ascend GLM-5.2 XFHWBEEL, BELEBNFHMIRE
VLLM JRAZEE B B siL IR, B bR 38 SGR A

« REEARIE: TEMLMREE , RO LBRMIELITE , £3HEAND RS | JNRE

monkey-patch

KERPRZ

« PR #7779 [vlim, hardware] fix: patch vlim-ascend for GLM-5.2 RL training on Ascend
NPUs: Bl —/E& 53R — X verl/utils/vlim/npu_vlim_patch.py BILATARA, BEZMK
RMSNorm. SFA H-F%EA patch; & PR EHZ EANFE partial wake-up F5#7, BT HE
—&RINBE &P,

« PR #7762 [trainer, ckpt] fix: skip V1 async warmup after inflight reissue: [@A Fully
Async IR EMMBE, A fully_async BIZAEAKFE bug, & PR 5EEMEERF
WEIE NPU/ IR BE RN B E RN,

« PR #7722 [perf, tool] fix: Avoid overlapping rollout and training profilers in Trainer
V1: B4 Trainer V1 @R BIZNBE, H & rollout HilG4IL A, 54K EMkig
B EE fully_async 3R T T ek ARl 4iaE .



