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JRSCEESE: http://prhub.com.cn/verl-project/verl/pull/7808

PAITHRE

« —A]3E: #F3 Ascend NPU batch-invariant FFEVINR (14 41)

 EEMNE: BRI, BIRNENREFERCERE RIS,

« EEE run_on_npu By spawn FHERBFIZIT: X TSELEEM torch dispatch &Z&HE
# torch.sum. torch_npu.npu_add_rms_norm XEANDWF X, HEREERE—TE
HRREFE, XESETEEIBIHM NPU 2 TR,

« EAF  run_check WA ESZ vLLMHttpServer MM&/N mock (R TIE + Ray L TX
+ I EEEEH]) Ak ELH init_batch_invariance(), #%T RN mockl BIEFAME,
[ B AT AN AR B S A 3 5| E AR

« RPERITRE: enabled/disabled XakiE (4552 disabled BFE3k
batch_invariant_ops:: E4EAH4 0) , XEERMFREZEREHR dispatch JEMHIR.

- BFEBETEHIAGES, BIWELA—ANEE batch size 9—EM AR B—E&AEAD Bk
batch=1 5 batch=N tb# logprob {Lk—3k, F &= full_determinism B9i&8X; FH#h5F
Cl REEHEFRZENRIE, BRKHEA skipped,

« #E3PEIX: B8R bi_batch_invariant_LIB SAE S HRBAETIRTERNME N (M
viim-ascend lRATT8EE )] , FE PR #RFEXMHEZE body EH
test_batch_invariant_switch.py 5%,

THHES BAL

PR body FR##14EA BAr2: BIF full_determinism 8 enabled/disabled PRFTIRASREIEFAIETE
B|FELE VLLM_BATCH_INVARIANT, FH3&FMEANE FIME PUTER, BEEMER.
reduction. AddRMSNorm 5 fused attention #8&, batch-invariant ¥z &k ERIER—
prompt ZEAE batch AR T /=4 —3K logprob BIRIIR, —BEFXEBRERK, RL &+ H
ratio/advantage &M batch ARREEN BEWREEN, EE LB FREKAEET LR ("No
public API or configuration changes. The tests exercise the existing configuration") ,
PR IX B —RET X B A RE A EIRIF, S PR body H 8 {Before Starting) ‘HHIEETEE
IEZERZR: "gh was unavailable and web search did not establish whether an
overlapping PR exists",

SCEL AR



1. MR BT 5 BkEEEE (run_on_npu) : 6 pytest.importorskip(“torch") /
pytest.importorskip("torch_npu") 5 torch.npu.is_available() ¥|ZE2F RTH NPU 3%
: BA importlib.util.find_spec("batch_invariant_ops") ¥&ML AscendC EF &, T8
BRARX S TBELT skip / BFEEMBEBLIREE] . BESNAFIES
multiprocessing.get_context("spawn") FuABIR L F#HAZHAT run_check, #BH 180 s,
join JEFE finally & kill/join/close, B#MEILENEFRESEINLIHNLE dispatch &5
JRSLIR AL, BT TR,

2. AES server IBahF£(E#E (_run_check) : %&3&= VLLM_BATCH INVARIANT.
VERL_FULL_DETERMINISM, VERL_SEED =AEZE, BRHEAESX
RolloutConfig(hame="vlim", full_determinism=enabled, tensor_model_parallel_size=1,
max_model_len=128) #n&/|» SimpleNamespace (hf_config.max_position_embeddings=
128) 5 SimpleNamespace(get_job_id=...) E X, patch # ray.get runtime_context
5 ray.util.get_node_ip_address JEMEE S vLLMHttpServer; FMMEMER ., RB5h Ray
ERE®RIET|E, MEZREERNXR master_sock. _dp_rpc_sock. _dp_master_sock
=/ socket, FKE VLLM_BATCH_INVARIANT 57 % —%K.
bi.HAS_ASCENDC_BATCH_INVARIANT XE, HEH
patch("vllm_ascend.ascend_config.get_ascend_config",
return_value=SimpleNamespace(weight_nz_mode=1)) T& 3| 2B £ 5|3 AAE L
bi.init_batch_invariance()o

3. A profiler B4 EF&HE (profile_operator) : &
torch.autograd.profiler_legacy.profile(use_cuda=False) & B ABATHNE FIH
torch.npu.synchronize(), M key_averages() ®fFH batch_invariant_ops:: BIZEMH;
enabled HE R BAREFE4%K > 0, disabled HERIZABRE4ETELA 0 (FFib
dispatch JEAHHREIKRFBIZE)

4, BIHHRBENEIKRB S : _check_switch REIFIEZES bi._batch_invariant_LIB is not
None; _check_mm / _check_matmul 2BI#R%: torch.mm — npu_mm_batch_invariant.
torch.matmul = npu_matmul_batch_invariant, 3 CPU fp32 itEH % bf16 &
rtol=0, atol=0 LKL }; check torch_sum F torch.sum is bi.reduce_sum.
_check_tensor_sum H torch.Tensor.sum is bi.reduce_sum &, FHKRIE
npu_reduce_sum_batch_invariant E45%k{&; _check_add_rms_norm #R3&
torch_npu.npu_add_rms_norm is bi.add_rms_norm, enabled BrERH I aten::add +
npu::npu_rms_norm B npu::npu_add_rms_norm A 0. rstd is None, disabled BtE&E3K
H I, npu::npu_add_rms_norm; _check_fused_infer_attention_score_binding RA&K4&
torch_npu.npu_fused_infer_attention_score is
torch.ops.batch_invariant_ops.npu_fused_infer_attention_score_batch_invariant B4
EXRo

5. MREEE: 7 MERREKL—A @pytest.mark.parametrize("enabled", [False, True],
ids=["disabled", "enabled"]), &1t 14 ffl; mITH4SA python -m pytest -v -s
tests/workers/rollout/rollout_vlim/test_batch_invariant_ops_on_npu.py. 24~PR JoJRAY.
BLE. XAYsk submodule Bk5h; 1EEBREERA PyTorch. torch_npu. vLLM Ascend
5X45r AscendC batch-invariant E-F B0 FEIREIZIT, 5B NPU tests and
pre-commit checks have not been run during PR preparation]



R

« tests/workers/rollout/rollout_vlim/test_batch_invariant_ops_on_npu.py (i FiEEY)T
M KB test; EH test-coverage; &5 _run_check, run_on_npu,
profile_operator, _check_switch) : 4~ PR sE—#73¢ Xk, A 14 NAF (7 TREE x
enabled/disabled) A& NPU L& vLLM full_determinism /
VLLM_BATCH_INVARIANT FFXZ BTN ; && spawn FHERH. EX
vLLMHttpServer #¥3&. profiler E4K =5 CPU & (EREIEANT £ BNHRE R,

XS _run_check, run_on_npu, profile_operator, _check_switch, _check_mm,
_check_matmul, _check torch_sum, check tensor_sum, _check add_rms_norm,
_check_fused_infer_attention_score_binding

RERED F B

tests/workers/rollout/rollout_vlim/test_batch_invariant_ops_on_npu.py

A PR sE—F03E X, A 14 ANAG (7 TIE x enabled/disabled) R HFFE NPU L&

vLLM full_determinism / VLLM_BATCH_INVARIANT FxZEV)AKN; &4 spawn T2
e, E5Z vLLMHttpServer #¥j3&. profiler B4KE 5 CPU 22 ERETEAT E A MR
No

# tests/workers/rollout/rollout_vlim/test_batch_invariant_ops_on_npu.py (I 5 8% % 42)

def _run_check(check, enabled):
# BNFHEBHEMNTI2IFEFE: LFE shell SR ERGETREBHAXREE,
# £RIE VLLM_BATCH_INVARIANT R ¥[&Ef RolloutConfig.full_determinism 5 X,
for name in ("VLLM_BATCH_INVARIANT", "VERL_FULL_DETERMINISM", "VERL_SEED"):
os.environ.pop(name, None)

import torch
import torch_npu # noqa: F401 - X B -F3EM NPU backend
import vlim_ascend.batch_invariant as bi

from verl.workers.config import RolloutConfig
from verl.workers.rollout.replica import RolloutMode
from verl.workers.rollout.vlim_rollout.vlim_async_server import vLLMHttpServer

# 2 AE S RolloutConfig: full_determinism BEHONIT %, HEAFEREIRKR/INTEITIL,
config = RolloutConfig(name="vlim", full_determinism=enabled, tensor_model_parallel_size=1,
max_model_len=128)
# RANEMA LIRS Ray &1 ; FAMBARE. FHe Ray £8. FRa#EI|E,
model = SimpleNamespace(hf_config=SimpleNamespace(max_position_embeddings=128))
context = SimpleNamespace(get_job_id=lambda: "batch-invariant-ut")
with (
patch("ray.get_runtime_context", return_value=context),
patch("ray.util.get_node_ip_address", return_value="127.0.0.1"),



server = vVLLMHttpServer(
config, model, RolloutMode.STANDALONE, [], 0, 0, 1, 1, os.environ.get("ASCEND_RT_
VISIBLE_DEVICES", "0")
)
# vLLMHttpServer 3 #A&FF ZMQ/RPC socket, B R* 1, B FHERBRHAMERO,
for sock in (server._master_sock, server. dp_rpc_sock, server. dp_master_sock):
sock.close()
#HBIEE 1. FXRETENES VLLM Ascend EEBHIMETEAND L,
assert os.environ.get("VLLM_BATCH_INVARIANT", "0") == ("1" if enabled else "0")
# 8 TRT7TEMREK XHWRE, RA Bk T AHFE run_on_npu E skips,
assert bi.HAS_ASCENDC_BATCH_INVARIANT, "The installed independent AscendC operator
package could not be loaded."
# ABEEREF ML EEE, BRITHE viim_ascend ESZNEFEMA,
with patch("vlim_ascend.ascend_config.get_ascend_config", return_value=
SimpleNamespace(weight_nz_mode=1)):
bi.init_batch_invariance()
torch.npu.set_device(0)
check(enabled)

def run_on_npu(check, enabled):

torch = pytest.importorskip("torch")

pytest.importorskip("torch_npu")

if not torch.npu.is_available():
pytest.skip("Requires an Ascend NPU.")

# R TBRAGEAE] UFETBRILMG,; BELREBEEMREKSAE _run_check BEENE XK,

if importlib.util.find_spec("batch_invariant_ops") is None:
pytest.skip("Requires the independent batch-invariant operator package (batch_invariant_
ops).")

# WRI: BANETF / FFARAESHAEIMT spawn FHEH,

# MEF| 28 torch dispatch %. monkey patch IR Ak 5938 BT,

process = multiprocessing.get_context("spawn").Process(target=_run_check, args=(check,
enabled))

process.start()

try:
process.join(timeout=180) # #BITEIAI LMK, BWHFEFRIBEEAN CI
assert process.exitcode == 0, (
f'"{check.__name__} failed or timed out ({enabled=}, exitcode={process.exitcode}); see
subprocess output.”
)
finally:

# LW, R ZERERZERIKTFHE, WHILFREHRERE LR NPU,
if process.is_alive():

process.kill()

process.join()
process.close()

def profile_operator(entry, call, enabled, operator=None):



import torch
from torch.autograd.profiler_legacy import profile

# enabled Bt dispatch £3IBE FE B3| batch_invariant_ops::*, B profiler
BRI A& R,
with profile(use_cuda=False) as captured:
result = call()
torch.npu.synchronize()
events = {event.key: int(event.count) for event in captured.key_averages()}
counts = {name: count for name, count in events.items() if name.startswith("batch_invariant_
ops::")}
if enabled and operator is not None:
assert counts.get(f"batch_invariant_ops::{operator}", 0) > 0, (entry, counts)
else:
# FRFF X BMEALIRA batch_invariant_ops B4, ByEE MRS E LA H,
assert not counts, (entry, counts)
print(f"{enabled=}, {entry=}, {counts=}", flush=True)
return result, events

# AddRMSNorm #&&: B2 [HUTERZ%EE) , mMAER—1NETF

def check_add_rms_norm(enabled):
import torch
import torch_npu
import vlim_ascend.batch_invariant as bi

# BB RRTE . FFXXRE torch_npu.npu_add_rms_norm R EREK batch-invariant
153/
assert (torch_npu.npu_add_rms_norm is bi.add_rms_norm) is enabled
x_cpu = (torch.arange(512).reshape(16, 32) % 7 - 3).to(torch.bfloat16)
residual_cpu = torch.full_like(x_cpu, 0.5)
weight_cpu = (torch.arange(32).float() / 32 + 0.5).to(torch.bfloat16)
x, residual, weight = x_cpu.npu(), residual_cpu.npu(), weight_cpu.npu()
eps = le-6
# CPU 2% 523: % add B RMSNorm, 5F & batch invariant & & FHEFRFF—K.
added = x_cpu.float() + residual_cpu.float()
normalized = added * torch.rsqrt(added.square().mean(dim=-1, keepdim=True) + eps) *
weight_cpu.float()
(actual, rstd, residual_out), events = profile_operator(
"AddRMSNorm", lambda: torch_npu.npu_add_rms_norm(x, residual, weight, eps), enabled
)
# AT vLLM Ascend BRAFF B batch invariant /& add + RMSNorm
AE, MARMLNMEET,
# FTAX BT E MR ERAWE: FBRRAAVFHIL npuinpu_add_rms_norm,
if enabled:
assert events.get("aten::add", 0) > 0, events
assert events.get("npu::npu_rms_norm", 0) > 0, events
assert events.get("npu::npu_add_rms_norm", 0) == 0, events
assert rstd is None # A& AR E rstd, EXOBKBREN S —NHE



else:

assert events.get("npu::npu_add_rms_norm", 0) > 0, events
assert actual.device == residual_out.device == x.device
# residual_out ZXRAIKk—3K, normalized i 1e-2 RE, RBRFEKBZNIEE R,
torch.testing.assert_close(residual_out.cpu(), added.to(torch.bfloat16), rtol=0, atol=0)
torch.testing.assert_close(actual.cpu(), normalized.to(torch.bfloat16), rtol=1e-2, atol=1e-2)

EaRYEe Lk
AR PR BAZETZRMENFEARITIS (review comments_count=0) , "—8 review ¥ &
wucong?25 B9 body APPROVED, HEM&AWMENERERE PR body B3R5 review &R 2

B8y E £

« fEETE (Test) /NP EHBR "Validation status: NPU tests and pre-commit checks have
not been run during PR preparation. Hardware/software versions and actual results
remain to be recorded.", BUMNRARERLABIFRRA, RASLERERLE, B
reviewer RIETFH bR P12 H FIXEIRAT,

- {Before Submitting) &&#® [Verify CI coveragel MEFREAEA: "The test file
matches the existing NPU unit-test collection rules; compatibility of the CI image
and availability of the independent AscendC operator package remain to be verified."
. UEA Cl 28 B EREF BT IZ A ZFF AR IE L,

« CLAassistant L8 AFIBIRRIBRE &0k XBk: "wangdongleiseems not to be a
GitHub user. You need a GitHub account to be able to sign the CLA...", BHRAiZER,
5R\ LR ELYMEL LS EMIRS.

AEEX Al 250 ERAH: "Codex assisted with source inspection and
preparation of the commit message and PR description. Human review of every
changed line and execution of relevant tests remain pending."

« MIRKREF B IEEIEHLES AN (testing): reviewer wucong25 A% body 89
APPROVED B #EKAT (review_comments_count=0) , BHE T8 8] SZHL4E Bk Cl
WEER; MIRETEEERE CI LT, BT KHA skipped, 5AKRERI KA,

« BB TERERSZR (question): RHAIAZE EA Hith batch-invariant / Ascend
full_determinism f8%X PR BEZR LRI, FEEERANTHE, GAENEAIZN, B
PR body #EMBHRXHEE5ERXHR—K, #—FEMTRREE,

- CLA B2 5RZEHMARKIX (other): BRBE SR, FARMRBAR; SEEELEER
BRFEHA GitHub K5 5 EFAR AR T BB ZEE,

R 5 B

o
1. 83 skip BB EZBL (BE=NAK) : run_on_npu & batch_invariant_ops 3
7o NPU Bt E3#E pytest.skip, &AM Cl B AZEIMT AscendC EF8, 14 NAB
&3 skipped BB R4k, full_determinism SZFr bR A FEMAEIEIF—XIERE
PR body K FIFFAYIRIEI



2. Xt vllm-ascend FAE S BI5RFES: bi._batch_invariant_LIB. bi.reduce_sum.
bi.add_rms_norm. bi.HAS_ASCENDC_BATCH_INVARIANT XX
vlim_ascend.ascend_config.get_ascend_config #F 2 E NI APl, EiFEME KL
SKSEBMRARLL, BEARKNERE LB XIBEXKERGTSE, MATEBEIHFELE
B X,

3. LB ERTE MBI _check_mm / _check_matmul / _check_torch_sum /
_check_tensor_sum £ rtol=0, atol=0 5 CPU fp32 SE{EfK bf16 ¥EHaLLX, RA
B PRSI AR E M RN SSEE A RRAL, EFARAR. B SERTRE flaky, HEEL
ZF AddRMSNorm 8 normalized W& BEAX5EE| rtol=1e-2, atol=1e-2, WBAEEXHR
EEZRAREIR, B4EMES reduction BZTIMR K,

4. profiler /RKH = BE TN £ . torch.autograd.profiler_legacy B4 PyTorch #ric A
legacy, BBIE ZBAIKHE: batch_invariant_ops::. npu::npu_rms_norm. aten::add %
EHLEFHE, BHLN profiler TAZNMSEERIFHAE; profiler K& 7] BER "Rk
& H FRI%E,

5. Ray patch Mt§3: patch("ray.get_runtime_context").
patch("ray.util.get_node_ip_address") {&# Ray 8iEAEKZ58H., Ray REAAEKS
1k vLLMHttpServer ¥3EMEEIH 5 Ik &5 T X I8 1=

6. Cl K5O &EA: 14 DMABIE spawn JBIL-FHBHHMIE vLLMHttpServer (&
socket #FE5 AscendC FEfn#Ek) , B3 180 s LR, FEARIE CI FFERKM
#: socket REER close, BERHRAZTHIEEKRE run_on_npu B finally,

7. AR5 MAR—3: PR body BHIE tests/workers/rollout/rollout_vlim/test_batch_in
variant_switch.py, 2ZFr& A test_batch_invariant_ops_on_npu.py (
test_batch_invariant_switch R2EH—1RAFIE) , SRBEESZRERREEETIE
HEEBRE,

R
- APRM: B, RERHEAMESRG, A APL. RERITOEA, TAEINERETH
TERE,

« R RHABFEE full_determinism=True 824 L E—EEVEIW, & ClI EEEEAN
H¥HEEFH, ®E torch_npu / viim-ascend FZEITIRBILZI, [FF X K% 3|
VLLM_BATCH_INVARIANT] = [E-FHREM) XEEHRBML, HRERKIFETTFH
REESHE, FTRIUEARF batch size THHIE—3KME, A E = 36 Bl ok £ A E E
——full_determinism B EIE1E X ¥R IR BSRILEA,

- FRARA: BT —F ] E R MR ENIRE R ——E S vLLMHttpServer fit X Bt B 1535,
spawn FHBRBE LR dispatch 5 monkey patch. profiler B4¥ 8B, CPU &%
EWT S 1B, ZERNTH [PC FFX. EMb patch, HAth NPU EEAN T BOMRE A

« RARRM: PR £ NPU SZHLIIES pre-commit #RERWERTAEAN, B CLA RXEk
B’RES R, BEEEFRILERE, TUMERAAEEREEE (55X mIE HREE)

« NFEFRIT: OMRBKEY , RE NPU SZHLISIE , BRIFHRABTEEER skip, #& vlim-ascend
MERS , MBNEE RS 88 flaky, profiler/Ray patch B35 , SXF& 5 PR f#ik R—3k



KERBKL

« PR #7779 [vlim, hardware] fix: patch vlim-ascend for GLM-5.2 RL training on Ascend
NPUs: B & vlim-ascend 7E#& & L 93EELAN T 4% (verl/utils/viim/npu_vlim_patch.py) ,
7 PR #E2 8 vlim_ascend.batch_invariant IE 2R —i@ s EFF X, WMEHEX
vlim-ascend RIREZILEIFRE N,

« PR #7728 [rollout] fix: default IPC weight transfer on Ascend A5 hardware: 54 PR
BERM: HEABFEE UTAFFX + NPU #0l) #RX (verl/plugin/platform/platform_n
pu.py + tests/utils/test_check_ipc_version_support_on_npu.py) , = ZRE CI k&M
M5 skip KEEEZL,

« PR #7827 [megatron, ci] fix: configure Megatron integration in Ascend images and
tests: RE T ABHEEZS NPU EMBIAMBMERD,; ANRKBEBEA torch_npu.
vilm-ascend 5483 AscendC EF 8, B2 tag KT B HEREIZMREET EERIT
TR skipo

« PR #7799 [ci] fix: nightlyCI_grpo_gwen3_5_2b fsdp2_vlim_ascend: FFE®& a CI
workflow B3P 4, AMREEE CI AR, TEHDI|EMH NPU TERFHIAETF
BRENE, MEE Cl BEE AKX,

« PR #7797 [hardware] test: include AMD in platform auto-detection expectations: [& A
FEAEXEPMIRANE (tests/plugin/test_platform_abstraction.py) , TIXTELHER EHE
5 CI £ LHERE, HIBA PR B skip REEETEHE



