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MTHE

- —#]1E: SGLang rollout ANFRUBAFAERE R, EEM VLM B
- EEME: (EB/EIL f[‘,/\;‘%éﬁ#‘ rollout/ ZESEEBERIE S ﬂiﬁ%“%gﬂ‘*fﬁi bug”#y
HAFEHEAR—TODO IBRLEE. FIEZNE. FNERITAFR K =FE&NEERIN
ABERMBRBELTLEN, BRESFZRITRE: (1) A
format="processor_output" £ verl BE 1] processor HIH A =Z1L SGLang E#Hh
mil, #EH fos RER—BIX—FRF desync; (2) B/a3mZE FUKSKE|
LLMServerClient.generate B§— 4%, HATLEMHES + TypeError B TREKEI KK
BRI LM (3) teacher/OPD 8425 rollout B2 A E— payload, #BHRBEERBEZ—¥,
PR35 B 22 X R B SROFAEE RARRARE . 3E Qwen IR ENFRER. 25
ToolAgentLoop EE &M, UKLERKEN (FEEEETTER CPU-only mRoPE X5FMIiR,
BYENJE 4 PR B9AMY &) o

THRES B

SGLang rollout KR X FME A verl/workers/rollout/sglang_rollout/async_sglang_se
rver.py ¥ # video_data=video_data #FREIHEAH TODO: support video input for sglang

, BORABEMEMEE, EEAE PR body F#RERA “SGLang therefore receives input_ids
containing thousands of <lvideo_padl> placeholder tokens but no visual features at all,
and the model produces fluent, well-structured, entirely hallucinated answers”,
VLLM S IE®#AR, FAIURNEREMIMES LA (EE 5N SGLang BXAT val acc
0.4968 = B85 %¥/KF, 2/ 0.77186 vs VLLM 0.7868) . FBIFMEAMROBH: —2%
RRKILEL, SGlLang B video_data RIS path/URL/baseb4/VideoData/dict, R verl 1%
89 list[tuple[torch.Tensor, dict]], fEEBOEFRSE async_load_mm_data &K, XIER
TODO ®ZERHBEHE; —& verl 8 VLContinuousTokenMixin.render_tokens_with_mm
build_multimodal_processor_inputs EH pixel_values_videos / video_grid_thw & RiR[E
input_ids, #:2& docstring BA#aE E “Pixel tensors are intentionally not returned here.”,
FFEE TR &,

TR

1. 3TF4HAEE O (verl/utils/tokenizer/continuous_token.py) :
ContinuousTokenBuilder.build_initial_tokens. render_tokens_with_mm A&
VLContinuousTokenMixin B[R & RAANASEFIG %S mm_inputs_out; mixin &



build_multimodal_processor_inputs ZJaHAT mm_inputs_out.update({k: v for k, v in
processor_output.items() if k = "input_ids"}) EI3&, XA builder 5
DeepSeekV4ContinuousTokenBuilder.build_initial_tokens B del mm_inputs_out B X2
B%: MiniMaxVLContinuousTokenBuilder.render_tokens_with_mm 3ZE{£%4 super(),
DeepSeekVL2ContinuousTokenBuilder.build_initial_tokens &3 /28— 3XHAN
override RV REAF XTI TypeError, EERBELLMHES: REKHN
builder BRBIAE KK, MR ERIRBRILAETE,

2. ¥3¥ SGLang payload (verl/experimental/agent_loop/agent_loop.py) : ¥3g&SA %
AgentLoopBase.build_sglang_video_payload(videos, mm_inputs), 3&kE [{"format": "

processor_output", "pixel_values_videos": ..., "video_grid_thw": ...,
second_per grid_ts": ...}]; TLAIMEK processor K= pixel values_videos BtiR [E
None, AgentLoopOutput 3EA0 mm_processor output FE&EZ payload, EIFZEE
processor W MIELL SGlLang BATARRS, ZHEAE T video_metadata, SGLang &3Efb
Bl fps=24 EFrdami, 1EFH SN video_grid_thw M [[7, 30, 40]] & [[2, 30, 40]], &F
8 TSN ek 3 — AW, FAFFRERRBEIR rollout/actor —K %,

3. 1 agent loop #EA: single_turn_agent loop.py B run() 2 mm_inputs = {} —
ct_build_initial_tokens(..., mm_inputs_out=mm_inputs) —
build_sglang_video_payload(videos, mm_inputs) —
server_manager.generate(mm_processor_output=...), 348 payload B
AgentlLoopOutput; tool agent loop.py & payload & &1
AgentData.mm_processor_output (_handle_pending_state ¥3&) , &
_handle_generating_state % generate BiEfE, S5HEELA video data BIfERE G NIRFF
—3

4. Gk iERSEH (verl/workers/rollout/lim_server.py. async_sglang_server.py) :
LLMServerClient.generate % kwargs.pop("mm_processor_output", None) (B4
server By remote L EFHEZ **kwargs) , ¥ rollout.name == "sglang" B A
payload & video_data, vLLM X RFREN; XESR5RKHKEEA K vLLM-only
priority kB #. async_sglang_server.py #lf& TODO 34T, 18 "video data":
video_data #XE GenerateReqglnput 1ERFH#H—3X B AR bug BEEE &

5. %78 teacher (OPD) BAR5®E: AgentlLoopBase. compute_teacher logprobs H
getattr(output, "mm_processor_output', None) B (BRFEBIZ4 no-op) , &
TeacherManager.compute_teacher_logprobs_single £\ client.generate; teacher
client R —/ LLMServerClient, Bt per-backend 2V BEIAERK, NRE BB E
. THPRAIEETE . PR checklist BARRFTIL N /CI, FE i 2R FEMMM rollout E
ERHM VLM RRES GPU, 1EHERHET5ER CPU-only # mRoPE XFMIR, HAUALR
IE (VLLM AR MZREEAX Y. 5 SGLang MRotaryEmbedding.get_rope_index 844
B id BRI, AST & 7 A builder ZIEL) BN,

R

- verl/experimental/agent_loop/agent_loop.py (#E3k & RERIEIR; 25| source; LR
core-logic; 5 AgentlLoopBase.build_sglang_video_payload,
AgentLoopOutput.mm_processor_output, AgentLoopBase.ct_build_initial_tokens,
AgentLoopBase._compute_teacher_logprobs) : #ig



AgentLoopBase.build_sglang_video_payload A3 helper 5
AgentlLoopOutput.mm_processor_output FE, F3IL payload TR E|ZEME teacher B2
, BEANMEE PR,

- verl/utils/tokenizer/continuous_token.py (3R EME; K 5| source; FEA core-logic
; f&5 VLContinuousTokenMixin.render_tokens_with_mm,
VLContinuousTokenMixin.build_initial_tokens,
ContinuousTokenBuilder.build_initial_tokens,
MiniMaxVLContinuousTokenBuilder.render_tokens_with_mm) : A build_initial_tokens
/ render_tokens_with_mm 340 mm_inputs_out £ B, E4IEZHE X—RENBE
B FREZEIER MiniMax / DeepSeekVL2 & override W% TypeError,

« verl/workers/rollout/lim_server.py (#3& &k Jk; K5 source; £ core-logic; FE
LLMServerClient.generate) : LLMServerClient.generate BE3Ea kA : X SGLang F
processor payload &% video_data, Xt vLLM fREEJR4EM, I pop $ server L R
Z 8 mm_processor_output *#¥F,

- verl/experimental/agent_loop/single_turn_agent_loop.py (#3k BEEER; 5| source
: EA core-logic; &5 SingleTurnAgentLoop.run) : ## agent loop BIEANE: Bl
mm_inputs. 1£% ct_build_initial_tokens. @A helper &£ X payload, FF7& generate 5
AgentLoopOutput FiEfE,

- verl/experimental/agent_loop/tool_agent_loop.py (#3k TE/EER; 257 source; £
core-logic; &5 AgentData.mm_processor_output,
ToolAgentLoop._handle_pending_state, ToolAgentLoop._handle_generating_state,
ToolAgentLoop.run) : Z#H TEEIFEAL: AgentData F#E mm_processor_output
HEFER, & handle_pending_state #13. _handle_generating_state &#i%EE; X2
reviewer RN FHIE ESEH,

« verl/workers/rollout/sglang_rollout/async_sglang_server.py ({3t B RE 3, K5

source; M core-logic; &5 AsyncSglangServer.generate) : bug BB % & 8
IR video data EIE#k# GenerateReglnput &K, 3 TODO,

- verl/experimental/teacher_loop/teacher_manager.py (#1k ZIfZEME; K5 source; 3£
A core-logic; 5 TeacherManager.compute_teacher_logprobs_single) : %18
teacher 1A BEHTHE mm_processor_output Z¥ItH & %4 client.generate, 1RiE

SGlLang teacher FEBZEMH,

- verl/utils/tokenizer/deepseek.py (3R A3 ; 25| source; ER configuration; £F
5 DeepSeekV4ContinuousTokenBuilder.build_initial_tokens) :
DeepSeekV4ContinuousTokenBuilder.build_initial_tokens #3& 3 2B mm_inputs_out,
RIFZ L FELR; KHE del images, videos, audios, mm_inputs_out %— & R /48X,

X5 AgentlLoopBase.build_sglang_video_payload,
VLContinuousTokenMixin.render_tokens_with_mm,
VLContinuousTokenMixin.build_initial_tokens,
ContinuousTokenBuilder.build_initial_tokens, AgentLoopBase.ct_build_initial_tokens,
LLMServerClient.generate, AgentLoopBase. compute_teacher_logprobs,
TeacherManager.compute_teacher_logprobs_single, SingleTurnAgentlLoop.run,



ToolAgentLoop._handle_pending_state, ToolAgentLoop._handle_generating_state,AsyncS
glangServer.generate

KR Fr B]

verl/experimental/agent_loop/agent_loop.py

¥13¢ AgentlLoopBase.build_sglang_video_payload A3 helper 5
AgentLoopOutput.mm_processor_output FE, FIE payload TR E|ZEME teacher B2, &
BAME B B AR,

class AgentLoopOutput(BaseModel):

"""Agent loop output.

prompt_ids: list[int]

response_ids: list[int]

response_mask: list[int]

multi_modal_data: Optional[dict[str, Any]] = None
"""Multi-modal data for multi-modal tools."""

mm_processor_kwargs: Optional[dict[str, Any]] = None

"""Processor/backend kwargs that must stay aligned across rollout and training paths."""
# FFER: & SGLang R payload (W build_sglang_video_payload) ,

# [E BTt OPD teacher B2 8 H, RIE SGlLang teacher £%|89% processor
FFAEMAZRIEW; TAME A None,

mm_processor_output: Optional[list[dict[str, Any]]] = None

class AgentLoopBase:
@staticmethod
def build_sglang_video_payload(videos, mm_inputs: dict[str, Any]) -> Optional[list[dict[str,
Any]]]:
"I B R EAT I UUFAE B35 % SGLang By " video_data” T,

SGlLang TSXEWKIRIEM, ©H8Y video_data™ R#ERZ path / URL / baseb4d FRE, dict;
T mm_inputs™ T & tokenization HAEZA T mm_inputs_out™ #FIHIRH processor Hit,
T "~ “format="processor_output" " #&J5, ~ BaseMultimodalProcessor ™ &RMHEBEEZ
dict,
B % SGLang BATEH ML, #M5 actor MARIRAER —K,
# OB, HIZMER processor K= HSME & IR E
None, R A o U E LR EMEFEIEL generate(...)
if not videos or "pixel_values_videos" not in mm_inputs:
return None
payload = {
"“format": "processor_output",
"pixel_values_videos": mm_inputs["pixel_values_videos"],
"video_grid_thw": mm_inputs["video_grid_thw"],
}
# second_per_grid_ts RAZOER (40 Qwen2.5-VL) &7 H, GEL W E



if "second_per_grid_ts" in mm_inputs:
payload["second_per_grid_ts"] = mm_inputs["second_per_grid_ts"]
return [payload]

async def _compute_teacher_logprobs(
self,
output: AgentLoopOutput,
prompt_ids: list[int],
response_ids: list[int],
validate: bool,
sample_kwargs: Optional[dict[str, Any]] = None,
) -> None:
et R AE KR teacher logprobs (48 / OPD B&42) , "
if self.distillation_enabled and not validate:
# BBE routing_key ST E S ML X HEE
teacher_ids, teacher_logprobs = await self.teacher_server_manager.compute_teacher_
logprobs_single(
sequence_ids=prompt_ids + response_ids,
multi_modal_data=output.multi_modal_data,
mm_processor_kwargs=output.mm_processor_kwargs,
# getattr YK FAIZFEH AgentlLoopOutput &4 no-op, FoHE B L MR
mm_processor_output=getattr(output, "mm_processor_output", None),
routing_key=routing_key,
)
output.extra_fields["teacher_ids"] = teacher_ids
output.extra_fields["teacher_logprobs"] = teacher_logprobs

verl/utils/tokenizer/continuous_token.py

A build_initial_tokens / render_tokens_with_mm &40 mm_inputs_out H 0, E“HEERE
FIE"X—RANBES; REZEER MiniMax / DeepSeekVL2 % override MU &
TypeError,

class VLContinuousTokenMixin:

def render_tokens_with_mm(
self,
messages: list[dict[str, Any]],
images: list[Any],
videos: list[Any] | None = None,
audios: list[Any] | None = None,
add_generation_prompt: bool = True,
tools: list[dict[str, Any]] | None = None,
mm_inputs_out: dict[str, Any] | None = None, # #3&: [EIE processor & input_ids
S EYAFAE

) -> list[int]:
""33% processor SEFUHE (HELIES) .

T“mm_inputs_out™ " JEZEE, £FEUK " pixel_values_videos T / T video grid_thw T &
processor i,



SGLang TEIERBTE BIXEAFE, EATE ~video_data™”
BT REW, RAXANEF, XEKE
ERRaWEEERE,
template_kwargs = dict(self.chat_template_kwargs)
if tools:

template_kwargs["tools"] = tools

# F processor By chat template 8%, fRIEGEMXAE legacy rollout B&f2—%
text = apply_chat_template(

self.processor,

messages,

tokenize=False,

add_generation_prompt=add_generation_prompt,

**template_kwargs,

# processor kwargs EFEHARRNE E, RIEE prompt 5 EERFIF—K
proc_kwargs = dict(self.mm_processor_kwargs or {})
processor_output = build_multimodal_processor_inputs(

self.processor,

text=[text],

images=images if images else None,

videos=videos if videos else None,

audio=audios if audios else None,

mm_processor_kwargs=proc_kwargs if proc_kwargs else None,
)
# REBE input_ids Z/MYFE: token AEMIRREAZERE, FRETABAALTITA
if mm_inputs_out is not None:

mm_inputs_out.update({k: v for k, v in processor_output.items() if k != "input_ids"})
return normalize_token_ids(processor_output['input_ids"])

def build_initial_tokens(
self,
messages: list[dict[str, Any]],
tools: list[dict[str, Any]] | None = None,
images: list[Any] | None = None,
videos: list[Any] | None = None,
audios: list[Any] | None = None,
mm_inputs_out: dict[str, Any] | None = None,
) -> list[int]:
# 12 mm_inputs_out —E&3E(EF| render_tokens_with_mm, agent loop REZERIX—EFTRE
return self.render_tokens_with_mm(
messages,
images,
videos=videos,
audios=audios,
add_generation_prompt=True,



tools=tools,
mm_inputs_out=mm_inputs_out,

)

verl/workers/rollout/llm_server.py

LLMServerClient.generate Z/Ei#m4a ks : X SGLang A processor payload &%
video_data, Xt vLLM 1R R, FF pop ¥ server BE& REZH mm_processor_output
rEF,

class LLMServerClient:
async def generate(
self,
request_id: str,
prompt_ids: list[int],
sampling_params: dict[str, Any],
image_data: Optional[list[Any]] = None,
video_data: Optional[list[Any]] = None,
audio_data: Optional[list[Any]] = None,
mm_processor_kwargs: Optional[dict[str, Any]] = None,
**kwargs: Any,
) -> TokenOutput:
# BB acquire_server BIRES$5|% (prompt_ids / sampling_params / image_data / ...
)
server_id, server = await self._acquire_server(...)
try:
multimodal_kwargs = {}
if audio_data is not None:
multimodal_kwargs["audio_data"] = audio_data
if mm_processor_kwargs:
multimodal_kwargs["'mm_processor_kwargs"] = mm_processor_kwargs

# SGlLang REEFEWR LM : B8 video_data RI#EEZ path / url / baseb4 B processor_
output dict,
# EMX SGLang B3 — KA T E4F8 payload (A processor k=t pixel_values_
videos B R
# None, fl#n3E Qwen-VL Kik) —F T &M, LA EL SGlang
B TIERBTIKE
# VLLM 8E RN, ARFANXND X, BN server B LA EZ
**kwargs, FTLAX B pop.
mm_processor_output = kwargs.pop("mm_processor_output", None)
if self.config.actor_rollout_ref.rollout.name == "sglang":
video_data = mm_processor_output

# priority R7A VLLM rollout server X #F; Fx5 L@ EHRSRARF—K
priority = kwargs.pop("priority", 0)
priority_kwargs = (
{"priority": priority}
if priority = 0 and self.config.actor_rollout_ref.rollout.name == "vlim"
else {}



)

output: TokenOutput = await server.generate.remote(
request_id=self._vlim_request_id(request_id), # S #RIT request_id
prompt_ids=prompt_ids,
sampling_params=sampling_params,
image_data=image_data,
video_data=video_data,
**multimodal_kwargs,
**priority_kwargs,
**kwargs,

)
global_steps = output.extra_fields.get("global_steps")
output.extra_fields.setdefault("min_global_steps", global_steps)
output.extra_fields.setdefault("max_global_steps", global_steps)
return output

finally:
self._release_server(server_id, request_id=request_id)

Wi AL
=4 reviewer EILEEE wuxibin89, BEZRE author B £ J5E A :

1. BESBE—"ToolAgentLoop should be adjusted as well, or can we put it in a
common place?”; /EEREH AL helper, & build_sglang_video_payload %3
AgentlLoopBase, AN loop KA EATIEAA .

2. teacher E&42——"0OPD teacher model should be adjusted as well: .
../teacher_manager.py#L128-L136"; 1EEHIA
TeacherManager.compute_teacher_logprobs_single 34 892 R4 video_data,
SGLang teacher 12 rollout —HZMHM, BEEIE payload &
AgentLoopOutput.mm_processor_output — _compute_teacher_logprobs —
TeacherManager — client.generate 3738,

3. & VFE—"Is these keys: pixel_values_videos / video_grid_thw /
second_per_grid_ts specific to Qwen series model?”; {FEEZX LI E Qwen2-VL
/ 2.5-VL / 3-VL By processor #iHi 4, {BM4F#E2 SGlLang
collect_mm_items_from_processor_output (base_processor.py 8
ATTR_NAME_TO_MODALITY) BRETA Modality. VIDEO B8, 4 /=385 M FooR A 5T ;
IE Qwen MAMKEFEAME AR, URITHAR IR ESR (BRAI—K) mARILRS
AR, BIRMEAR follow-up, ZBRBHIAEITOPRA I, 1EEXES) flag T
ToolAgentLoop By caveat: ZHIFREBHRESXE LG prompt BN payload (5RiE
video_data BIfE35—3K) , tool REIMMII AR X3F (tool_agent_loop.py &t "
Multimedia type 'video' is not currently supported") ; #}EBRRMNILT Cl £ BT A
PR S AhAf Y ELA K Ko

« ToolAgentLoop &5 /A% helper B (design): payload 3T A
AgentLoopBase.build_sglang_video_payload, SingleTurnAgentlLoop 5
ToolAgentLoop #REX N EATIAA ; ToolAgentLoop &t
AgentData.mm_processor_output B . ¥ _handle_generating_state &3#3&E%,



« OPD teacher (M) HKRREMHEFIM (correctness): payload 2
AgentLoopOutput.mm_processor_output — _compute_teacher_logprobs (getattr HJ&
, BRFEEA no-op) — TeacherManager.compute_teacher_logprobs_single —
client.generate, per-backend 2k B & 4 2K,

« pixel_values_videos #®EE Qwen T8 (design): 3E Qwen MK ik T Z M F Bb s
. YAET payload A None B3t SGLang &3&% video_data, BPUARESR (5KAT—EK)
MARILARE BB, 1EEZEIUEAN follow-up, 89k X% FIZ RN,

- B ESUNERE Cl 4XTVFR (testing): UATLIAERR B MR vLLM BHEAREFHF
£% 0/463. 5 SGLang MRotaryEmbedding.get_rope_index B9 & id Fix&E—3K.
AST 2% 7 A builder SLHEL; & NBRA FEEFAINIR,

R fe5 7

« QG

1 ATHEEEZEAMAILE: SGlLang WAEESN EE T AEEMSEAMIKAFE, rollout
A EERE (val acc 0.4968 — 0.77186, KL 0.093-0.114 — 0.013-0.016) , 5
REhRETHY SGlang LR ELAL B AL, BERARNFTLRTENR, RREIREERET
B9 greedy BEAR T bit ZEMN (REHMAKRIX 6/469 FH—E) , A/B &b
rollout.full_determinism=True,

2. v Es MR E S RAEMSK CI Afl, LLMServerClient.generate # pop — #%
JoiR B E video_data"X& o X RREW R (BlanA AEE kwargs SIRER AT )
REBEFNERIRE: build_sglang_video_payload B None 32X 5 payload #&E 44,
B BRI

3. ZEE L. ToolAgentLoop & _handle_generating_state #RIEAE 144
prompt B mm_processor_output, 5 prompt BE2¥H EJEH token F5|BL-E&RHMKF
SGLang B EHEFE R —R4FE, FEBEREEIRA caveat, 1BERD L MM 2RI
ko

4. 3 Qwen MIAKEEEERFE 2% build_sglang_video_payload £ processor To
pixel_values_videos BFiR[E None, LLMServerClient.generate X SGLang T&4E %
video_data, BEWXEEANRZFEREZMN, 5§ PR AEEREABERNRE, RE
T TERNRREIMIFTESE S EREE XFF,

5. RES LIS : mm_inputs_out 5 payload UL A RNFEFA pixel_values_videos
R EFFIEAE AgentData / AgentLoopOutput £, Z# rollout 5 teacher JARSESH
EmiX K E; max_frames=32 RERTE, EBRTIMENEERHE, RILEDNERK,

6. VLLM FZE M BRahBARAMRIF VLLM ERBMA X, 18 A 25K 0/463 EEFHFR
XUWIEMAERZE; RT mm_processor_output & pop HEF, ZBHEIEAMERBEX—
1T pop AEF vLLM 8y video_data €8, - ®m: AFAM: FrafEA
rollout.name=sglang M VLM RL AR F BEEZ R, WRRNENTRERNTH,
vLLM AP LR&n; XA SGLang 1F A% %8 teacher (OPD) MMIMES BHEIEE ., &
%%M|: 7E tokenizer — agent loop — rollout client = SGlLang server Z a3 7 —45
BEHIERA mm_processor_output, HEARBRIFEL ERE, FEEHM VL builder 5
MR mm_inputs_out &N EEBP TypeError; RE{E EimEFER S+2 T



LLMServerClient.generate, 5EEA R priority R RA—ER . BM: vLLM 5§
SGLang EMSES LT BIRBE JEsm BATAER, MR E; B3E Qwentl
ME IR R FFE RS, BRA B SINR TP LR, - NREARID: &S
rollout BSZRITAZE |, FIMMAEXEHNEEREL , 0 BaMLNIRAEZE | 3 Qwen
MIMEIEFRERIER , ZHE S R ENIUFE

PRINISZS

« PR #2510 R EA SGLang A AXFF (body KX DO NOT MERGE F3k, 2025-08-01
FAEFR) : PR body BAFAXTEL: 1% PR REX sglang_rollout/sglang_rollout.py 89 batch %%
_batch_level_generate_sequences 42, # % JR¥4 multi_modal_data["video"], BERE
Z Y H] main E{EAB agent-loop generate 842, R R LIS
VideoDatalnputltem KR RLE LK SGLang E# i S 269k =

« PR #4513 #REEX I 4TS —/ SGLang MIN PR: 1EEFZ "is:pr is:open sglang
video" &R —FH&th, ATHINTAEEE T/, PR body PHES #2510 HIEAER
Tt B B IR IR

« PR #7643 [rollout] feat: continuous_token support Assistant Role in Merge and
Encode Context: E#£EXK& verl/utils/tokenizer/continuous_token.py B4 Continuous
Token J8% / &HB12; A PR & render_tokens_with_mm / build_initial_tokens _ 7
mm_inputs_out &%k, EE5IREH builder & Fn VL mixin ZEHRIFFE.

« PR #7858 [trainer] fix: pad teacher fields in minimal padding and support fsdp2 in

forward topk loss: REJ& distillation teacher $(#E5EE: A PR A teacher 18 A gE#73E
mm_processor_output FEH T8 2| TeacherManager.compute_teacher_logprobs_sing

le, FEHRIELRIE teacher MIFERBI1E3E 5 X519 /1,



