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examples/ascend_extras/grpo_trainer/run_glm5_2_megatron.sh
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#!/bin/bash

# Usage:

# 0. This script is designed to run on Ascend NPUs. Nvidia/AMD GPUs are not supported
# 1. Start a ray cluster of 32 nodes

# 2. Run this script to start the training job

# ... (KBIRAFEHIRLERE ) ...
set -x

# Stop before configuring training if this machine has no available Ascend NPUs.
if | python3 -c 'import torch; import torch_npu; raise SystemExit(not torch.npu.is_available())';
then
echo "Error: This script requires available Ascend NPUs." >&2
exit 1
fi

# Project Configuration
project_name='verl_megatron_dapo_math_17k_examples'
experiment_name='glm5_2-32nodes'

# Model Weights Paths

MODEL_PATH=${WORK_DIR}/gIm52_weights
RAY_DATA_HOME=%${RAY_DATA_HOME:-"${HOME}/verl"}
CKPTS_DIR=${CKPTS_DIR:-"${RAY_DATA_HOME}/ckpts/${project_name}/${experiment_name}"}

#.. (XHARRAE. GEREER) ...
NNODES=32

# Train config
PP=8

TP=8

EP=64

ETP=1

CP=1



INFER_TP=8
INFER_DP=8
INFER_EP=64

# ... (EmEsEeg) .

# Actor Model Configuration - *#34TE & 5

ACTOR_ARGS=(
actor_rollout_ref.actor.megatron.pipeline_model_parallel_size=$PP
actor_rollout_ref.actor.megatron.tensor_model_parallel_size=$TP
actor_rollout_ref.actor.megatron.expert_model_parallel_size=$EP
actor_rollout_ref.actor.megatron.expert_tensor_parallel_size=$ETP
actor_rollout_ref.actor.megatron.context_parallel_size=$CP
actor_rollout_ref.actor.megatron.override_transformer_config.sequence_parallel=True
actor_rollout_ref.actor.megatron.param_offload=True
actor_rollout_ref.actor.megatron.optimizer_offload=True
# ... ( 2% Megatron #n GRPO E2& ) ...

)
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